Joint Research Programme
BTO 2021.035 | September 2021

Data validation
implementation pilot

Joint Research Programme

BTO 2021.035 | September 2021

Data validation implementation pilot

1

BTO 2021.035 | September 2021

Data validation implementation pilot

2

Report
Data validation implementation pilot
BTO 2021.035 | September 2021
This research is part of the Joint Research Programme of KWR, the water utilities and Vewin.

Project number
402045/206
Project manager
dr. Geertje Pronk
Client
BTO - Thematical research - Hydroinformatics
Author(s)
dr. ir. Dirk Vries, Siddharth Seshan, MSc
Quality Assurance
dr. Peter van Thienen
Sent to
This report is distributed to the BTO-participants. it is public a year after publication.

Keywords
data validation, data quality control, hydro-informatics, anomaly detection

Year of publishing
2021
More information
dr.ir. D. Vries
T +31 (0)6 51692193
E dirk.vries@kwrwater.nl

PO Box 1072
3430 BB Nieuwegein
The Netherlands
T
F
E
I

+31 (0)30 60 69 511
+31 (0)30 60 61 165
info@kwrwater.nl
www.kwrwater.nl

July 2021 ©
All rights reserved by KWR. No part of this publication may be
reproduced, stored in an automatic database, or transmitted in any
form or by any means, be it electronic, mechanical, by photocopying,
recording, or otherwise, without the prior written permission of KWR.

BTO 2021.035 | September 2021

Data Validation Implementation Pilot

3

Management summary (in Dutch)
Pilotonderzoek helpt waterbedrijven bij implementatie van geautomatiseerde
datavalidatie
Auteur(s) dr.ir. Dirk Vries, Siddharth Seshan (MSc)
Met een pilotonderzoek naar de implementatie van datavalidatie zijn stappen gezet om de watersector te helpen in
het verbeteren van de doeltreffendheid van de dagelijkse bedrijfsvoering en data-gestuurde besluitvorming.
Daarnaast zijn lessen geleerd in het proces van programmatuurontwikkeling, implementatie, het gezamenlijk tot
stand brengen van een gedragen doelstelling en het documenteren van de aanpak en bevindingen in een
interactieve webrapportage. Validatietechnieken zijn toegepast in het datamanagementsysteem van Waterbedrijf
Groningen. Dit betrof een casus met als doel de grondwateronttrekkingen van een productielocatie nauwkeurig in
beeld te brengen, zodat hierover aan vergunningsverstrekkende instanties kan worden gerapporteerd. In de
Nederlandse en Vlaamse (drink)watersector staat de implementatie van geautomatiseerde gegevensvalidatie nog
in de kinderschoenen. Het gebrek aan automatisering van datakwaliteitscontrole beperkt de doeltreffendheid van
de dagelijkse bedrijfsvoering en datagestuurde besluitvorming. In diverse gebruikssituaties wil men kunnen
vertrouwen op nauwkeurige gegevens. Omdat handmatige gegevensvalidatie tijdrovend is en vanwege het risico op
menselijke fouten, hebben waterbedrijven behoefte aan geautomatiseerde procedures. De pilot binnen dit BTOproject is bedoeld voor het realiseren van geautomatiseerde procedures voor gegevensvalidering.

Screenshot van een datavalidatietechniek, ontwikkeld in dit project. De gekleurde bolletjes geven
aan waar datafouten zijn gemaakt in het onttrokken debiet van de grondwateronttrekking.

Belang: datavalidatie cruciaal voor data-gedreven
bedrijfsvoering in drinkwaterlevering
Drinkwaterbedrijven worden steeds afhankelijker van
data. Dit komt door een toenemende complexiteit
van de drinkwaterinfrastructuur en het toenemende
gebruik van sensorgegevens voor procesbewaking en
-sturing. Het waarborgen van een hoge kwaliteit van
gegevens is daarmee nog relevanter geworden.

Afwijkende sensorgegevens, zoals ontbrekende
waarden, uitbijters, onregelmatige trends in
tijdreeksen en afwijkende meetwaarden door
aansluitfouten, sensoruitval, foutieve
sensorkalibraties, slijtage en/of vervuiling van de
sensor, kunnen leiden tot foutieve interpretatie bij
audits of beslisondersteuning, of inefficiënte
processturing.
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Aanpak: multidisciplinair overleg, klankbordgroep
en ontwikkeling verschillende technieken
Voor deze pilot is een casus bij Waterbedrijf
Groningen geselecteerd. Deze omvat het accuraat
bijhouden van het gewonnen grondwatervolume
zodat het bedrijf op efficiëntere en effectievere wijze
kan rapporteren aan de provincie als
vergunningverlener. Gedurende het project werd
regelmatig met een team van directbetrokkenen op
scrumachtige wijze bijgehouden wat de vorderingen
zijn geweest, en welke taken nog moesten worden
opgepakt. De samenstelling van het team bestond uit
datawetenschappers (KWR en WLN), een
procestechnoloog (Waterbedrijf Groningen) en een
database-ingenieur (Waterbedrijf Groningen). Omdat
de ontwikkeling en vergelijking van verschillende
datavalidatietechnieken veel tijd in beslag neemt,
werd de daadwerkelijke implementatie pas in gang
gezet nadat alle technieken gereed waren. Met een
klankbordgroep is, door middel van enkele
workshops, geïnventariseerd waar de uitdagingen
liggen op het vlak van datavalidatie.

Toepassing: stappen zetten in de transitie naar een
datagedreven waterbedrijf
Een efficiëntere, geautomatiseerde verwerking van
data maakt het mogelijk om snel en effectief te
kunnen reageren op veranderende omstandigheden
in de bedrijfsvoering. In de huidige context van
klimaatverandering en daarmee gepaard gaande
weersextremen, en vanwege een toenemende
connectiviteit van apparatuur – denk bijvoorbeeld
aan het Internet-of-Things – is het noodzakelijk om
eerste stappen te zetten in het realiseren van een
datagedreven organisatie. In deze opgave is het van
belang iteratieve werkprocessen in te richten en de
organisatie en betrokkenen mee te nemen in
gemeenschappelijk geformuleerde doelstellingen.
Concreet betekent dit om te starten met de
implementatie van een eenvoudig toe te passen
techniek. Daarnaast is het belangrijk om de
eindgebruiker en kennishouders van verschillende
disciplines te betrekken en te werken aan het
realiseren van een doelstelling die door de
organisatie gedragen wordt.

Resultaten: datavalidatietechnieken gebundeld in
een softwarepakket en lessen voor implementatie
Datavalidatietechnieken van verschillende
complexiteit zijn gebundeld in een Python
softwarebibliotheek die met het waterbedrijf is
gedeeld. De complexiteit varieert van het doorgeven
van gelogde sensorfouten en statistische validatie
van de sensorsignalen tot complexere kunstmatige
intelligentie en regressietechnieken om een
bandbreedte van een sensormeetwaarde te bepalen.
Binnen deze bandbreedte wordt de meetwaarde als
valide beschouwd. Met de technieken kunnen dataafwijkingen worden gedetecteerd, zoals heel scherpe
pieken en dalen, negatieve en nulwaarden, extreme
waarden of waarden die niet betrouwbaar worden
geacht omdat ze buiten het gemodelleerde bereik
vallen.

Het Rapport
Dit onderzoek is beschreven in het rapport ‘BTO Data
validation implementation pilot’ (BTO-2021.035).

More information
dr.ir. D. Vries
T +31 (0)6 51692193
E dirk.vries@kwrwater.nl

PO Box 1072
3430 BB Nieuwegein
The Netherlands
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1 Introduction
Importance of Data and Current Practice in Water Companies

1.1

With the increasing complexity of drinking water infrastructure, including the increasing use of sensor data for
advanced process monitoring and control, drinking water production sites become more dependent on data.
Therefore, ensuring high quality data has become even more relevant. For example, a water company can be
presented with (many) anomalous sensor data, i.e. missing values, outliers, irregular trend breaks in time series,
bias due to connection errors or sensor fall-outs, wrong sensor calibrations, sensor wear, fouling or obstruction
(leading to drift), etc. Erroneous data can be an issue for operational or tactical tasks, e.g.




audit reporting in order to comply to legal regulations;
(treatment plant) process control; or
reliable, high impact decision support (systems).

Hence, automated data validation is key for solving the data quality problems sketched above. Generally speaking,
data validation encompasses anomaly detection and error correction (also referred to as data reconciliation), see
also Chapter 2, Theory for more details regarding its definition and methods. Currently, and in most cases at
drinking water companies, however, data validation occurs mostly by expert judgment, i.e. manually. Nevertheless,
there is a clear need for data validation because of the amount of data involved, possible subjectivity and risk of
introducing human errors. Chapter 5, Lessons Learnt, provides an overview of current practice and lessons learnt.

1.2

Incentives

In 2019, KWR Water Research Institute released a BTO report titled - Data Quality Control1. In the report, the
importance of data for the Dutch and Flemish water companies was discussed, primarily in the key role it plays in
decision-making and in improving the efficiency of water infrastructure systems. Furthermore, data should not be
seen anymore as a 'side-product', but on the contrary, it must be considered central to proper operation and
therefore data must be managed properly to ensure that it can be transformed into actionable insights. To this end,
a key step in data quality control is data validation. Additionally, it was discussed that data validation should not be
considered as the goal in itself, but it should be seen as a step forward in ensuring the drinking water systems are
(more) efficient and reliable. It was also discussed that data validation must be extended beyond the raw sensor
data, to include human knowledge. Accuracy and limits of measurement technology and knowledge of how a
system is designed can greatly enhance the data quality control process. While there are numerous techniques
available for data validation, the study reported that water companies are largely facing similar issues for the
implementation of data validation.
The study also suggested different levels of implementation for data validation:



Strategic or Top-down - by developing frameworks and standards for the water sector which can speed up
the implementation process; and
Operational or Bottom up - involves the implementation of pilots, evaluation case studies and sharing the
experience among utilities.
This project is a direct succession to the BTO Data Quality Control project. The goal here is to investigate
the implementation of data validation by means of a pilot at a water company.

1

BTO 2019.011 (2019), Data Quality Control, KWR Research Institute, Nieuwegein
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2 Theory
Over the recent decades, data has become a crucial component for daily operations and the decision making
process2. With the advancement in sensor technologies and data analytics, the handling of data, in now data-rich
environments, is gaining importance. Furthermore, this transition from an experience based decision-making to
now a data-driven process, is only increasing the role of data in the future2. Such a paradigm shift is also occurring
in the drinking water and wastewater treatment industries. With the adoption of technologies such as cloud-based
systems, data mining techniques, and the use of Artificial Intelligence (AI) techniques for data driven operation, the
dependency on good data quality is now greater than ever. If there is limited knowledge on the data quality, the
results obtained from any kind of data analysis can be considered doubtful3. Additionally, relying on manual data
quality control can be highly laborious and inefficient, especially now water companies start to enter the big data
era. Furthermore, historical data containing anomalous values are harder to correct as the availability of additional
information needed to conduct the quality check decreases with time3.
Therefore, the need of the hour is for the implementation of an automated data validation framework, which acts
as a screening layer for incoming data signals, prior to further processing, data analytics and visualisation. In the
designing of this framework, the development and use of classic quality improvements methodology can be
utilised, such as the Plan-Do-Check-Act approach2, as depicted in Figure 1. The PDCA approach enables an
organisation to incorporate a cyclic process to achieve good data quality. For maximum efficacy, such a framework
needs to be implemented in a proactive manner, with data being continuously monitored and registered, integrity
checks being conducted and finally, actions are made based on the controlled datasets that in turn enable
information based decision-making and strategies2. As highlighted in red in Figure 1, the Data Quality Control
component along with the connections to the data warehouse4 are investigated in this project.

2

Castro-Gama M., Agudelo-Vera C., & Bouziotas D. (2020) A Bird’s-Eye View of Data Validation in the Drinking Water Industry of the Netherlands. In:

Scozzari A., Mounce S., Han D., Soldovieri F., Solomatine D. (eds) ICT for Smart Water Systems: Measurements and Data Science. The Handbook of
Environmental Chemistry, vol 102. Springer, Cham., https://link.springer.com/chapter/10.1007%2F698_2020_609
3

Branisavljević, N., Kapelan, Z., & Prodanović, D. (2011). Improved real-time data anomaly detection using context classification. Journal of

Hydroinformatics, 13(3), 307–323, https://iwaponline.com/jh/article/13/3/307/3054/Improved-real-time-data-anomaly-detection-using
4

Data warehouse, a central data repository used for reporting and data analysis
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Figure 1: The Plan-Do-Check-Act (PDCA) approach incorporated in a data quality framework. Adopted from (1). The red box highlights the
components that are specifically pursued and investigated during this implementation pilot project.

2.1

Methods for Data Validation

Data Quality Control, data validation can be largely divided into four processes1:





Data-diet
Pre-processing
Anomaly or Faulty Data Detection
Decision on handling identified anomalies

2.1.1
Anomalies in data
Anomalies in data can have different root causes, and for sensor data there are basically two categories:




sensor faults, i.e. faulty data stemming from the sensor, e.g. errors originating from (i) sensor read-outs
and communication errors, (ii) calibration issues, (iii) sensor drifts or sensor hysteresis caused by
degradation and/or aging, (iv) bias in sensor readings due to e.g. fouling or obstruction, (v) sensor value
outliers due to malfunctioning of the sensor;
process anomalies, or misconfigured processes like e.g. caused by (i) faulty control setpoints, (ii)
maintenance or shutdown events, (iii) leakages or infrastructural damages.

10
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Different techniques can be used for sensor fault detection, process anomaly detection and root cause analysis
(RCA). There are some attempts to fuse sensor anomaly detection with process fault detection5. A schematic
overview of how these methods could be combined in one framework is presented in the figure below.

Figure 2: Scheme outlining a possible framework for anomaly detection leading to root cause
analysis of anomalies. © KWR.

2.1.2
Data-diet
Data-diet is a preliminary step that is conducted for the selection of data signals that will be validated. From a
theoretical point of view, an input variable selection can be conducted through for example a correlation analysis,
time series analysis and linear regressions. Additionally, the data signals can also be selected based on the
experience and recommendations from the process technologists, whom can guide the implementation by
preselecting signals of interest. Signals can also be handpicked based on a use case requirement. Further discussion
on the pre-selection of data signals in this project can be found in Chapter 4 - Use Case - Waterbedrijf Groningen.
2.1.3
Pre-processing
The methodology adopted for pre-processing of the data can vary, depending on the selected detection or
validation method and characteristics (e.g. shape of probability density distribution) of the data itself. Furthermore,
prior to conducting simple statistical tests for the detection of faulty data, the data can be first checked for any
duplicated timestamps and missing values, big gaps in the dataset and signal drifts etc. Data can also be screened
based on metadata made available through maintenance and sensor malfunctioning logs, that aid in the
explanation of certain anomalous data events. Additional metadata such as previously flagged error signals from
the information management system can also shed light to better understand anomalous behaviour. Further
discussion and implementation of the above mentioned pre-processing techniques can be found in Chapter 5 -

5

Steenwinckel, B. (2018), June. Adaptive anomaly detection and root cause analysis by fusing semantics and machine learning. In European Semantic Web

Conference (pp. 272-282). Springer, Cham., https://doi.org/10.1007/978-3-319-98192-5_46
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Proof-of-Concept Data Validation Framework.
In the above mentioned methods techniques, the pre-processing involves the direct handling of the raw data as
provided from the information management system. When more advanced anomaly detection methods are
utilized, such as the use of a model-based fault detection strategy, the data might require additional pre-processing
for the purpose of training and validation of the models, e.g. resampling to a coarser (time) granularity to prevent a
high computational burden. Additionally, the simple statistical methods for the detection of faulty data can also be
used as a pre-processing step to ensure the quality of data is as high as possible prior to model training. This is an
important step to reduce the level of uncertainty and bias in the predictions of the model. To view the actual
implementation of the methods and protocol discussed above, refer to Chapter 5 - Proof-of-Concept Data
Validation Framework, under the sections, Distributed Volume Correction Using Regression and Extracted Volume
Correction Using Machine Learning.
2.1.4
Anomaly or Faulty Data Detection
The detection of faulty data is through classification, i.e. whether one encounters:



faulty or doubtful data; or
correct data.

Anomaly detection techniques range from generic and simple statistical methods to more specific techniques
developed for a given use case. The generic methods can be easily implemented for any use case and system while
providing the definition of certain metadata. The specific techniques, such as model-based anomaly detection, are
specific for a given system and/or dataset. Though it must be noted, that the methodology adopted for the modelbased detection is reusable and can be standardised, while the trained models are tailored to the size and other
characteristics of training data.
In the following sections, the various anomaly detection techniques have been discussed, in the order of increasing
complexity and data requirements. Its implementation in this project's use case has also been specified.
Simple Statistical Methods
These methods utilise simple statistics to detect anomalous data. The detections are conducted based on rules
specified to identify certain values or categories that are considered to be unfeasible or faulty data. The
implementation of these methods in the project can be found in Chapter 5 - Proof-of-Concept Data Validation
Framework, under the section Simple Statistical Methods for Anomaly Detection
NaN Value Detection
The detection of 'Not a Number' that could be present due to a connection failure between the sensor and the
process information system management.
Zero Value Detection
For certain variables and sensor types, the existence of zero values can be considered unfeasible. In this detection,
a zero value of the sensor data is detected.
Negative Value Detection
For almost all variables, a negative value is unfeasible. However, due to calibration issues or the displacement of
sensors (usually from a water to air phase), negative values could be recorded, and can be easily detected.
Threshold Detection
In this method, the data points are individually compared to specified boundaries or lower and upper thresholds,
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specific to the data signal analysed. The boundaries or thresholds can be the detection boundaries as defined by
the sensor device manufacturers. Alternatively, the thresholds can also be specified by process engineers who have
experience analysing the datasets, thereby providing limits to detect unfeasible values.
Spike/Drop Detection
In this method, extreme jumps or drops in values that are considered unfeasible are detected. If it is known that
certain variables cannot increase or decrease drastically in a given time step, then these sudden spikes or drops can
be considered anomalous data.
Variable Specific and Model-based Anomaly Detection
The detection of certain faulty data can be less straightforward and will result in a deeper investigation on the
specific distribution of the variable, contrary to simultaneously checking all data from every sensor, as is the case of
the Simple Statistical Methods. Therefore, variable specific statistical analysis can be relevant for the detection of
faulty data. To this end, models can also be trained on the variable specific data that has been deemed as plausible
values and representative of the sensor behaviour. The predictions of the model are then used to statistically
compare with the sensor values.
Regression Models
A regression analysis can also be conducted to determine faulty data points within a dataset. For such a
methodology, a pre-processing step (as discussed above) must be conducted in order to train the model based on
the best data available. Essentially, a regression model contains two components: (a) predictors or explanatory
variables, and (b) response variables. The explanatory variables are what forms the basis of the prediction whereas
the response variables, are what is being predicted based on the explanatory variables2. Regression models can also
be univariate or multivariate in nature:
• Univariate Regressive Models: These particular type of models are when the explanatory variables and the
response variables are the same, or, when only one explanatory variable is used for prediction of one response
variable. For the former case, a prediction is made based on the previous values from the same time series itself
being investigated. An example of such a model is the Autoregressive model, that predicts the future behavior of
a variable based on the past behavior. As the name suggests, the model conducts a linear regression of the
current series based on past values of the same data series. An implementation of using autoregressive models
for data validation can be found in the Chapter 5 - Proof-of-Concept Data Validation Framework, under the
section Distributed Volume Correction Using Regression. A slightly more complicated set of models are the AutoRegressive Integrated Moving Average (ARIMA) models which also include the estimations of the averages from
previous time steps. Such techniques are used to identify anomalies through the comparison of the
estimated/predicted value from the model with the measured data2.
• Multivariate Regressive Models: In these regressive models, the response variables are a function of additional
parameters that act as the explanatory variables. Additionally, in this approach, it is also possible to have
multiple explanatory variables, thereby shifting the regression from simply being linear to multivariate. The
determination on whether a new data point is faulty or not, is conducted by considering the large error in the
estimation of the model for the new data point2. The decision on choosing a set of explanatory variables can be
cumbersome or unrealistic, given the numerous variations that can be considered, in systems where thousands
of variables are measured or monitored within a SCADA or database. This is where the initial concept of data
diet can come to play, employing statistical techniques such as correlation analysis and principal component
analysis (PCA) to identify the relevant explanatory variables for a given response variable. Within this project, an
example of combining a multivariate regression approach with a machine learning based time series forecasting
can be found in Chapter 5 - Proof-of-Concept Data Validation Framework, under the section Extracted Volume
Correction Using Machine Learning.
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Data-driven Models
A parallel approach that is even more data-dependent is data-driven modelling. Originating from the computer
science fields of artificial intelligence (AI) and machine learning (ML), these methods are used for data exploration,
data mining and classification. Within AI, techniques can be divided into supervised, semi-supervised and
unsupervised techniques. Supervised techniques involves having prior knowledge on the output labels/values,
whereas unsupervised techniques are used in situations where no prior knowledge is available on the output
labels/values. Further discussion and explanations can be found here - Regression vs. Classification. In the case of
classification, this method aims at developing classifier models based on large volumes of data from independent
variables, which can be of great use for data validation (categorical variables such as '1' or '0' can be used as flags
for data validation2). Other classification methods used in data validation include decision trees and support vector
machines (SVM). Artificial neural networks (ANN) have also been used for classification, and in the water sector,
ANNs have been applied for the identification of losses and leakages in distribution networks6. Additionally, ANNs
can also be used as surrogate models for key features of a system. Thereby, the predictions of ANNs can be used as
a comparison with the measured data, to label a data point as faulty or not. Similarly, other AI or ML based
surrogate models can be used for forecasting the time series of key process variables. Decomposable time series
model, that divides the time series into relevant components such as trend, seasonality and noise elements, is one
such example. Another time series forecasting model that incorporates smoothing functions to the predictors in
order to capture their nonlinear forms is the generalized additive model (GAM). In this project, an open source
machine learning model that uses a combination of decomposing the time series in a GAM approach, has been
used to forecast the extraction of groundwater. The model has been developed by Facebook and is called the
FbProphet7. The discussion of this approach can be found in Chapter 5 - Proof-of-Concept Data Validation
Framework, under the section Extracted Volume Correction Using Machine Learning.
Physical Models
Physical modelling can also be utilized to simulate system behaviour, where model outputs can in turn be
compared with measurement data in order to identify anomalies. By calibrating and validating a water distribution
network model, using EPANET6 or Infoworks8, the hydraulic behaviour of the network or system can be simulated,
thereby extracting an alternative dataset of the process variables that can be compared with pressure or flow
sensor data8. The usage of a physical model for data validation requires the conceptualisation of a framework that
incorporate the smooth simulation using the calibrated model and subsequently conducting rule-based detection
of anomalies in the sensor data. A proof-of-concept of using a mechanistic model for anomaly detection has been
discussed in Chapter 5 -Proof-of-Concept Data Validation Framework, under the section, Proof-of-Concept Use of
Mechanistic Model for Anomaly Detection.

2.2

Decision on Handling Identified Anomalies

With the labelling of data values as faulty or good, a decision must be made in the handling of the identified
anomalies. For faulty data flagged from the simple statistical methods, one approach to take would be to simply
discard the values. Such a process can be deemed acceptable if the raw data will be eventually resampled to a
coarser granularity. However, a downside of such an approach would be if there are various consecutive anomalies,
thereby leading to gaps in the dataset. Another approach would be to incorporate data correction protocols.
Simple methods can be administered such as replacing anomalous data with the mean or median from an
immediately preceding window of data. A more robust form of data correction would be the reconciliation of the
sensor data with the outputs of a trained model. To elaborate, anomalies can be detected through the modelbased anomaly detection strategy. These anomalies can then be removed and replaced with the prediction values

6

EPAnet, Public domain software application for modeling drinking water distribution systems, see https://www.epa.gov/water-research/epanet.

7

FbProphet Model, an open source time series forecasting model developed by Facebook, see https://facebook.github.io/prophet/

8

Infoworks, a software application from Innovyze to hydraulically simulate water supply systems

BTO 2021.035 | September 2021

Data Validation Implementation Pilot

from the very same model. Therefore the reconciled signal would be a combination of the original sensor data
including the replaced values containing the predictions from models. A demonstration of this discussion can be
found Chapter 5 - Proof-of-Concept Data Validation Framework, under the section Distributed Volume Correction
Using Regression. Additionally, the filling of missing data using the results of a model have been demonstrated in
the same page, under the section Extracted Volume Correction Using Machine Learning.

15
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3 Use Case – Waterbedrijf Groningen
3.1

Data Validation done agile at Waterbedrijf Groningen

In the province of Groningen, Waterbedrijf Groningen (WbGr) is responsible for providing drinking water to the
region. Due to the increase in water demand and the effects of climate change induced drought periods, the annual
water demand closely approaches the legally permissible limits of groundwater extraction. Therefore, total water
production and other important parameters of the water balance are monitored in order to ensure staying within
the permit of allowed groundwater extraction volume. However, poor data quality is considered as a challenge for
WBGr in obtaining accurate extraction figures for reporting to the regional authorities. At present, errors are
corrected manually by water specialists which is laborious, (human) error prone, and which may lead to different
results when data is processed by different experts. Additionally, poor data quality can also hinder effective process
control and decision-making.
As a result, a study was conducted by WLN in order to investigate the automation of data validation processes
within the data warehouse of WbGr9. Primarily two signal types were addressed - flow signals and volumes.
Methods were implemented in detection of anomalies such as missing values, extreme outliers and a reset instance
of the sensor. Correction of the anomalies were also described.
The current research project therefore builds on the previous knowledge and experiences developed in the topic of
data validation; its aim is to pilot the process within WBGr. In this context, an automated data validation framework
was developed for a specific use case of WBGr, namely the Nietap Water Treatment Plant. The implementation of
the framework will be piloted within the existing data environment of WbGr.

3.2

Nietap Water Treatment Plant

3.2.1
Context - Incomplete Knowledge on the Water Balance
The Nietap plant (Figure 3) is one of the drinking water production facilities for the province of Groningen,
providing around 25% of the province's water demand. The plant's source of raw water is extracted groundwater,
which is decalcinated and filtered prior to distribution. Annually a volume of 11.5 million m3 of drinking water is
produced. The produced volume of drinking water is very close to the permitted extraction limit of 12 million m3.
In Figure 4, the water balance for the year 2018 for the Nietap water plant based on measured flow data is shown.
The blue line represents the remaining raw groundwater available for extraction, the orange line the distribution of
produced drinking water and the green line the permitted extraction limit. Finally, the red line represents the
critical line that is calculated by assuming that everyday equal amounts of drinking water is distributed and where
the annual sum amounts to the permitted extraction limit of 12 million m3.
A point regarding the critical line worth mentioning is that the assumption of equal amount of drinking water
distributed daily is naturally a gross assumption as the water demand varies greatly, particularly between seasons
(one can expect a higher demand in a hot summer than in winter). Such an assumption has been made due to the
lack of historical data available to confidently quantify the expected daily demand for a given day in a year. Such a
critical line can be updated to better represent the realistic conditions of the plant by updating the line with
forecasted data.

9

Datavalidatie in Datawarehouse, 2019, WLN-rapport, WLN B.V., Glimmen.
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Figure 3: The Nietap water treatment plant.

From Figure 4, the following points can be observed and discussed:




During summer, the cumulative distributed water volume almost reaches the critical line.
The total volume of drinking water distributed from Nietap in 2018 almost reached the permitted
extraction limit.
For the months of June to November of 2018, there is a big gap of missing data for the total extraction of
groundwater, thereby leading to the cumulative extraction line to be flat during those months. These are
also important summer months, where one can expect the water demand to increase.

From the above discussion, the importance of data validation of water balance data can now be realised. With the
increasing availability of good quality of data, the quantification of the critical line can be catered to a given system.
This can lead to an early warning system where the exceedance of the distribution to the critical volume of a day

Figure 4: The Water Balance for the Nietap Water Treatment Plant for the year 2018.
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can result in an alarm. Process operators and decision-makers are then provided adequate time and knowledge
necessary to conduct measures to aid strategic planning and mitigate further water (over) consumption in case of
water stress events
Therefore, the necessity for data quality control for the Nietap water treatment plant in identifying faulty data is
increasingly relevant, also in the context of climate change. With the existence of anomalous values or missing data
in datasets used for control, operations and reporting, ensuring robust decision-making during critical incidents of
raw water scarcity can be hindered. To address such challenges, an automated data quality framework for the
Nietap water plant was developed to demonstrate its capabilities on key sensor signals. Rule based and modelbased data validation techniques will be demonstrated on operational data along with the correction of faulty data.
3.2.2
Exploring the Raw Data
For the development of a data validation framework, key variables were chosen by experts in Waterbedrijf
Groningen based on their importance and relation to the use case being investigated as discussed above. Figure 5
visualises the topological relationships between the different treatment and supply steps.

Figure 5: Signals investigated in the Nietap water treatment plant

Groundwater is extracted from two well fields, and the combined flow rates from each well field are measured in
m3/h. The combined flow rates (Extraction Groundwater A and B) represent the total groundwater extraction from
the Nietap water production site. The raw water streams are then combined and treated (decalcination and
filtration) and are stored in a reservoir. Based on the demand, the produced drinking water is distributed by 4
pumps (Pump A, B, C and D). The power and rpms of the pumps are measured and their signals have also been
included in the investigation. The water is distributed through three pipes from the water treatment plant, where
the flow rates are measured (Distribution Volume A, B and C) and so are the pressures in the pipes (Pressure A, B
and C).
Figure 6 illustrates the interactive figure (see web report) that can be used to explore and visualise the data for the
key signals mentioned for the year of 2019.
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4 Proof-of-Concept data validation framework
The proof-of-concept data validation framework for the use case of Waterbedrijf Groningen consists of several
procedures, each with a particular objective. These procedures are discussed and demonstrated in the following.

4.1

Timestamp Analysis and Alignment with Existing Metadata

An initial activity to data quality control should be conducting some pre-processing steps that would prepare the
data for further methods through the removal of very obvious errors. Additionally, a prior understanding of the
frequency of data points available in non-uniformly spaced datasets can be valuable in concluding whether there
are gaps in the data. Finally, aligning the data to existing information available through metadata can already shed
light to certain anomalous events or increase the amount of information made available to the end user. Given
below are the various steps being conducted in this component of the framework.
Copy of the raw data
The very first step taken by the data validation framework is to make a copy of the raw data passed into it. This
would ensure that no changes are made to the existing dataset and hence prevents the loss of the original
information. Additionally, the dataset is then verified to be of a specific type/instance (such as a Python pandas
DataFrame) or converted into it.
Removal of duplicate data
During the transmission of data from sensors to the process information system or during transfer to a data
warehouse, connection failures or other complications may create duplicated data timestamps. The data is
therefore initially screened for duplicates and are removed if necessary.
Time Delta Analysis
The data is also screened for missing periods within the datasets through an analysis called Time Delta Analysis. As
the raw data provided is not uniformly distributed over time, missing data is a relative problem depending on
additional resampling steps one would conduct to a lower resolution. For example, to resample the data to a 5
minute resolution, one would require at least one data value for the past 5 minutes of a given timestamp. However,
should there be no values available during that 5 minute window, this would result in a gap in the dataset.
Therefore, in this method a user defined variable called the Time Threshold is needed to be provided. This variable
is compared with the time interval of two consecutive values. If the interval is larger than the threshold, it is
considered as missing data. For timestamps where the difference with the last timestamp is higher than the
threshold, the timestamp is flagged. In Figure 7 (screenshot of interactive figure, see web report), the Time Delta
Analysis has been demonstrated with the default value of 5 minutes for the Time Threshold variable.
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Figure 7: Time Delta Analysis to determine missing period of data. Using a Time Threshold value of 5 minutes.

PGIM Error Flagging
Waterbedrijf Groningen (WBGr) uses an information management system known as the Power Generation
Information Manager, abbreviated PGIM. The PGIM system also provides an initial layer of screening of the
datasets and flags faulty data that are primarily present due to connectivity issues. This information is also stored
within the data warehouse. However the information is not made avaialable to the end user. The data validation
framework, through this method, aligns this potentially valuable metadata to the investigated dataset.

4.2

Simple Statistical Methods for Anomaly Detection

The next component in the data validation framework is the use of simple statistical methods to flag obvious or
gross anomalies within a dataset. Rule-based methods were developed catered to the use case of the Nietap water
treatment plant. The metadata collected for the rules were stored within the framework and are automatically
accessed based on the data signal investigated and the method used. A discussion on the different methods can be
found in the Theory page.
Below we discuss the utilised methods and methodology.
• NaN Values Detection
The detection of any NaN (not a number) values present in the dataset. The functionalities of python packages
are used for its execution.
• Zero Values Detection
The detection of zero values for variables where it is considered unfeasible to have zero values at any time. The
functionalities of python packages are used for its execution.
• Negative Values Detection
The detection of negative values present in the dataset. The functionalities of python packages are used for its
execution.
• Threshold Detection
The detection of values above or below given thresholds. The thresholds are based on values provided by WBGr
for the specific variables and sensors. The information is stored as metadata in the data validation framework.
The framework then identifies the lower and upper thresholds based on the variable in question and then
conducts the analysis.
• Spike/Drop Detection
This method is the detection of extreme jumps or drops in values that are considered physically unfeasible. The
difference between two consecutive values in the dataset is calculated and is then normalised by the difference
between the timestamps of the two values. This calculation provides a distribution of the slopes of a given data
signal. Then a user defined lower and upper threshold are utilised in order to detect the spikes or drops. If a
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spike or drop has occurred, the value of the slope would be very large (positively or negative depending on it
being a spike or drop). Should the value of the slope be above or below the thresholds, it is considered as a
faulty data point. The thresholds are provided as confidence intervals and indicate the level of strictness or
leniency the method should follow. Within the method, the confidence threshold values are calculated for the
dataset investigated and then the analysis is conducted. The default values in place in the framework are
0.001% and 99.999% for the lower and upper threshold, respectively.
In the interactive figure provided below, the user can choose the parameter they wish to conduct the anomaly
detection analysis on using the simple statistical methods. WBGr have stated their requirements for the data
quality control to be conducted monthly and therefore the analyses are conducted monthly. For the threshold
detection, the threshold values are based on values provided by WBGr and are stored as metadata. For the
spike/drop detection, the lower and upper thresholds used for the flagging are based on the default values state
above. No flags for a given method indicates that that given type of anomaly is not present in the dataset.

Figure 8: screenshot of interactive figure showing the implementation of Simple Statistical Methods to Identify Gross or Obvious Anomalies.
Here, the groundwater extraction A signal is selected, and the month February of 2019.

4.3

Distributed Volume Correction Using Regression

Context
The distributed volume signals are crucial parameters for the calculation of the water balance of a given water
production system and in decision-making, particularly in water stressed events. Therefore, ensuring high quality of
data for these signals are important to ensure accurate analyses can be conducted. As a results, a more detailed
investigation was conducted in order to incorporate a parameter specific anomaly detection and its correction
within the data validation framework. Over and above the simple statistical methods discussed above for the
detection of 'obvious' anomalies, a model-based detection (see Theory section) strategy was incorporated to also
detect the contextual anomalies present. Through the training of autoregressive models on historical datasets, the
predictions from the models were then used for the identification of the contextual anomalies in 'future' signals.
Autoregressive Modelling for the Distributed Volume Signals
In total, there are three distributed volume signals that measure the volume of water leaving the Nietap water
production site and distributed to the city of Groningen. Autoregressive models were trained on data from the
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individual signals, thereby providing a prediction for each of the variables. As the trend expected from the
distribution volumes reflect the water demand, and therefore also possess monthly and seasonal variations. As a
result, using the data from the year 2018, models were trained on data from each individual month, thereby
providing a different trained model per month. Therefore, in total 36 trained models were developed. For a given
month, 70% of the data was used for training the model and 30% for testing.
For the training of the models, the optimal number of lags needed for the autoregressive models were determined
by inputting increasing number of lags and by conducting subsequent training on the training data. The Root Mean
Square Error (RMSE) values were monitored and the optimal lag chosen was based on stabilising of the RMSE
values. This ensures that the most parsimonious yet well trained model was chosen for a given month. In Figure 3
depicted below, the RMSE and R2 values for the training of the model on Distribution Volume A signal data in the
month of February in 2018 for different lags are shown. As it can be seen in the figure, 15 has been determined as
the optimal number of lags for this month.
With the determination of the number of optimal lags, the trained models were finally validated by assessing its
performance on the test set. In Figure 9, the performance of the autoregressive model for February 2018 on the
training and its validation on a test set has been depicted. As it can be seen in the Figure, the Kling Gupta Efficiency
(KGE) was determined to be 0.987 and 0.986 for the training and validation period, respectively. A KGE value of 1
represents the best model performance possible.

Figure 9: Training and validation predictions from a trained autoregressive model on the Distribution Volume A signal data in February 2018.
Performance of the model using the Kling Gupta Efficiency (KGE) has also been depicted.

Summarized below in Table 1 are the validation KGE scores of the autoregressive models for the individual months
of the year 2018 for all three distribution volume signals. As it can be seen, all models displayed very high
performance and represented the datasets well.
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Table 1: KGE validation scores for monthly autoregressive models for Distribution Volume A, B and
C signals.

4.3.1
Using Historically Trained Models for Anomaly Detection and Data Reconciliation
Finally, the trained autoregressive models can now be used for the purpose of anomaly detection and its
correction. When a distribution volume signal is chosen to conduct data validation for a given month of a year in
the future (in our case 2019), the previously trained model instance is called upon and is then simulated. The input
is the historical data of a certain part (its size depending on the autoregressive structural properties) from the
month previous to the one in question. Once the simulation is conducted, the raw data is then compared with the
simulated results, and based on a user defined confidence threshold, it is evaluated whether the raw data point is
outside the boundaries of the confidence region of the simulated data distribution. If so, it is then flagged. In Figure
4, the blue shaded area depicts an exampleof a confidence region. Additionally, a counter is keeping track of
whether a given value has been flagged. The counter acts as a likelihood variable for detecting contextual
anomaliesred to as contextual anomalies in case the amount of consecutive data points exceed a user-defined
likelihood threshold. The contextual anomalies allows for correction of anomalies which are considered severe by
the user and not one-off anomalies that the user may wish to ignore
By default the value of the confidence threshold is 0.85. This means that a confidence interval of 85% will be used
to determine the confidence regions. The default value for the likelihood threshold is 2. This means that if there are
2 consecutive anomalies that have been found, then those 2 anomalous values will be flagged, and the sporadic
individual anomaly values will be ignored. Finally, the framework includes a method to replace these contextual
anomalies with the simulated output from the autoregressive models. This results in the creation of a reconciled
dataset, which includes the raw values that have been identified as ‘clean’, along with the corrected values from
the simulation that replaces the removed anomalous values.
In the interactive figure (see web report), the above discussed method for model-based detection and correction of
anomalies using autoregressive models for the distribution volume is demonstrated. A user can choose one of the
three distribution volume signals (A, B and C) and choose a month from the year 2019. With the inputs provided,
the framework accesses the saved models trained on historical data (year 2018), conducts a simulation and
identifies anomalies based on the confidence and likelihood thresholds (default values used). A screenshot of the
autoregressive model-based anomaly detection is provided in Figure 10.
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Figure 10: Screenshot of model-based anomaly detection for Distributed Volume Signals Using Trained Autoregressive Models.

4.4

Extracted Volume Correction Using Machine Learning

Missing Data for the Extracted Volume Signals
As discussed in the Use Case chapter, the data validation of water balance data is of great importance. With the
exploration of the extracted volume signals, a key variable of the water balance and in decision-making, large gaps
in the datasets were found, as also depicted in the Use Case chapter. Therefore, providing an alternative data signal
through model predictions can fill in missing gaps in the raw data signals, thereby providing a close to complete
dataset that can be used for further analysis or reporting. However, missing data poses a challenge in which
techniques such as univariate regression models, as demonstrated for the distribution volumes cannot be used.
Therefore one must rely on the inter-dependencies and correlations existing among parameters, in order to train
models and make predictions. To this end, various techniques are available in the field of Machine Learning that
can be put to use.
The FbProphet Model
A machine learning model named FbProphet has been trained to predict the extraction volumes for the Nietap
water treatment plant. FbProphet is a time series forecasting model, developed by the company Facebook. The
model is open source and follows the principles of a Generalized Additive Model (GAM). Non-linear trends can be
fitted with yearly, weekly and daily seasonality. Additionally, holiday effects can also be added. Finally, regressors
can be added where the time series of the correlated signals can also be used to influence the predictions.
The model was trained on available data in 2019 with target variable being the total extraction volume. For the
model tuning, the following model structures and features were added to conduct the extracted volume
predictions:
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Daily and monthly seasonality;
Public holidays of the Netherlands;
Classification on whether a given day is a weekday or weekend;
Regressor 1 - Pressure A;
Regressor 2 - Pressure B.

Therefore this model represents a multivariate modelling approach, where two signals, namely Pressure A and
Pressure B, along with additional information on the characteristic of a given day that could influence the water
demand, can be used for simulating the extraction of groundwater volume for water production. In the interactive
feature below, the trained FbProphet model can be demonstrated in predicting the extraction volume for a given
month. The simulation results are aggregated to daily or weekly (based on the user's choice), and can be compared
with the observed data. A screenshot of the interactive figure that showcases the performance of the FbProphet
Extracted Volume model is depicted in Figure 11.

Figure 11: Screenshot of the interactive figure that shows the performance of the FbProphet model for predicting the Extracted Volume.

A Step Towards Completing the Water Balance
With simulated values being made available to fill in the missing values for the groundwater extraction volume, an
effort can be made in completing the water balance based on data. Such an activity represents the conversion of
data into valuable information that can lead to more informed decision-making that can be supported by tangible
results. As depicted in Figure 12, the simulations from the FbProphet model were used as a step towards
completing the water balance for the year 2018.
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Figure 12: A step towards the completion of the water balance for 2018. A trained FbProphet model was used to predict the extraction volume,
while using two pressure signals as inputs.

4.5

Proof-of-Concept Use of Mechanistic Model for Anomaly Detection

Physical or mechanistic models can also be used for the purpose of anomaly detection and data reconciliation. The
EPANET model is a widely used hydraulic modelling software to simulate the behaviour of a water distribution
network. In the context of data validation, a model-based anomaly detection (protocols similar to the distribution
volume correction discussed in an above section) can be conducted by comparing the raw data signals with the
predictions of state variables from the simulations of an EPANET model.
In the context of the Nietap water treatment plant use case, an EPANET model has been developed for the Nietap
water treatment plant. The input file of the model contains the topology of the water intake system of the
treatment plant and patterns specific to the system. The patterns for this model include the data on the extraction
volume signals, distribution volume signals, nominal speed of the pumps, calculated from the rpms and power
signals of the pumps. The simulations of the model can then be stored to conduct a rule-based anomaly detection,
specifically for reservoir/tank level signals. Additionally, the reconciled signals for the extraction and distribution
volume signals, using the techniques discussed in the above sections, can be used as inputs to the model, instead of
the raw data signals. This can allow for continuous simulations, as missing data has been filled, along with more
reliable predictions, due to the removal of anomalous data. The EPANET model developed for the Nietap use case
currently requires further calibration prior to its usage in the data validation framework.
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5 Implementation at Waterbedrijf Groningen
5.1

Python Packaging of Data Validation Framework

The data validation framework has been developed in the programming language Python. The framework follows
the principles of object oriented programming10 and therefore functions have been created for various data
validation techniques, such as univariate based anomaly detection, multivariate based anomaly detection and data
reconciliation, and have been included in appropriate classes. In order to facilitate expert users (e.g. data scientists,
or process engineers with basic knowledge of Python) in using the code, the code has been documented inline, a
readme file has been included and the whole framework has been wrapped as a Python package to allow for easy
installation within a Python coding environment. After installation of the necessary packages, the data validation
package is ready to use.

5.2

Data Management and Quality Control

Deployment of the data validation framework needs a coherent integration within the IT architecture of
Waterbedrijf Groningen. To this aim, several steps have been defined or are planned to be defined:





IT architectural changes: Server which hosts a Python environment and from which one can run the data
validation routines upon request, and which enables data exchange with the DataWare House (DWH);
Deployment: (i) the data validation package has to be modified such that data can be exchanged from and
into the DWH; (ii) further improvement and tuning of techniques to increase their accuracy; (iii) seamless
integration with dashboard or visualisation software packages, in this case Tableau11 and (iv) testing and
deployment procedures to keep the data quality control up to date and as effective as possible.
Data governance: roles have to be defined and people have to be appointed to make sure data-driven
models, like the data validation techniques, can be further developed, deployed and evaluated.

As a first step in the deployment of a data validation proof-of-principle, a server has been set up in which the data
validation framework will be installed in a Python environment. Figure 1 illustrates a schematic of the integration of
the data validation framework with the legacy components of WBGr's IT system.

10

See e.g. https://realpython.com/python3-object-oriented-programming/

11

Tableau®, a data visualisation software. See: https://www.tableau.com/
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Figure 13: Proof-of-concept implementation of the data validation framework in a server running Python that is connected to the SQL based
DataWare House within Waterbedrijf Groningen's IT architecture.

The DataWare House (DWH) is depicted within the SQL server, see the upper frame. Raw data is imported to the
DWH from the PGIM system, where an initial data quality screening is already in place. The data is then corrected
and metadata is generated and stored in databases. A data visualisation software called Tableau11 is used by the
end user to visualise the sensor data. Within Tableau, specific signal tag requests can be made to the DWH, and the
sensor data is accessed. Additionally, the data can also be resampled to different resolutions and these
computations are done within the Datamart component.
The data validation framework will be hosted in a server that is running Python. This server will be connected to the
DWH to access the raw data. The raw data can then be passed through the Timestamp Analysis and Metadata
Alignment as an initial preprocessing step prior to conducting the outlier anomaly detection using the Simple
Statistical Methods. Parameter specific data validation can then be conducted using the model-based procedures,
where the Distributed Volume Correction and the Extracted Volume Correction are conducted. The anomaly flags,
predictions from models and the corrected or reconciled signals are then ready to be transferred back to the legacy
components. The analysis has been determined to be executed on a monthly basis, based on the requirements
provided by WBGr. An additional database (termed as Model data in Figure 13) will be created which will store the
predictions made from the models. Furthermore, currently, the idea is to assess if, and how all the outputs from
the data validation framework could be connected to a dashboard for further analysis.
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6 Lessons Learnt
6.1

Case specific lessons learnt

The process of selection of a suitable case study for data validation, through development of data validation
techniques, testing, laying out a validation procedure within the existing data (lake) infrastructure and finally the
(preliminary) testing of (Python) validation scripts at deployment servers, was initially thought to be executed such
that the implementation, testing and deployment part would be the main activity of this implementation pilot.
Despite this ambition and frequent progress meetings with representatives of Waterbedrijf Groningen, WLN, and a
DWH specialist, in practice, extraction of data from the (just) developed DWH, details regarding data storage and
management and the case study itself, as well as development and training and testing of several techniques took
up the majority of the efforts.
Hence the actual implementation and the first steps in deployment took place during the last months of this
project. Nevertheless, a good start has been made in the automation of data validation for the WbGr use case, with
promising results and accompanied with a blueprint of further implementation and deployment.
In order to successfully pursue the digital transformation of manual data validation procedures, it is of utmost
importance to consider the following aspects:

12



Process and organisation: split up the trajectory from development to actual implementation and
deployment in several tasks and discuss progress during frequent meetings. Start with simple,
straightforward improvements and try to test, implement and deploy these improvements on production
environments. Share success and performance gains, and adjust expectations if needed.



People, governance and ownership: involve all stakeholders during the project, i.e. a domain expert (in this
case a process engineer) or end-user, a data engineer or DWH specialist, data scientist(s), and the
developers. Preferably, all stakeholders should be present during the progress meetings. Make sure
management supports the pilot, manage expectations that are realistic, and make sure there is financial
support and an overarching strategy for a (digital) transition towards a data-driven organisation.



Techniques and software/modelling strategy: start thinking of how to implement algorithms on the actual
(data) IT infrastructure in an early phase of the project. Does the existing infrastructure support datadriven decision-making and operation, i.e. via database systems/data lakes or a data warehouse and are
tools in place to support streaming jobs? Are tools available to support development and iterative
improvement and deployment of data-driven models and methods (including data quality control)?
Moreover, while process conditions and sensoring characteristics influence data and data can increase in
size over time, code is relatively static. Typically, and also particularly related to procedures for developing
and deploying data driven methods in an operational environment, an iterative procedure of development
(retraining), evaluation and deployment of (machine learning) models is needed to incrementally work
towards a specific target. Such a procedure is also referred to as the MLOps12 approach. In a way, this BTO
study illustrates the first stage of an MLOps approach.

MLOps approach, process of taking an experimental Machine Learning model into a production system. The word is a compound of “Machine Learning”

and the continuous development practice of DevOps in the software field. See: https://en.wikipedia.org/wiki/MLOps
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With respect to the activities and role of KWR within the pilot study, several aspects and recommendations
stemming from this pilot are worth mentioning:


Although not initially planned for, research and development activities were deemed necessary in this
pilot study and a substantial part of project time was devoted to research, develop and test methods.
Again, we recommend to pursue a slightly different approach by starting with simple, straightforward
improvements of algorithms and methods and iteratively and incrementally try to improve, test and
deploy these improved methods on the production environment. Such an iterative (MLOps) procedure will
make sure that performance will be improved over time and an early implementation can be operational
within a relatively short time period.



An implementation study within the BTO (Dutch Joint Research Programme) is a contradictio in terminis
when the primary aim is not to conduct research. A balance should be sought between aiming for
conducting research (e.g. in data validation techniques) and development as well as the actual
implementation of these methods for end-users. A recommendation is to continuously monitor the (i)
research readiness', i.e. whether the method or algorithm is considered novel enough for scientific
publication, and (ii) application readiness, i.e. whether the method can be deployed and integrated within
the existing operational environment during the project lifetime.

6.2

Experiences from Dutch and Flemish water sector

During the pilot, a couple of meetings have been organised with representatives from several water companies
with the aim of sharing knowledge and experiences. On Friday, 16 October 2020, a workshop about (automated)
data validation at water companies was held. Representatives from (drinking) water companies Waterbedrijf
Groningen, De Watergroep, Vitens, Waternet and Dunea joined the workshop, as well as researchers from KWR.
Every representative of the water company shared the ambition to improve their current data quality control
procedures for different reasons, explained below. Furthermore, at most water utilities, the IT infrastructures
either already supports automated data validation, or (some) additional changes have to be made to support
advanced data management. In case of drinking water production and supply, daily operation is managed by
process control, where local controllers act on sensor signals and control at the PLC level is managed by a
distributed control system, or SCADA14 system. Additionally, sensor data gets stored in database systems to enable
process monitoring, analysis and further decision-making. More specifically, sensor data streams are usually
ingested and stored in a DataWare House (DWH) or Process Information Management System (PIMS13 database.
Currently, the implementation of automated data validation is however either very limited, or in development,
therefore limiting the potential to improve the effectiveness of daily operation and data-driven decision-making.
During the workshop, the current state of data validation was highlighted by the water companies:


13

Waterbedrijf Groningen: removal of double records, listing of records with error codes and unexpected
missing values. Data validation is especially important for reporting purposes, for which expert judgment
(manual corrections) is the current practice. Waterbedrijf Groningen is currently implementing a DWH
where all sensor data will be stored and processed, and will be used as a source for further reporting and
visualisation. Some tooling for correction and filtering duplicate data is included in the DWH. Together
with KWR, a pilot has been started with the objective to automate advanced data validation routines for a
use case (Chapter 3) in which accurate annual estimates of extracted groundwater is aimed at.

Process Information Management System.
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Vitens has started with developing and implementing anomaly detection techniques using time series
correlation analysis and time series (auto-)regressive techniques on pressure and flow data from the
Leeuwarden water supply district metered area (DMA). Their aim is to reduce the amount of false positive
outliers detected by their DBM (dynamic bandwidth monitor, used for leakage detection). A next step is to
correct data and present the corrected and post-processed data to the end-user.



Waternet: has a procedure to flag missing and out-of-bounds data. Data flagged as anomalous will not be
taken into account for calculations and/or aggregations to daily statistics. Data is flagged by use of specific
detection thresholds on sensor limit values, sudden jumps or zero values. Waternet remarks that human
judgment is not reliable enough and too laborious, while at the same time, an automated data validation
procedure with data-driven models need flagged data for supervised learning. The company discerns three
levels of data validation: (1) validation at the instrument level, (2) validation within PIMS regarding userspecified thresholds, and (3) data validation by sensor output models, e.g. with the aid of machine
learning/data science.



De Watergroep: expert judgment is used, i.e. manual corrections are conducted. The issue of the lack of
data governance and lack of insight regarding the value of data (as an asset) is mentioned, leading to ad
hoc storage of only very important data and current, manual validation. De Watergroep is in a transition to
a data-driven organization, where the focus goes to prioritizing data collection, and setting up data
management tied with a structured data governance organizational model. The aim is to work towards
automated validation. Learning from others is part of their strategy.

Overall, the general consensus of the water companies is to have automatic detection and flagging of anomalies as
a first step towards better data management practice. The following requirements and recommendations were
outlined:


(Original and) corrected data should be stored centrally, e.g. in a data warehouse or data lake;



Raw sensor data should be transformed to usable data for employees responsible for maintenance,
operation and asset management;



There should be possibilities for expert judgment;



Post-processing should be transparent and post-processing rules should be clear/known to the end user;



Data ownership and governance were recognized as being as equally important as automating data quality
control.
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7 Discussion and Conclusions
At every water company, daily operation of drinking water production and supply is managed by process control, in
which local controllers act on sensor signals and control are set by a distributed control system (DCS), or SCADA14
system. Additionally, sensor data gets stored in database systems to enable process monitoring, analysis and
further decision-making. More specifically, sensor data streams are usually ingested and stored in a Data
Warehouse4, or Process Information Management System (PIMS) database. The implementation of automated data
validation is however either very limited, or non-existing, therefore limiting the potential to improve the
effectiveness of daily operation and data-driven decision-making. Especially when legal compliance is concerned, as
is the case for this pilot implementation study regarding permissible groundwater extraction, accurate data is
critical - emphasizing the need for data validation. Since 'manual' data validation can be laborious and prone to
possible human error, there is a need for automated procedures. Here, four procedures have been highlighted that
exemplify use cases and have their own strengths and weaknesses:

7.1



Simple statistical methods have the advantage of a relatively straightforward implementation, in which no
training of models is needed. This shortens the time needed for development and deployment. Manual
tuning of thresholds and or confidence intervals are disadvantages.



Supervised regression techniques can be used for anomaly detection and reconciliation. They usually
require more development and deployment time than statistical methods, due to the need to train, select,
evaluate (scores) and test the data models before they can be put in a production environment. Another
disadvantage is their 'black box' nature. However, depending on the data quality and amount of the
training set, the accuracy of these methods can be very high. In general, machine learning models are
quite sensitive to a particular setting and input data, hampering the re-use of such models in other
settings (e.g. other data, or for a related problem). However, for some models, e.g. neural networks and
deep learning networks, the concept of transfer learning15 can be applied if the model needs to be used
for another use case.



Physical model-based techniques. Hydraulic, biochemical, biological and/or physical models can describe
phenomenological processes in different environments or scenarios. These models have the advantage
that models can be re-used for e.g. other production sites or distribution networks. Disadvantages are the
possibly time-consuming (i) calibration of model parameters; (ii) amount of time required to set-up a
model and (iii) tendency of oversimplifying real-life processes.

Insights and recommendations gained from the implementation pilot

Most of the companies that participated in this project, considered their protocols for automated data quality
control to be in early development, while some companies even stated that data management systems and
organisational changes were needed first before starting development and subsequent implementation.
Nevertheless, the consensus at water utilities is to start with automatic detection and flagging of anomalies as a
first step towards better, (more) automated data management and data quality control practice. Within the scope

14

Supervisory Acquisition and Control System, see: https://en.wikipedia.org/wiki/SCADA

15

Transfer Learning is used as a means to transfer a machine learning model structure for another, related problem. See also:

https://en.wikipedia.org/wiki/Transfer_learning
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of a transition towards data-driven operation of drinking water production and supply, several specific aspects have
been mentioned by representatives of water companies. In summary, these aspects are:


people: data ownership and governance and continuous involvement of stakeholders are key, as well as
having the domain expert or end-user in the loop when decision-making and expert judgment are needed;



infrastructure and data management: the use of centralized data storage and exchange to enable a data
science approach has been recommended, including an information exchange policy regarding disclosure
of data validation procedures (pre- and post-processing, documentation of validation methodology) and;



organizational aspects for data validation, particularly related to procedures for development, testing and
deployment of data driven methods and models. While data sets can increase in size over time, code is
relatively static. Hence, for maintaining reliable data-driven models, an iterative procedure of
development, or actually retraining of (machine learning) models is needed, along with evaluation and
deployment. Such a procedure is also referred to as the MLOps12 approach. In a way, this BTO study
illustrates the first stage of an MLOps approach.

