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A B S T R A C T

The integrity of third-party food safety audits has been constantly challenged by food safety incidents of certified food businesses. Integrity programs have been
established for food safety certification program owners (CPOs) to monitor the involved parties’ performance and find anomalies in audit data. To find such
anomalies in a large amount of data is labour intensive, and no standard approach has been established. This paper explored data mining approaches and leveraged
algorithms to automate integrity checks. Furthermore, this paper provides initial validation of a suitable algorithm. Out of three potentially suitable algorithms, the
couple-biased random walk (CBRW) algorithm was chosen as the basic algorithm to find anomalies in audit data. This algorithm was adjusted and expanded to show
contributing factors for a potential anomaly enabling integrity managers to find the reason for potential anomalies faster. Three experts validated the sample findings
of the algorithm and discussed these findings in detail. The validation showed an 80% accuracy of the algorithm and brought up findings that were not known before
by the experts. The findings justify further exploration of data mining for anomaly detection in food safety audits.

1. Introduction
Today lawmakers, official and private institutions, and interested
parties set numerous requirements to produce safe food. Food business
operators (FBOs) must handle international, national, and regional re
quirements and translate them into their Food Safety Management
System (FSMS) (Luning et al., 2009). The correct implementation and
maintenance of such requirements must be periodically checked to build
trust and safety along the food chain. Common practice is the audit of an
FSMS by an independent, accredited third party. These third-party au
dits play a crucial role in the credibility of FBOs, certification bodies
(CBs), and the certification program owners (CPO) (Turku et al., 2018).
Nevertheless, food safety incidents and food-borne disease outbreaks
still happen to an undesired extent, and the food safety system and how
it is audited have potential for improvement (EFSA, 2018; EFSA & EDC,
2014).
New developments like the integrity program of the Global Food
Safety Initiative (GFSI) are demanding a monitoring program for CPOs
to monitor the audit system. This program shall strengthen food safety
and the integrity of certifications (GFSI, 2020). The GFSI is an umbrella
organisation to benchmark and harmonise food safety standards and
provides benchmarking requirements for CPOs to ensure safe food
production (GFSI, 2022). Every CPO who is GFSI-recognised must
implement an integrity program that states that “the CPO shall imple
ment a risk-based programme to monitor and regularly review the
performance of certification bodies (CBs), and their compliance to the

certification programme’s requirements. This programme shall consider
the number, size and complexity of audits carried out by the CBs.” (GFSI,
2020). To measure such performance and compliance of CBs, the
amount and severity of confirmed anomalies in the audit data can be
used.
An anomaly is defined as a state outside the usual range of variations
or patterns which are not expected (Agrawal & Agrawal, 2015; Bezerra
et al., 2009). In the context of this study, an anomaly is defined as a
pattern in the audit data, that does not match patterns in comparable
audit data. For example, every standard has an internal logic and de
pendencies between the requirements. An obvious dependency would be
that the overall rating for the HACCP analysis cannot be good if the
chosen CCP is not correct. If this rating would be different, it would
count as an unusual pattern and would be an anomaly. Rating refers to
the scores assigned by the auditor. An anomaly can include unlogic
ratings of connected requirements in a standard, missing ratings for a
requirement, or different scoring patterns for requirements by an
auditor compared to comparable scorings of other auditors and audits.
These anomalies can originate from CBs, auditors, or auditees and be
caused unintentionally or intentionally. Integrity managers assess these
anomalies manually, which can lead to lack of consistency and time.
Checking an audit for anomalies is labour-intensive work and can last
several hours. Since time and resources are limited, checking potentially
thousands of audits per year manually is not feasible. A systematic
risk-based approach can help to focus on those audits that have the
highest potential to be abnormal. Finding an accurate and objective way
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for such a risk-based approach is challenging (Albersmeier et al., 2009).
Integrity managers may rely on their experience using criteria and their
implicit knowledge to select audits (semi-) randomly. However, despite
training and internal guidelines, checklists, and matrices, it remains
difficult to work completely objectively. Furthermore, current ap
proaches may not be consistent enough, and there seems to be no single,
robust approach used across all CPOs. A data-driven, valid, robust
automation to find anomalies in audit data would help integrity man
agers review 100% of incoming audits and focus their intense labour
work on potentially abnormal audits found by this automated analysis.
New technologies from data science like data mining seem promising to
automate the analysis of audits more consistently and objectively. Using
these automated checks may improve the food safety system overall
(Albersmeier et al., 2010).
CPOs have gathered a considerable amount of audit data over the last
decades, which also helps data mining algorithms to work effectively.
Data mining is a promising, multidisciplinary process to solve such
problems. It combines machine learning, statistics, and computer sci
ence to find information and anomalies in data. Algorithms are
searching for patterns in data that can be further explored and validated
by experts. This process proved useful in various fields, such as chemical
food analysis, medicine, engineering and road maintenance (Itani et al.,
2019; Jiménez-Carvelo et al., 2019; Peña et al., 2016; Silva et al., 2017).
However, there is very little literature about the application of data
mining in the food sector and none in mining food safety audit data. A
scenario in which data mining is a promising technology is to identify
anomalies regarding FBOs, auditors, and CBs. The objective of this study
was to explore data mining approaches for the integrity management of
food safety CPOs and to leverage potential data mining algorithms to
improve the efficiency of integrity checks to find anomalies. Further
more, this study conducted an initial validation of a selected algorithm.

semi-supervised (Taha & Hadi, 2019). Based on their evaluation of the
different methods in terms of computational complexity and the need for
human intervention for the selection of input parameters, we further
narrowed down the selection to the following three:
• Comprex – compression-based approach (Akoglu et al., 2012)
• RHH (denoted by the first letters of the authors’ names) – Bayesian
approach (Rashidi et al., 2011)
• Coupled Random Biased Walks (CBRW) – frequency-based approach
(Pang et al., 2016).
These three different approaches were selected as they proved to be
most successful in identifying significant anomalies within their group of
algorithms.
Comprex (Akoglu et al., 2012) is a compression-based method for
anomaly detection from categorical data and is based on the intuition
that observations that do not compress well are considered outliers.
Although Comprex can outperform other algorithms in terms of preci
sion and recall, it needs lots of computational power on data with many
attributes, which could become a challenge when applied to audit data.
RHH (Rashidi et al., 2011) is a conditional anomaly detection
method based on Bayesian networks, widely used for representing
datasets with categorical variables. The approach that Rashidi et al.
(2011) proposed is based on the key assumption that anomalous data
points are rare compared to normal ones. The main drawback of con
ditional anomaly detection methods is that they require a long time to
calculate and search within the high conditional probability space.
Our selected approach is based on the Coupled Random Biased Walks
(CBRW) algorithm developed by (Pang et al., 2016), which is a novel,
outlier detection method for categorical data like in the case of our
dataset. Guansong et al. (2016) have shown in their study that this
approach is highly robust to diversified frequency distributions and
noisy features. CBRW estimates the outlier score of an object by
modelling feature value level couplings via biased random walks to
handle the complexity of such categorical datasets. The algorithm con
siders both the intra- (i.e., frequency distribution within values of a
single feature) as well as the inter-feature value couplings (i.e., contri
butions of feature values based on their interactions with values of other
features). The main idea of this algorithm for identifying outliers is to
adopt an iterative approach to model the outlier’s propagation between
feature values. A feature value has a high degree of outliers if it has
strong couplings (e.g., high conditional probabilities) with many other
outlying values. Table 2 shows an example to illustrate this concept.
Audit #5 has the highest anomaly score due to 3.2 being the only Minor
entry for this column. All others have OK as an entry (large intra feature
contribution). Furthermore, the entry for 2.1 being OK only co-occurs,
with 3.2 being OK in the other audits (large inter feature contribu
tion). Audit #3 is the only audit with OK in all attributes, which is
potentially abnormal. Nevertheless, all co-occurrences of the OK entries
(inter feature relations) and the individual occurrence of each OK (inter
feature contribution) is not so uncommon that it would make the audit
scoring higher than audit #5. Column 1.2 holds no information as it is
the same for all audits.
Since the CBRW algorithm calculates outlier scores at an individual
feature level, we can further use these resulting scores to measure and

2. Theoretical background
2.1. Algorithms and model training
Automation for detecting anomalies in audit data can be achieved by
applying suitable algorithms. Algorithms are computer automated rules
or procedures which transform an input into an output (Hill, 2016).
When the algorithm can automatically discover parts of those rules or
procedures by exposing it to training data, it is a machine learning al
gorithm as used in data mining. The first challenge is finding a machine
learning algorithm suitable for the task and creating the desired output.
When this algorithm is then exposed to data, the algorithm is trained,
and the output is a so-called machine learning model that can recognise
certain types of patterns (James et al., 2021). After the validation of the
model, it can be used to evaluate audits if an anomaly is present or not.
2.2. Selection of the algorithm
This section reviews various anomaly detection algorithms for
tabular data and assesses their fit for identifying integrity issues in audit
data. Table 1 shows an example of such audit data.
Taha and Hadi (2019) reviewed 36 anomaly detection approaches
for categorical data and classified them into different groups based on
the types of anomalies they address: frequency-based, Bayesian or
conditional frequency-based, density-based, clustering-based, dis
tance-based,
information-theoretic,
compression-based
and

Table 2
Example audits with corresponding anomaly score calculated by the CBRW.

Table 1
Example of a generalised tabular audit dataset.
Audit ID

Audit Start Date

Audit Score

Audit Rating

1233
2254
3988

2020-01-17
2020-05-28
2020-11-10

98
85
95

X
Y
Z

2

Audit

1.1

1.2

2.1

3.1

3.2

anomaly score

0
1
2
3
4
5
6

Major
Major
Major
OK
OK
Major
OK

OK
OK
OK
OK
OK
OK
OK

OK
Minor
Minor
OK
Minor
OK
Minor

OK
Minor
Minor
OK
OK
OK
Minor

OK
OK
OK
OK
OK
Minor
OK

0.124
0.088
0.088
0.121
0.091
0.165
0.084
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rank features by their contribution to the final outlier score which also
contributes to the explainability of the results. This feature of the CBRW
approach can help the audit reviewers to further investigate the po
tential abnormal audits, which was the reason for selecting this
approach. As audit data tends to be high dimensional and sparse, it was
also important to choose an algorithm robust to noisy data and does not
require as much computational power as Comprex and RHH. Table 3
shows the comparison between the different algorithm approaches and
highlights their strengths and weaknesses.

output. We, therefore, applied the algorithm on a reduced dataset,
focusing only on the results of the audit requirements and the final
rating - the section scope of the audit is implicitly incorporated via the
applicable requirements. The aim was to identify potentially abnormal
audits based on inconsistencies within these features and between
feature pairs (e.g., the primary response of requirement X and final
rating).

3. Materials and methods

The objective of the validation was to assess whether the CBRW al
gorithm can identify truly abnormal audits of interest for the integrity
managers. For this, we provided three domain experts with a list of the
top 10 potential abnormal audits detected by the algorithm. The experts
had food safety auditing experience between 5 and 14 years and are
currently working for a food safety CPO as senior integrity managers and
food safety specialists. The top contributing attributes to the outlier
score for each audit were provided. The domain experts were then asked
to review these potential abnormal audits and assess whether the pro
vided audits were truly abnormal. Furthermore, they assessed if they
would have considered these audits in the selection of their review
process and if the provided feature indicators helped them to find the
potential inconsistencies in the audit.

3.3. Model validation approach

3.1. Dataset
A GFSI-recognised food safety CPO provided the dataset used for this
study. It contains the results of 4562 worldwide recertification audits
from 501 distinct auditors and 4555 different facilities from January
2018 to March 2021. Fig. 1 shows the entity relationship diagram of the
audit dataset. It reveals that the data was structured into three entities.
The entity ‘audit’ is the audit table that contains general information
about the audit and the results. The entity ‘section’ represents a
grouping artefact of the various standard requirements and contains a
description of all requirements in a specific section. The entity
‘requirement’ contains the results of the auditor’s assessment for a
specific requirement in the standard and the auditor’s notes concerning
a non-compliance.

4. Results
4.1. CBRW model results

3.2. Model development approach

After training the CBRW algorithm based on several observations
(audits), the same list of audits can be scored with the developed model
to obtain an anomaly score for each audit. This score tells us how
abnormal an audit is. The higher the score, the more abnormal an audit
is. Fig. 2 shows the anomaly scores in descending order. The anomaly
pattern shows that most of the audits have an anomaly score between
0 and 10− 5. Since the aim of using data mining is to focus on and check
the audits which are highly abnormal, these audits are less interesting.
The audits above 10− 5 created a so-called long tail in the distribution
with fewer audits. These are the interesting audits with a high chance of
being abnormal. The long tail also indicates that the model achieves a
distinction between a few outliers and the larger bulk of audits which is
important for this case.
Fig. 3 shows that the anomaly score decreases rapidly until audit
#61, and after that audit, the anomaly score enters a relatively stable
phase. This stable phase makes it possible to set the threshold to the
anomaly score of audit #15, resulting in a smaller list of audits to
evaluate. The integrity manager now gets a list of audits with potential
anomalies, in this case from #71 to #61, for further review. Fig. 4 shows
the requirements for one audit that contributed most to the anomaly
score. Requirements are the requirements of a standard like documen
tation, personnel hygiene, and construction requirements. Such a list of
the most contributing requirements can assist the integrity managers in
efficiently investigating potential inconsistencies within an audit
without the need for a full review. So, in this case, the rating of
requirement #6 has the highest contribution to the anomaly, and the
integrity manager would look first at the findings for this requirement.
Then the following requirement, #85, would be checked and so forth.
This list gives the audit manager a stepwise approach to finding po
tential inconsistencies.

The chosen CBRW approach was explored and tested with the audit
data. Based on an existing open-source implementation (Kaslovsky,
2018), adaptions have been made to the open-source code to make the
implementation possible and more explainable. The pre-processing of
the audit data was limited to standard cleaning and transformation steps
such as formatting and mapping. The input to the algorithm is a list of
observations – results from food safety audits. The CBRW is performed,
and each observation receives an anomaly score in the form of a single
number. Also, value scores for each attribute of observation are shown,
providing information about the composition of the anomaly score (i.e.,
contributions from each attribute). Post-processing mainly consists of
sorting the contributing value scores to make the result explainable and
selecting a threshold for considering an audit anomaly score to indicate
an anomaly. The latter is needed as the anomaly score is a dimensionless
number that changes with any change in the input data. Therefore, a
normalisation scheme must be implemented when putting the model
into production. The trained model can score incoming new audits for
potential anomalies by performing the described steps.
Various experiments have been performed to understand the impact
of including different attributes from the audits into the observations,
called feature selection. For an initial implementation, reducing the
complexity of the observations assures the best explanation of the model
Table 3
Algorithm comparison.
Approach

Type

Strengths

Weaknesses

Comprex

Compressionbased
Bayesian

Increased performance:
precision and recall
Easy to interpret

Requires high
computational power
Requires a lot of time to
build and analyse the
conditional probability
space
Requires human-in-theloop to define an
anomaly threshold score

RHH

CBRW

Frequencybased

Highly robust to noisy
data;
Can be used to calculate
the contribution of
individual features to
anomaly score

4.2. Validation results
For the proof of concept, three experts validated the results in a peergroup setting. The manual validation of one audit flagged by the model
needed around two and a half hours to discuss in detail the findings of
the algorithm and the potential anomalies in the audit report. The
coupled-bias random walk algorithm was used on 4562 audits with 501
3
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Fig. 1. Entity Relationship diagram of the audit dataset.

Fig. 2. Distribution of anomaly scores.

Fig. 4. Example of a single audit showing the contribution of audit re
quirements (e.g., HACCP, recalls) to the anomaly score.
Table 4
Anomaly description of experts that were found in the validation.
Audit
validation
number
1
2
3

Fig. 3. Anomaly scores in descending order for individual audits and the cor
responding audit number.

4

distinct auditors and flagged 169 audits as abnormal ones. Out of these
audits, ten were randomly selected for validation by the three experts.
The validation was a discussion of the outcomes between the experts
with a broad consensus of the findings. The experts identified eight out
of ten as abnormal audits and summarised their findings, as shown in
Table 4.
For example, in the audit with the audit validation number (AVN) 1,
the experts found that the non-conformity described did not match the
requirement. In AVN 3, the experts found that two mutually dependent
requirements were scored differently. The HACCP analysis was rated
OK, but the hazard analysis was scored with a Major. One of the experts
stated:

5
6
7

8
9
10

4

Reason for anomaly found by the experts

The rating of the non-conformity was documented under a
different requirement than the one expected.
There are hazards in the production system which are not
clearly described and controlled.
Two dependent requirements were rated completely
different (OK and Major)
The auditor did not fill in the checklist according to the
standard. The auditor was referring to other corporate
audits. This is not allowed.
Missing details to satisfy the close-out of the nonconformity.
Note in audit indicates exemption obtained ahead of time
from the CB.
The first requirements in the section were marked with
‘minor’ in 3.7.2.1, and all the rest were marked as N/A. It
is not possible that the other checklist items do not apply
when a minor occurs.
There were three non-conformities assigned to the HACCP
plan, and the site identified the change in the QA manager
as the cause. This rating should have been a major.
No significant inconsistencies were found.
No significant inconsistencies were found.

Kind of anomaly

Documentation
Unlogical rating
Unlogical rating
Documentation
Documentation
Documentation
Documentation

Unlogical rating

–
–
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“We see this analysis as an improvement to our current approach,
and we saw inconsistencies that we have not even thought of
occurring and would not have found otherwise “.

6. Conclusion and recommendations
This is a first paper presenting an application of data mining for
anomaly detection out of food safety audit data. We used data widely
available in audit reports such as audit ID, overall rating of the audit,
and the rating of a requirements. Experts who analysed the ten identified
potential abnormal audits confirmed that eight out of ten were indeed
abnormal. This paper showed that data mining, especially algorithms
out of the random walk family, is a promising technique that can
automatically and objectively find inconsistencies and biases in audits to
take immediate action based on these insights. This automation has the
potential to reduce the time-to-insight for integrity managers substan
tially. The new insights gained by our approach can also be used to
educate auditors and review the audit process and content of the stan
dard to make improvements. Furthermore, the approach enables
integrity managers to create truly data-driven insights from statistics.
The results are encouraging and should be validated further by other
studies with a larger set of validation data and a broader base of experts.
The findings justify further exploration of data mining for anomaly
detection in food safety audits along the food chain.

Another one mentioned:
“Before, we selected the audits randomly. This approach allows us to
start data-driven, risk-based integrity checks of incoming audits.
Nevertheless, I think we need more validation when we start using
the system and rely on it”.
The experts also got a list of the most contributing requirements, as
shown in Fig. 4, for each audit to assist them in their search for in
consistencies which was seen as very helpful.
“We normally would need two to three hours for one audit to review
in detail. We now can bring this time down to 30 minutes to one hour
with the list of the most contributing requirements we get. This is a
significant increase of productivity for us.” one expert reported.
5. Discussion
This research gives insights into the usefulness of data mining for
audit data and its potential to increase the efficiency and effectiveness of
integrity audits. The approach and the initial validation showed prom
ising results, identifying 80% of the detected potential abnormal audits
as real anomalies. Furthermore, the contributions of the requirements to
a detected anomaly showed the potential to assist food safety integrity
managers to save time and resources. Another potential application of
the CBRW and the ranking of the contributing requirements could be to
analyse which requirements contribute, overall, most to non-conformity
findings of auditors at the auditee. These contributions would give in
sights into what food safety standards and requirements must address in
more detail. Due to the nature of the CBRW algorithm and the approach,
it is also promising for other types of audits, facilities, scoring systems
and industries.
However, the current study was limited by the number of validated
anomalies due to the peer group setting chosen for the experimental
nature of the study. No random samples or samples with low anomaly
scores were investigated which would give further insights into detec
tion limit, precision and recall of the model. Nevertheless, the demon
strated potential usefulness of this approach would not change.
Moreover, the CBRW algorithm is of the so-called unsupervised algo
rithms class. In contrast to their usually preferred counterpart of su
pervised approaches, no labelled data is necessary for training. Labelled
data means that experts already provide audit data indicating if an audit
is abnormal and why. While unsupervised methods have the advantage
of using data without this time-consuming annotation, validating the
outcome is more time consuming and more qualitative (Hastie et al.,
2005; Jo, 2021). After this initial validation, the approach can now serve
as a baseline model that can be integrated into the daily workflow of
audit reviewers. By suggesting potential abnormal audits for review and
implementing a feedback mechanism with the actual result provided by
the reviewer, labelled data is gradually accumulating. This feedback
mechanism allows for model tuning of supervised models into future
versions of the solution (Hastie et al., 2005; Jo, 2021).
By treating the CBRW approach as a baseline model, several de
cisions have been made with the experts concerning the data attributes
used as well as the exclusion of certain inherent aspects of audits:
Furthermore, to keep the results explainable and reduce the complexity
of the results, the data that was used for the model training was reduced
to the scores and the final audit rating. The model performance may be
improved by using more and/or different attributes like topics of nonconformities and scopes due to the information increase for the model.
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