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1.1

Chapter 1

Sequences in bioinformatics

Bioinformatics is concerned with the collection, processing and analysis of biological
data. There are a vast number of interrelated, heterogeneous types of biological
data. DNA sequences are typically regarded as the blueprint of biological organisms,
holding all the necessary instructions needed for life. A large part of the instructions
encoded in DNA are used to construct proteins, the functional units of living cells.
This flow of information from DNA to proteins is known as the central dogma of
molecular biology, where the protein coding DNA sequences are transcribed into
messenger-RNA (mRNA) molecules and the mRNA molecules are translated into
proteins 1 . The common trait of all stages of the central dogma is the sequential
organization of instructions, information and function.
In the life sciences, the traditional approach to tackling a problem such as studying
a disease or understanding a plant phenotype is to observe and analyze previous research on highly specific molecular components of cells and form a foundation for a
hypothesis. The tested hypothesis is then used for directing experimentation, to continue adding detailed knowledge on the molecular mechanisms involved and to form
a new hypothesis, and so on. However, this loop can be laborious as each additional
experiment only reveals a minuscule part of the whole picture, and often it is difficult to predict which set of experiments lead to meaningful results. Some examples
of such specific measurements involving DNA sequences are targeted Sanger DNA
sequencing 2 , DNA hybridisation 3 , polymerase chain reaction (PCR) 4 and southern
blots 5 . Examples of targeted RNA methods are reverse transcription PCR, quantitative PCR and quantitative real-time PCR methods 6 . Proteins can also be targeted
and measured using green fluorescence labeling 7 and western blot 8 based techniques.
An immediate limitation of these methods lies in their highly specific nature, leaving
them blind to any other genetic or molecular markers associated with a certain trait
or phenotype.
The earliest DNA sequencing methods were developed between 1970-1980 in several
different labs, all involving the primer extension approach where a hybridized primer
is extended in four parallel groups until each is terminated by the presence of one
of four fluorescent nucleotides lacking the 3’-OH group 2,9,10 . This method initially
involved manual labour and only a short section of the DNA could be sequenced.
The most well-known example of the method was developed by Frederick Sanger in
1977 2 , which was eventually scaled up and partially automated and commercialized
in 1985 by Applied Biosystems. Sanger sequencing was used in a targeted manner
to sequence genes of interest and eventually led to the need for methodologies to
align and analyze these sequences. This led to the birth of the bioinformatics field,
with an early focus on aligning sequences to construct phylogenetic trees and extract
evolutionary insights 11 . Automation and molecular techniques such as shotgun sequencing 12 , based on Sanger sequencing, were further improved to work on a genomic
scale, leading to the human genome project from 1990 until 2003 13 . Although the
project was largely completed using Sanger sequencing technology at a global scale,
it highlighted the economic limitations of this first generation sequencing method,
as the project is estimated to have cost around 5 billion US dollars. Next-generation
sequencing (NGS) technologies developed in the early 2000s, such as Solexa dye se-
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quencing (later acquired by Illumina) 14 , have addressed the problem of genome scale
sequencing by greatly increasing the sequence coverage depth per sequenced sample.
More recently, long-read sequencing has addressed the shortcomings of NGS sequencing 15 . Simultaneously, bulk RNA sequencing 16 and more recently single cell RNA
sequencing 17 have been developed to explore the transcriptome. In addition, protein sequences can be predicted using genomic and transcriptomic sequences along
with, although at a lesser throughput, de novo amino acid sequencing with SDSPAGE/chromatography coupled mass-spectrometry 18,19 . The advent of such higher
throughput sequencing techniques has led to the ability to obtain genome-scale snapshots of DNA and RNA states of cells and/or tissues in a cost effective manner. This
led to a boom of genome-wide sequencing of different organisms and many public
databases were set up to store the ever-increasing number of characterised and annotated sequences. In addition, the full picture of genetic makeup, transcriptome
and proteome lets us interrelate different molecular processes and their regulation all
at once. This fueled the growth of bioinformatics towards larger scale genome-wide
analyses and algorithms. The insights derived from these studies, as well as the improvement in sequencing technologies, drove the collection of even more data, causing
a data explosion that continues to this day with current databases holding >400,000
complete genomes, >40 million mRNA and >200 million protein sequences 20 .
The bioinformatics field became expert at capitalizing on the structuring, annotation,
interrelation and analysis of such high-throughput biological sequence data. Bioinformatics techniques became crucial to analyze and interpret life sciences data, and
saw an increasing interest in algorithmic design related to handling and manipulating
sequence representations.

1.2

String representations

The sequencing techniques described in the previous section output fragments of
DNA/RNA sequences that originate from the target organism’s (transcribed) genome
sequence. These sequences are often represented as human readable strings for
storage, transfer and manipulation of raw sequence data. Some of the common
challenges in working with sequence data and their solutions are described below.

1.2.1

Genome assembly and annotation

One of the major problems that the bioinformatics field addresses is to piece together
the incomplete DNA fragments obtained by sequencing into the original chromosomal
sequence. However, the length of these fragments varies between technologies. In
addition, all technologies can make errors in sequencing and their error rates differ as
well. For example, one of the most widely used sequencing platforms from Illumina
has a very low error rate, with a short fragment length (200-300bp) 21 ; more recent
long-read sequencing platforms from Pacific Biosciences 22 and Oxford Nanopore 23
have a relatively higher error rate but with a much longer fragment length (averaging
around 10-30kb) 24 . High-coverage sequencing technologies sequence each part of
the genome multiple times. Thus, each of the sequence fragments tends to over-
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lap with multiple other fragments. Tools and algorithms collectively called genome
assemblers take advantage of these overlapping fragments to combine them into
complete chromosome sequences. Two of the most commonly used algorithmic approaches are based on de Bruijn graphs 25 , and overlap-consensus-layout graphs 26 .
The former involves the construction of so-called de Bruijn graphs from the original sequence reads, by first fragmenting the sequence reads into overlapping short
fragments of a set size k, called k-mers. Then, directed edges between neighboring
k-mers are added in the forward and reverse directions, eventually forming the graph.
Finally the Eulerian cycle in the graph is computed to obtain the genome sequence.
Overlap-layout-consensus graph assemblers involve first finding the overlapping reads
and forming a graph based on the overlaps. A path which contains all possible overlaps, extending from one end of the chromosome to the other, is then found as the
genome sequence.
Genome sequences are highly ordered and modular. The most functionally relevant
modules in the genome sequence are the coding sequences, as they are the first step
in the information flow. However, without any prior knowledge, the locations of
gene boundaries in the genome are unknown. Thus, we face the next challenge in
genome sequence analysis – genome annotation. In prokaryotes, coding sequences
can be found by finding long stretches of nucleotides which are not interrupted by
stop codons, i.e. open reading frames (ORFs). However, eukaryotic genes next to
coding sequences called exons also have non-coding intronic regions. This limits
finding ORFs in eukaryotic genomes and complicates coding sequence prediction. One
approach to find coding sequences is to use RNA sequence evidence. This method
involves extracting and sequencing RNA transcripts, followed by aligning these to
the genome to find the exact correspondence. Over the years, many algorithms were
developed to solve the alignment problem in a computationally efficient manner 27,28 .
Alignment algorithms for reads with low error profile often involve using the BurrowsWheeler transform 29 in order to perform exact matches between a read and the
genome sequence. Extensions of this algorithm also let the user align reads with a
few base-pair differences, at the cost of dramatically increasing the computational
time 30 . Aligners using the Burrows-Wheeler transform include BWA 29 , Bowtie 31 and
Hisat 32 . Alignment algorithms of sequence reads from long-read technologies differ in
their approach. k-mer based approaches are often used to avoid the exact matching
problem, since only a small portion of k-mers will overlap with a possible mismatch.
For example, Minimap 33 is a commonly used tool to align long reads against each
other and/or to the genome sequence. The Minimap algorithm computes k-mer
minimizers, i.e. a set of smallest k-mers in neighboring windows, and uses these as
the hash function for the read and the target. The read’s minimizers are matched to
the hash table to compute the alignment.

1.2.2

Sequence alignment

The coding sequences annotated on the genome can be translated directly to their
protein counterparts, also represented as strings where each character represents one
of the 20 types of amino acids. Challenges and applications in the protein sequence
field include determining whether two genes are homologs, orthologs, or paralogs,
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tracing changes across evolution using phylogenetic approaches, finding conserved
residues within and across subfamilies important for protein activity, and searching
across the known sequenced space for similar sequences to a target protein. Many of
these applications rely on sequence alignment.
A wide range of alignment algorithms have been developed in order to detect and
explore homology between genes within and across species. As with long read aligners,
mismatches and insertions/deletions of amino acid residues are expected as proteins
can have a variable level of divergence. Therefore, many algorithms, all the way from
BLAST 34 and BLAT 35 to the more recent MMSeqs2 36 use a k-mer approach along
with hashing for faster search. Another group of algorithms used in alignments use
hidden Markov models (HMM) 37 . HMMs model the multiple sequence alignment
of homologous set of sequences into probabilities of transition of each amino acid
residue (including insertions and deletions). Then, the query sequence is fed in to
this model to obtain an alignment with maximum probability.
Finding amino acid residue correspondence between homologous genes would enable
us to study the variation and evolution of these homologs. BLAST and similar algorithms are heuristic seed and extend approaches, not optimal but efficient in terms
of computation time. Therefore, they can be used to identify homology between
protein sequences and obtain crude alignments between them. The exact, optimal
alignment between any pair of sequence homologs can be computed by global sequence alignment algorithms, such as Smith-Waterman 38 and Needleman-Wunsch 39 .
Such algorithms use rigorous dynamic programming to optimize the alignment of
amino acids between two sequences. Clustal 40 and MUSCLE 41 are examples of tools
which perform alignments of multiple sequences. The alignment procedure involves
initial all-versus-all similarity computation to construct a guide tree, an tree of pairs
defining the order of pairwise alignments. Then, pairs of sequences from neighboring
leaves in the tree are aligned to produce alignment matrices. These alignment matrices are then used as the new leaves and progressively aligned to neighboring leaves
until the root is reached, containing the complete multiple sequence alignment. The
alignments can then be used as a basis for evolutionary models to infer phylogenetic
trees, estimating the evolutionary relationship and distance between the sequences.

1.3
1.3.1

There is more to sequences than strings
Optical maps

Non-string representations of biological molecules also occur in the world of bioinformatics. An example is data obtained using optical mapping (OM) technology 42 . An
optical map is a genome map that stores the locations of a specific sequence motif
along the DNA. The combinations of these motif locations are unique to specific
regions in the DNA molecules and the data is commonly represented as a sequence
of coordinates which indicate the motif locations. The earliest OM technique was
demonstrated on yeast chromosomes and limited to short genomes 43 . The method
involved manually stretching and embedding of a single DNA molecule in agar on
a light microscope slide. The DNA molecule was then cut by activation of restric-
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tion enzymes in the agar, introducing double strand cuts, and finally the cut sites
were visually measured and recorded. The OM method was automated in 2007 with
nanochannel technology developed by companies, initially OpGen and from 2013 Bionano Genomics (BNG) 42 . Similar to sequencing technologies, these devices aimed to
produce high throughput data of multiple DNA molecules covering a genomic region
to obtain chromosomal scale maps. OpGen focused on optical maps of prokaryotic
genomes; however, advances in long-read sequencing technologies enabled sequencing of entire intact prokaryotic genomes and made optical mapping of prokaryotic
genomes less useful. BNG successfully scaled up their procedure to higher eukaryotic genomes. While doing this, the technology also achieved mapping of relatively
longer DNA molecules than long-read sequencing technologies, making the method
more informative in terms of DNA contiguity 44 . Limited sequencing read lengths
lead to problems that arise particularly in higher eukaryotic genomes in genomic regions where repeat sequences are longer than the achievable sequence length. Such
repeats make it impossible to bridge the flanking sequences and render many genome
assemblies fragmented, making it difficult to study genome structure and the role of
genetic recombination, large structural variations and gene synteny between species.
OM technology achieves higher single molecule maps that complement genome sequence assembly in the scaffolding process. The average length of an OM molecule
is an order of magnitude higher than that provided by sequencing technologies, and
the maximum achievable length of OM molecules is limited only by the efficiency of
DNA extraction, often surpassing 2 Mb. The latest generation of OM technology is
provided solely by BNG in the form of Irys and Saphyr DNA nanochannel platforms.

BNG’s optical mapping involves labeling high molecular weight DNA at specific motif sites without cleavage, either by a nicking enzyme or directly, and running them
through nanochannels to obtain fluorescence images. These images are then processed into label coordinates per DNA molecule. The extracted OM molecule maps
contain sufficient label patterns for alignment, and eventually de novo assembly of
whole genome maps. These genome maps are usually more complete than sequence
assemblies, allowing anchoring and scaffolding of sequence assemblies which match
the label patterns on the genome map. In addition to scaffolding, another more direct
use of de novo assembled genome maps is structural variation detection, which also
depends on optical map alignment 45 .

Unfortunately, OM technology suffers from its own set of limitations in terms of
efficiency, which can affect the alignment procedure. The OM labelling process has
high error rates, and DNA molecules often undergo physical stretching, both of which
lead to the challenges in analysis of OM data. Current approaches to analyse highthroughput OM data, including BNG’s own RefAligner sofware and a number of other
contributions, first translate OM data into sequences of coordinates and subsequently
make use of sequence alignment methods 46,47 . However, OM data also contains
information about fluorescence intensity, making it more suitable to analyse using
real-valued signal-based techniques rather than discrete sequence-based techniques.
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Protein structures

Another example of non-string sequences can be found in protein structural biology.
Protein structures contain far more information than sequences, and since they evolve
more slowly than sequences can be more directly linked to molecular function. Recent
advances in the field of computational structure prediction 48 , along with the growing
numbers of experimentally determined structures, means that we are now able to use
structural data in many situations where we would previously only have access to
sequence.
Three-dimensional protein structures are often stored in the protein databank format
(PDB), which encodes the coordinates of each atom in the protein 49 . Since proteins
are formed by translation of a sequence of amino acid residues based on codon
instructions in DNA, despite the 3D organisation of protein structures, the amino
acid residues are still in a specific order; one way to represent them is thus as a
sequence of 3D coordinates. In order to study protein function and homology, protein
structures are often aligned. Alignment of protein structures can also be performed
by dynamic programming. It is possible to create a 3D dynamic programming matrix
to perform an exact alignment, however the computational complexity would increase
from O(n2 ) (for sequences) to O(n4 ) 50,51 . Therefore, many methods instead initiate
a dynamic programming matrix based on the distance of each pair of amino acid
residues between the two proteins, in order to work with a 2D matrix similar to
amino acid sequence alignment.

1.3.3

Different data, similar problems

As can be seen from the previous examples, different domains in bioinformatics have
their own specific representations for the data involved. However, in many cases, the
kinds of tasks and approaches required across these differing areas are similar and can
inform each other. As examples, consider the use of dynamic programming both in
global sequence (nucleotide or amino acid) alignment and structural alignment, and
the use of overlap-layout-consensus assembly both in optical mapping and nucleotide
reads to assemble genomes. Algorithms are also often taken from different disciplines
such as natural language processing (NLP), as this also involves processing sequences,
albeit in the form of characters and words. One such example is the use of long
short-term memory (LSTM) 52 and transformer architectures used in NLP (such as
Bert) 53 to create protein sequence embeddings 54 . Another example is the use of
bloom filters to create databases that allow high-speed sequence search, such as the
Bitsliced Genomic Signature Index 55 . This underlines the importance of carefully
structuring data and identifying algorithms and techniques from different fields that
can successfully be applied to different kinds of data.
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Thesis overview

In this thesis I transform two biological data sources, optical mapping and protein
structures, into sequence representations and explore novel techniques for processing
and analyzing these sequences in relevant applications.
By converting raw optical mapping image data into one-dimensional signals, I could
apply a number of signal processing techniques to solve OM applications. In Chapter
2 I describe an approach for OM signal extraction and alignment and demonstrate
that using label peak and width information, made possible by the signal-based analysis approach, increases alignment accuracy compared to state of the art. I scale this
to eukaryotic genome sizes in Chapter 3 using compressed molecule segmentation.
Using the overlap information from the alignments, I implemented a proof-of-concept
OM genome assembler, demonstrated on a yeast OM dataset. Another important
use of optical mapping data is to detect structural variation. I explore this application
in Chapter 4 with a single molecule based approach using a reference genome, instead of the commonly used computationally expensive assembly-first approach. All
of these combined form the OptiTools suite, a complete signal-based alternative to
optical mapping improving upon state of the art and providing a novel perspective to
the field. To extend the technology further, in Chapter 5 I use a custom CRISPRCas9 labeling system in the previously unused color channel provided by the platform
for application specific labelling.
Moving to the field of protein structures, which also contains non-string sequences, in
Chapter 6 I describe a multiple protein structure alignment algorithm that uses progressive alignment with dynamic programming to optimize residue correspondence,
while also taking into account the previously aligned structures during the process.
In order to scale this approach to the numbers of proteins commonly used in machine learning tasks, I look to the field of computer vision for inspiration to describe
three-dimensional points irrespective of their rotation in space. In Chapter 7 I generate rotation-invariant compressed structural segments, analogous to the approach
for OM signals in Chapter 3. I also explore different applications of alignment-free
and alignment-based approaches for machine learning on protein structures.
Chapter 8 describes the challenges and opportunities in the fields of optical mapping
and protein structures. I talk about how re-purposing ideas across different fields
can solve longstanding and new challenges. Finally I conclude by listing the many
advantages of open and shared science, and how it can help reveal new solutions to
scientific problems.

Chapter 2

Signal-based optical map
alignment
Mehmet Akdel, Henri van de Geest, Elio Schijlen, Irma M.H.
van Rijswijck, Eddy J. Smid, Gabino Sanchez-Perez, and Dick de Ridder

This chapter has been published as
Akdel, Mehmet, et al. “Signal-based optical map alignment.” PLoS ONE 16.9
(2021): e0253102.
15
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Abstract
In genomics, optical mapping technology provides long-range contiguity information
to improve genome sequence assemblies and detect structural variation. Originally a
laborious manual process, Bionano Genomics platforms now offer high-throughput,
automated optical mapping based on chips packed with nanochannels through which
unwound DNA is guided and the fluorescent DNA backbone and specific restriction
sites are recorded. Although the raw image data obtained is of high quality, the processing and assembly software accompanying the platforms is closed source and does
not seem to make full use of data, labeling approximately half of the measured signals
as unusable. Here we introduce two new software tools, independent of Bionano Genomics software, to extract and process molecules from raw images (OptiScan) and
to perform molecule-to-molecule and molecule-to-reference alignments using a novel
signal-based approach (OptiMap). We demonstrate that the molecules detected by
OptiScan can yield better assemblies, and that the approach taken by OptiMap results in higher use of molecules from the raw data. These tools lay the foundation
for a suite of open-source methods to process and analyze high-throughput optical
mapping data. The Python implementations of the OptiTools are publicly available
through http://www.bif.wur.nl/.

2.1

Introduction

The last decade has seen a sharp rise in the number of available genome sequences,
caused by the ubiquity of second and third generation sequencing technologies 56 .
However, the quality of such genomes is not always consistent and is highly dependent on the genomic features of the organism. While short, feature-rich genomes (e.g.
those of bacteria) are now routinely assembled into a single chromosome, complex
genomes such as those of fungi and plants – which can be large, repetitive, sometimes
polyploid or even aneuploid – still require a combination of sequencing technologies
and assembly and scaffolding methods. As a result, many eukaryotic genome sequences are actually draft genomes, as they are not fully assembled into structurally
coherent chromosomes. This hampers the use of these genomes in genome-scale haplotyping and genotyping-by-sequencing, in -omics studies to reveal phenotypic effects
of large-scale copy number variation and structural variation, and in fundamental
research on the molecular mechanisms of genome evolution.
The difficulty in assembling complex genomes is caused to a large extent by repetitive sequences, i.e. low complexity repeats, tandem duplicated genes and gene clusters, which exceed the longest possible read length allowed by the sequencing technology used 57 . Long read sequencing as offered by PacBio and Oxford Nanopore
promises to help resolve repetitive genomes, but the current average read lengths of
10-100kb are insufficient to bridge the long repeat regions common in higher eukaryotic genomes 58,59 and the technology is not yet cost effective in detecting structural
variation across large numbers of genomes. Currently, the sole available technology
that overcomes these issues is high throughput optical mapping 60–62 .
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Optical mapping (OM), as introduced nearly 30 years ago, involves stretching out
and immobilizing (long parts of) individual chromosomes on a glass slide, cutting the
DNA with restriction enzymes, staining and then imaging the fragments by fluorescence microscopy 43 . The process has previously been used to help compose complex
genomes, but was costly, intricate, error-prone and low-throughput. It has therefore
remained underused, despite its potential to resolve ambiguities in the many draft
genomes that have recently become available 63 . This changed with the introduction
of high-throughput OM technology 64 , currently led by Bionano Genomics’ (BNG)
Saphyr DNA nanochannel platform 65 . High molecular weight DNA is labeled at specific motif sites without double-stranded cleavage and run through the nanochannels
to obtain fluorescence images. These images are then processed into label coordinates per DNA molecule, typically ranging from 100kb up to several Mb. This
data can then either be used to scaffold existing sequence-based assemblies 66–69 ,
or directly assembled into consensus optical maps which can help detect structural
variation 70–73 .
The analysis of OM data produced by BNG platforms has two main challenges. First,
due to a relatively high error rate in the labelling process, substantial numbers of false
negative and false positive labels are found (10-20%). Second, the flexibility of DNA
molecules leads to stretching, due to which the distance between the same sites may
vary between different OM molecules 74 . A number of optical mapping alignment and
hybrid-scaffolding methods have been proposed, initially targeting previous generation, low-throughput optical mapping data 75–77 ; for an overview, see 78 . However,
these tools are not scalable to BNG optical map data; instead, RefAligner, the software bundled with the BNG platform, is often used for the alignment and assembly
of such data.
Before the alignment process, the signals from raw OM molecules are translated into a
sequence of distances between label sites. RefAligner uses an approximate alignment
method on these sequences. Molecule-versus-molecule alignments obtained with this
algorithm form the basis of de novo optical map assembly and hybrid-scaffolding.
While RefAligner is fast and yields decent results, it seems inefficient in that around
half of the molecules remain unused; moreover, it is closed-source and thus prohibits
inspection or improvement. A number of alternative alignment methods have been
proposed for high-throughput data 46,79,80 . However, these methods were developed
with molecule-to-reference genome alignments in mind, not molecule-to-molecule
alignments. In addition, similar to RefAligner, all of the current OM aligners discard
information on the intensity of label sites and only make use of their locations.
Here we introduce OptiScan, a tool to extract optical maps as one-dimensional signals
of label site intensities from raw image files. OptiScan can convert these signals into
the BNX format, to be used in BNG assembly, and improves assembly performance.
A second tool, OptiMap, uses a digital signal processing approach to align the optical
map signals found by OptiScan. Based on Irys optical mapping datasets of yeast and
eggplant, we demonstrate that OptiMap outperforms the state-of-the-art software,
and more accurately aligns more unique molecules.
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Materials and methods
The BNG optical mapping platform

Unlike traditional optical mapping methodology, the BNG approach does not digest
DNA molecules but fluorescently labels them at specific sequence sites (Fig 2.1).
A second, aspecific label is applied to the DNA backbone for overall detection of
molecules. These two different labels emit different wavelengths of light when excited.
Labelled DNA molecules are loaded into BNG flowcells, which contain chambers to
unwind the DNA followed by (tens of) thousands of nanochannels, each wide enough
for a single DNA molecule to be pulled through. The loading process is regulated
by an electrical current across the flowcell, which in effect draws the charged DNA
molecules in. In time, the DNA molecules start extending to their full length into the
nanochannel. When a sufficient number of molecules are extended in the channels,
the chip is scanned and the instance is recorded. This process is repeated, each
time pulling in new molecules. Each chip can be used for a finite number of scans
before the channels get clogged. Several such runs of the same sample can then be
combined (if needed, depending on genome size), with each run contributing several
tens to hundreds of thousands of molecules.

2.2.2

OptiTools

The two tools we describe here, OptiTools, offer an alternative to the image detection
and alignment tools provided by BNG. Fig 2.2 gives an overview of the proposed
workflow. OptiScan detects molecules and provides these to OptiMap for subsequent
alignment. Alternatively, the molecules can be exported in the BNG proprietary BNX
file format, containing molecule starts and ends, label positions and summaries of the
peaks detected, for further processing by BNG software. OptiScan and OptiMap are
written in Python version 3.6 (Python Software Foundation, https://www.python.
org/) using a number of packages.

2.2.3

OptiScan

The output of the Irys platform consists of 2 sets of paired, raw 512 × 512 pixel 16
bit TIFF images: backbone frames and label frames (Fig 2.3), i.e. fluorescent images
of the entire labeled DNA molecule and the individual target sites, respectively. Each
frame pair corresponds to the same location on the chip. A set of frames together
makes up a single scan of a chip, for example 12 frames high and 94 frames wide
(depending on the flow-cell version). The Saphyr platform outputs the backbone
and label images as columns, of varying numbers, each containing six concatenated
2048 × 2048 pixel image frames.
Frame stitching
As DNA molecules can span multiple frames, it is necessary to stitch each column of
frames into composite columns. For Irys data, the image frames can be grouped by
columns to continue with the compositing step. Saphyr columns are already encoded
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Figure 2.1: The principle of BNG optical mapping. Long DNA molecules (A) are
fluorescently labelled at specific sites (B). Signals are then captured (C) in which
peaks correspond to these sites.

in single image files; therefore, we first split these columns into corresponding frames.
The stitching process in OptiScan involves computation of various transformations
including rotation, scaling and translation to optimize the overlap between adjacent
frames. OptiScan uses the following steps to convert raw images into aligned, paired
columns of backbone and label images (illustrated in Fig 2.4):
a. To facilitate molecule detection, gradients in the background intensity are removed by applying a tophat filter, using a circular kernel with a diameter of
one pixel more than the average molecule width (11 pixels) 81 .
b. As not all frames are captured in a perfectly vertical orientation, backbone
labels are aligned to vertical by applying a slight rotation to each frame. To
optimize the rotation angle, the sum of projected pixel intensities is calculated
for each column in the rotated frame for angles ranging between −1 deg and
1 deg with 0.01 deg interval. The angle which yields the maximum sum in any
column is then selected. The same rotation is also applied to the paired label
frame.
c. Next, backbone frames are stitched together column by column based on
the small overlap between frames. Keeping the first frame fixed, subsequent
frames are progressively shifted to align frame-spanning molecules. We computed two dimensional cross-correlation (implemented using the scipy library
”fftpack.correlate” function 82 ) between adjacent frames and applied the shift
resulting in the highest cross-correlation value. As in the rotation step, an
identical translation is then applied to the paired label frame.
d. To remove small size differences between backbone and label frames, each label
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Figure 2.2: OptiTools workflow. OptiScan detects molecules and stores these in a
database, which can then be used by OptiMap for molecule-to-molecule or moleculeto-reference alignment, or exported for use with BNG methods in a BNX molecule
file.

frame is resized by using a scaling factor within a ±0.01% range in steps of
0.001, and the factor which results in the maximum cross-correlation between
the resized label and backbone frames is applied.
Molecule detection
A fundamental step in the processing of BNG optical map data is to define and
extract individual DNA molecules from the stitched images. The molecule detection
algorithm in OptiScan consists of two steps. In the first step, molecule boundaries
are detected in the backbone images. To this end, each image is convolved with a
vertical edge detection kernel, [1|1|1|1|1|1]T × [1| − 1], followed by a simple intensity
threshold (default setting 110) to detect right-edge molecule boundaries. These
boundaries are collected for individual molecules using the SciPy functions label()
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Figure 2.3: Frame pairs as produced by the BNG platform. Each scan produces two
frames (images), with labels (top) and backbones (bottom). The top molecule’s
label and backbone intensities are illustrated as 1D signals above the frames. In the
label frames, peaks correspond to label centers (A), with peak heights indicating
label intensity (B). In the backbone frames, stretches of equal intensity delineate
the molecules (C) with occasional higher intensity stretches indicating possible DNA
entanglement (D). Note that the frames shown here are in a horizontal orientation
for illustration purposes.
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Figure 2.4: Frame stitching. A simplified illustration of rotation (A), horizontal (B)
and vertical (C) translation towards the stitched frames (D).

and find objects(), yielding starting points for more accurate molecule detection.
The second step involves extracting the target labels which fall within each of the
determined molecule boundaries. Backbone center lines are detected as peaks in
the three pixels immediately to the left of the molecule boundaries. Intensity peaks
are then detected as local maxima at the corresponding positions in label frames on
these backbone center lines. This yields one-dimensional intensity signals of molecule
backbone and target site labels. The latter present themselves as a series of peaks
where each peak corresponds to a target site (Fig 2.3).
The resulting measurements are stored in a combination of an SQLite database and
memory mapped files. For each molecule, the SQLite database records its ID, the
column in which it was detected, its coordinates in that column, molecule length,
average intensity of backbone and labels, and this information is linked to the memory
mapped files which store the raw backbone and label signals.
Molecule quality analysis and BNG assembly
To allow further processing by BNG software, the detected molecules can be exported
into BNG’s BNX file format. BNX files store sets of molecule and label locations, as
well as label peak signal-to-noise ratios (SNRs). These SNR values are used as an
indication of label peak quality, to filter out poor labels before assembly. For export,
we transformed our label signals into coordinate-SNR pairs by detecting peak locations and converting these from pixels into DNA base pair (bp) units. We estimated
the SNR for each peak by dividing the peak intensity by the background intensity.
For subsequent assembly, the BNG software requires a minimum SNR threshold to
be set. To allow a fair comparison to molecules found by the BNG toolset, we first
used the Molecule Quality Report (MQR) tool from BNG to choose an optimum SNR
value for each dataset. This tool maps a randomly selected set of 50,000 molecules
onto an in silico digested reference genome and returns the number of OM molecules
mapped. We then found the SNR threshold as the one yielding the highest mapping
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rate, independently for molecules generated by OptiScan and by the BNG software.
The optimum thresholds were 3 for the BNG molecules and 2.8 for the OptiScan
molecules, resulting in a map rate of approximately 31% for both.
We assembled both sets of molecules de novo using different numbers of scans – 5,
10 and 30 – to study the influence of coverage, and calculated assembly confidence
values using the BNG toolset. These values are found by aligning the assembled
contigs to the in silico digested reference genome and taking the − log10 of the
alignment p-value.

2.2.4

OptiMap

Molecule-to-molecule alignment
Current methods for optical map alignment are generally based on representing fragments as a sequence of label interval lengths, followed by sequence-based alignments,
often using a form of dynamic programming 46,79,80 . To allow for the high false positive/negative label rates, the alignment function incorporates insertions and deletions;
to deal with molecule stretching, the interval lengths can differ to some extent, as
captured in some alignment goodness metric 76 . However, these procedures discard
peak height and SNR information.
Here we take a different approach. Peak heights were observed to be informative, in
that relative heights are reproduced in different molecules (see Results, “Label intensities are informative”). To capture this, we align signals directly, without translation
to sequences, using cross-correlation. Cross-correlation is a digital signal processing
(DSP) function based on convolution, commonly used for assessing similarity between two signals. The position at which the cross-correlation function is maximal
corresponds to the shift with which the two signals align best, and the value of the
function at this position can serve as an alignment score. Based on this approach, we
have three modes of computing an alignment with varying degrees of precision/recall
trade-offs, as described below.
Naive mode
Naive mode makes use of the cross-correlation method with a minimum overlap
threshold, which is set to 125 Kb (250 pixels) by default. Without normalization,
parts of signals with higher label densities lead to high scores irrespective of the
specific label pattern. To prevent this, the cross-correlation score is normalized by
dividing by the sum of squared differences between the signals in the overlap. Many
molecules contain some high amplitude labels, which have a detrimental effect on the
alignment score. In order to avoid false negative alignments, we log-transformed the
raw signals prior to the normalized-cross correlation procedure (Fig.2.5 B.). As the
orientation of molecules is unknown, alignments are performed using both the original
and reverse orientation of the shorter signal and the maximum normalized score over
these alignments is assigned as the correct orientation. The outcome of an alignment
is an optimum overlap range with an identity score S between two overlapping signals
m and n, which ranges between 0 (no similarity) and 1 (identical):
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S(m, n) =
P
max r
τ

mi · nj

i=max(1−τ,1):min(Lm −τ −1,Lm ),j=max(1+τ,1):min(Ln +τ +1,Ln )

P

(

i=max(1−τ,1):min(Lm −τ −1,Lm )

mi · mi ) · (

P

nj · nj )

j=max(1+τ,1):min(Ln +τ +1,Ln )

where m and n are zero-padded vectors of length Lm and Ln respectively and τ is
restricted to a range such that the minimum overlap is 125 Kb.
We designate a pair of molecules as an aligning pair if the score S is above the
threshold (default: S > 0.60) and discard the remaining pairs. A limitation of this
naive alignment approach arises from molecules that contain long stretches with few
labels, resulting in unspecific label patterns. These unspecific stretches can match
with high scores, leading to false positive alignments. The second limitation of such
an approach is due to molecule stretching. This phenomenon can lead to both local
and global stretching of molecules, which lowers the alignment scores, leading to false
negative alignments. The following two modes extend the naive alignment approach
based on prior knowledge of OM molecule signals and data coverage.
Sparse overlap mode
To deal with very low coverage datasets, we also developed a sparse overlap mode
in which we aim to remove false positive alignments (unspecific alignments) and
capture missed alignments from stretching by making use of specific properties of
OM molecules:
a. To avoid false negatives caused by molecule stretching, the shorter of the
aligning signals is resized by re-sampling within a range from -5% to +5% of
its length, in steps of 1% and aligned again. The maximum normalized score
over these alignments is then used (Fig.2.5 A.).
b. To prevent cases where noisy molecule-ends without labels are aligned (false
positives), alignments based on less than 9 labels (per molecule) in the overlapping region are discarded (Fig.2.5 C.).
Since this mode adds further computational complexity, it is not viable for compute
large numbers of alignments. Therefore, we first use the naive mode with a lower
score threshold than default (S > 0.55) to compute pairs of alignment candidates.
These are subsequently subjected to realignment in sparse mode.
Dense overlap mode
OM data is particularly useful at higher coverages, as most subsequent analyses
depend on a de novo assembly step, in which genome map contigs are constructed
with a consensus pattern of labels averaged from all molecules used. High coverage
data implies that each molecule overlaps with multiple others, knowledge which can
be used to increase alignment precision. Our three step approach first involves the
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use of naive mode with a relatively high score threshold of S > 0.65, to avoid finding
false positive alignments. In the second step, the alignment pairs found are used to
create an undirected graph on which transitive closure is performed, linking molecules
which are not found to align directly but have neighbors which align. These are most
likely false negatives left over from the first step. In the last step, we perform another
round of sparse alignment including the newly found pairs from transitive closure, this
time using a lower score threshold than the default (S > 0.55).
Molecule-to-reference alignment
To map molecules to a reference genome, we first perform in silico digestion to
find positions where labels can be found. We then simulate a reference square-wave
signal using these positions and align molecule signals to it. Each peak (with arbitrary
amplitude) is p units wide. Unit length l and peak width p were set based on our
previous analysis of raw optical map signals and on BNG imaging specifications 47
as l = 500bp and p = 10. We then simulate square-wave counterparts of the real
molecules by using the detected label sites in each molecule. Finally, the molecule-toreference alignment is performed using either the naive or sparse approached explained
in the section above (Molecule-to-molecule alignment) to align each molecule to the
reference signal.

2.2.5

Dataset

We demonstrate OptiScan and OptiMap on data obtained on yeast, from the reference Saccharomyces cerevisiae strain (S288C, 83 ), and on eggplant, Solanum melongena. For both organisms protoplasts were first formed and embedded in low
melting temperature agarose plugs, which were subsequently treated with protK,
RNAse and gelase to release high molecular weight DNA. This DNA was used for
nicking by Nt.BspQ1 (NEB), labelling, repair and staining according to BNG’s protocol. A single run (30 scans) of optical mapping was then performed on the BNG
Irys platform, resulting in dataset of 30 BNX files, storing the label coordinates
of each of the detected molecules and labels, as well as the original raw image
data with accompanying meta-data regarding the dimensions of the chip. For Saccharomyces cerevisiae, the reference genome sequence was obtained from SGD 84
(https://www.yeastgenome.org/, release R64-2-1). For Solanum melongena, we
used a previously assembled, high coverage optical genome map for the purpose of
alignment and assembly quality assessments.

2.3
2.3.1

Results and discussion
OptiScan and BNG detect different molecules

We first applied OptiScan to retrieve molecule signals from the yeast optical mapping images. Visual inspection confirmed the contiguity of molecules which extended
through multiple frames. For this data set, OptiScan yielded an average of 7,034
molecules per scan, with a minimum length filter of 250 pixels. In comparison,
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the BNG software detected 6,386 such molecules on average. One-to-one molecule
position comparison between BNG and OptiScan showed that 8% of the molecules
detected differed by 20% or more in molecule length. We visually inspected these differing molecule boundaries and found that OptiScan has a tendency to split molecules
at low intensity locations, as illustrated in Fig 2.6. This is safer, as ignoring such
stretches may lead to the inclusion of chimeric signals, combining two molecules
that happen to be close together in the nanochannel. Such chimera complicate the
assembly process.

2.3.2

OptiScan improves BNG assemblies

Although OptiScan molecules appear to be of somewhat higher quality, it is unclear to
what extent these differences in molecule detection actually affect assembly. To assess
this, we compared assemblies made using the BNG software based on both BNGdetected molecules and OptiScan-detected molecules for different coverage levels,
and calculated assembly confidence values using the BNG toolset (see Materials and
methods, “Molecule quality analysis and BNG assembly”). Quantitative results are
presented in Table 2.1 and some examples of assembled contigs are shown in Fig 2.7.
OptiScan provides some improvements over BNG molecule detection. First, the number of labels found in OptiScan molecules is generally higher than in BNG molecules
(Table 2.1). While the number of false positives and false negatives is slightly higher
as well, the majority of the additional labels are correct, which is also reflected in
the higher confidence values. This could be due to a better resolution of nearby
label sites (Fig 2.7A), indicating a better performance of the OptiScan peak finding
method. While labels on the OptiScan-based contig match the reference labels well,
in the BNG contig a single label matches multiple adjacent reference labels. OptiScan also showed improved contiguity of contigs assigned to the same chromosome,
an example of which is shown in Fig 2.7B.
A higher label resolution not only helps obtain better assemblies, but can also result in
more accurate haplotypes and short-range structural variations. Increased resolution
may also explain why a long repeat, found to map on chromosome XII of the yeast
genome in a region containing ribosomal RNA and retrotransposons, had different
lengths using the two types of data (Fig 2.7C; note that the correct number of repeats
is unknown, as this repeat is not a part of the reference).
The results also demonstrate that sufficient coverage is essential, but for this dataset
assembly quality at 10x coverage is already close to that at 30x.
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Figure 2.5: The OptiMap alignment procedure. A. Allowing for molecule stretching.
B. Log-transformed signal correlation scores help confirm alignments based on raw
signals. C. Requiring a minimum number of overlapping labels.
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Figure 2.6: Molecule detection (yeast) by OptiScan and BNG. Two examples of cases
where OptiScan errs on the side of caution in molecule detection. In both, the BNG
molecule detection routine seems to generate erroneous molecules.

Figure 2.7: Comparison of 3 different contigs assembled by the BNG assembler using molecules extracted by OptiScan and by BNG
software. A. OptiScan molecules can have higher resolution, which often more accurately matches the reference genome (i.e. the in
silico generated optical map). B. In some cases, OptiScan-based assembly results in better contiguity. C. A long repeat on chromosome
12, not present in the reference genome, was assembled differently based on the two molecule sets.
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Cov.

30
10
5

O
B
O
B
O
B

Aligned
length
(Mb)
11.51
11.26
10.90
10.89
7.78
7.54

Labels

TP

FP

FN

Avg.
conf.

Total
conf.

1653
1519
1560
1450
1147
1042

1539
1414
1496
1389
1103
1008

114
105
64
61
44
34

15
13
2
8
1
4

100.21
95.16
84.13
74.10
55.68
49.76

2104490
1903310
2019333
1852692
1447870
1293859

Table 2.1: BNG assembly pipeline results using both OptiScan (O) and BNG (B)
molecules of yeast. Cov.: coverage. TP, FP, FN: true positive, false positive and
false negative labels. Conf.: confidence scores (higher is better) as calculated by the
BNG software.

2.3.3

Label intensities are informative

While existing approaches to molecule alignment and assembly only take inter-label
distance into account, inspecting OptiScan’s results indicated that there is also information in relative peak heights (in BNG terminology, the signal-to-noise ratio or
SNR). That is, label intensities seemed to consistently vary between genomic positions, likely due to local sequence environment. To verify the extent of this phenomenon, we took all label positions in the assembly and extracted the original label
SNRs from the molecules used in the consensus assembly. We found that at a large
number of label positions, the average log(SNR) deviates from the overall average;
at 25% of the positions, significantly so (two-sided t-test, p < 10−2 ). This confirms
a pattern of consistent variation in relative peak heights over different genomic positions, which we next set out to exploit in a signal-based alignment approach. Peak
patterns could be further explored in the future to obtain more insights into their
meaning.

2.3.4

OptiMap aligns more molecules with higher precision

As implied earlier, one of the shortcomings of RefAligner is its seeming inefficiency in
terms of the fraction of molecules and alignments used from original data. Here, we
show that OptiMap’s molecule to molecule alignment finds and uses a larger number
of unique molecules and alignments.
Compilation of molecule sets with ground truth alignments
We assessed and compared the alignment performance of OptiMap and RefAligner
based on both yeast and eggplant datasets, providing both sparse (eggplant only)
and high coverage (yeast and eggplant) molecule sets. Mapping molecules to a
reference is a more accurate process than mapping molecules to each other, since
there is no stretching effect on the in silico reference map. Therefore, we formed
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Figure 2.8: Alignment performance for yeast (A) and eggplant data (B,C). Precision,
recall, unique molecules and F1 (harmonic mean) of alignments found for different
molecule sets. A. Taken from all yeast contigs (avg. overlap rate 113x). B. Taken
from the longest eggplant contigs (> 5Mb, avg. overlap rate 17x). C. Eggplant
molecules with a single overlap.
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a true alignment dataset by first mapping all molecules to the reference. From
this dataset, we obtained a set of overlapping molecule pairs (> 125Kb overlap
length) and consider these to be the true molecule-to-molecule alignment pairs. High
coverage molecule sets were formed by iteratively obtaining molecules which mapped
to each yeast chromosome resp. to each eggplant contig longer than 5Mb. The
median overlap rates of these molecule sets were 17 per molecule in eggplant and
113 per molecule in yeast. The sparse alignment dataset was produced only for
eggplant data, by subsampling such that each molecule in the dataset is used in a
single pairwise alignment.
OptiMap performs better all-round
Assessing all-versus-all pairwise alignment performance on the full molecule set as
outlined above is computationally extremely intensive. We therefore randomly selected 5 contigs or chromosomes and selected only reads mapping on these within
the high coverage molecule sets. OptiMap (dense mode) and RefAligner were then
applied on all pairs in these sets. For OptiMap (dense mode), we used a score
threshold of S > 0.65 for the naive mode (first round) and S > 0.55 for the sparse
mode (second round). For RefAligner, we chose 10−10 for the maximum p-value
threshold with the same minimum overlap length requirement as in the dense version of OptiMap (> 125 kb). We iterated this overall procedure 20 times, where in
each iteration we randomly draw 5 contigs/chromosomes with their corresponding
molecules without replacement. The results (Fig. 2.8A,B) showed that OptiMap’s
performance is better, in terms of both recall and precision. The eggplant alignment
results (Fig. 2.8B) indicate that dense mode increases the recall over the naive mode,
without decreasing precision.
We then repeated the analysis with the sparse molecule set, this time using both
OptiMap’s naive and sparse modes. For both modes, we used default parameters
and S > 0.60 as the score threshold. We report the results as precision, recall and
the number of unique molecules found using the two methods in Fig 2.8C. OptiMapsparse showed far better precision than OptiMap-naive. This is due to a combination
of adding alignments with stretched molecules and discarding unspecific, false positive
alignments based on too few labels (i.e. fewer than 9). Overall, this comes at the
cost of a slightly decreased recall. BNG’s Refaligner has an even slightly higher
precision, but at a cost to recall which makes its overall F-score lower than that of
OptiMap-sparse.
OptiMap and RefAligner find different alignments
Due to fundamental differences between the RefAligner and OptiMap approaches,
either tends to find alignments which are not found by the other. Therefore, it
could be beneficial to combine the alignment sets. To assess this, we calculated the
performance for a combined set of alignments found by both OptiMap-dense and
RefAligner (Fig. 2.8B). As expected, this approach considerably increased the recall
and the number of unique molecules found, reflecting the complementary nature of
these two methods.
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Figure 2.9: Distribution of alignment overlap lengths for pairs aligned only by either
of the tools.

On the high coverage eggplant dataset, 56% of the correct alignments found by
OptiMap-dense were not found by RefAligner. Many of these alignments had relatively shorter overlaps, as shown in Fig 2.9. OptiMap is considerably more sensitive
than RefAligner in aligning molecules with shorter overlaps (< 250kb), due to its use
of intensity information. We show several examples of such alignments in Fig 2.10A,
with clearly sufficient signal to capture a specific pattern with high precision. The
increased precision at short overlap lengths can partly also be attributed to the alignments found after the transitive closure phase. We similarly inspected specific alignments only found by RefAligner (34% of the total number of RefAligner alignments)
and visualized some in Fig. 2.10B. It is apparent that DNA stretching pushed a large
proportion of the signal peaks out of phase in the overlap, leading to lowering of
scores. The stretching correction in OptiMap-sparse can only mitigate the effect of
global stretching, while RefAligner’s dynamic programming approach helps solve the
local stretching prevalent in these cases. Interestingly, OptiMap-dense also found
some long overlap alignments which could not be found by RefAligner. This shows
that the score threshold drop made possible after the transitive closure helps capture
partially out-of-phase alignments as well.

2.3.5

OptiMap does not yet scale to large datasets

Construction of genome maps by optical mapping is dependent on a de novo assembly
phase. The BNG toolset uses an overlap-layout-consensus (OLC) assembly approach,
which finds all overlapping molecules with a pairwise all-versus-all alignment procedure to create edges in an OLC graph 71 . We assessed the use of OptiMap as an
alternative to RefAligner for this alignment step. However, given to the all-vs-all
pairwise normalized cross-correlation step required in OptiMap-naive, the first phase
of OptiMap-dense and OptiMap-sparse, OptiMap has quadratic time complexity and
does not scale to genome-size datasets for larger genomes. We extrapolated the computation time required for OptiMap-naive and found that it would take over 8,000
hours to perform an all-vs-all alignment for 500k molecules (S1 Fig), which can be
regarded as a lower bound for de novo assembly of a higher eukaryotic genome. This
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Figure 2.10: Visualization of overlapping parts of molecule pairs aligned by A. OptiMap and B. RefAligner. All overlaps are shown from OptiMap’s perspective where
only global stretching is applied. OptiMap alignment (A.) overlaps tend to be shorter
in size, whereas RefAligner alignment overlaps indicate loss of phase due to local
stretching after 200bp for the top and 150bp for the bottom alignment.
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is clearly infeasible.

2.4

Conclusion

High-throughput optical mapping technology is complementary to second and third
generation sequencing and essential to achieve high-quality de novo reconstructions
of complex genomes. Here, we provide a suite of tools to analyze, process and use the
measurements generated by BioNano Genomics devices, currently the main platform
to deliver such data. The tools start from the raw image data and take a novel signalbased approach to alignment, rather than translating these into sequences first as in
existing methods.
OptiScan processes raw image frames to detect and extract molecule signals. Results
showed that low-level improvements in this stage have a positive effect on downstream analyses such as mapping and assembly. Moreover, we showed that relative
label peak heights contain information, which is lost when signals are translated to
sequences of distances between peaks. Our signal-based alignment tool, OptiMap,
finds alignments that show greater diversity of unique molecules and a higher number of total alignments when compared to BNG RefAligner. The main advantage of
OptiMap is its ability to make more out of short but specific molecules. This can
be partly attributed to the use of intensity information on label sites which increases
the specificity of short matches. We further showed that due to the methodological
differences between OptiMap and BNG’s RefAligner tools, these two methods can be
combined to achieve even better performance. This indicates that using OptiMap in
the assembly process could achieve a higher final assembly depth. However, OptiMap
is currently not as fast as RefAligner due to the pairwise cross-correlation step. In
future we aim to address this with GPU-based parallelization and/or use of signal
hashing methods to lower the time complexity.
For NGS sequence analysis – quality control, alignment, assembly, variation detection
etc. – a plethora of open source tools are available. In contrast, for high-throughput
optical mapping such tools are scarce and often critically depend on software provided
by BNG. While this approach has proven successful in some applications of optical
mapping 60,65,85,86 , it has thus far hampered diversification and implementation of
novel methods for (comparative) genomics based on optical mapping data. Given its
unique capability of generating contiguity information in the megabase range, optical
mapping technology has great potential for use in fundamental and applied studies
depending on long-range haplotyping, detection of structural variation and recombination, finding copy number variation etc. As an open source, extensible framework
for OM analysis, alignment and assembly, OptiTools (OptiScan and OptiMap) increases the accessibility of OM data and offers a foundation for developing novel
tools to address more high-level genomics challenges, such as optical map assembly.
In addition, while both OptiScan and OptiMap can handle Saphyr data, their alignment performance have not been assessed yet on this type of data. Moreover, as
results of individual tools can be exported to the standard BNG file formats – BNX
for molecules and CMAP for alignments – users will be able to develop pipelines
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combining specific tools that best meet their needs.
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Abstract
In genomics, optical mapping technology provides long-range contiguity information
to improve genome sequence assemblies and detect structural variation. Originally a
laborious manual process, Bionano Genomics platforms now offer high-throughput,
automated optical mapping based on chips packed with nanochannels, through which
unwound DNA is guided and fluorescent DNA backbone and specific restriction sites
are recorded. Although the raw image data obtained is of high quality, the processing
and assembly software accompanying the platforms is closed source and appears to
not make full use of data, labeling approximately half of the measured signals as
unusable. Here we introduce a new tool, OptiSpeed, to speed up the OptiMap
accurate signal based alignment tool we proposed earlier. In addition, we developed a
tool to denoise optical map molecules (OptiClean) and performed a proof-of-concept
optical map assembly with a new tool OptiAsm. These tools lay the foundation
for a suite of open-source methods to process and analyze high-throughput optical
mapping data. The Python implementations of these OptiTools are publicly available
through http://www.bif.wur.nl/.

3.1

Introduction

While the prevalence of second and third generation sequencing technologies 56 has
resulted in a rapid growth of sequenced genomes, most of these are incomplete due
to technical limitations of current sequencing technologies. Many problems can be
attributed to repeat sequences, particularly in higher eukaryotic genomes, which are
longer than the achievable single molecule sequence length by current sequencing
technologies. Such repeats make it impossible to bridge the flanking sequences and
render many genomes fragmented, making it difficult to study genome structure
and the role of genetic recombination, large structural variations and gene synteny
between species. New generation optical mapping (OM) technology addresses this
problem by providing high-throughput maps that complement genome sequence assembly in the scaffolding process 66,67 . The average length of an OM molecule is
an order of magnitude higher than that provided by sequencing technologies, and
the maximum achievable length is limited only by the efficiency of DNA extraction,
often surpassing 2 Mb. The latest generation of OM technology is provided solely
by Bionano Genomics (BNG) in the form of the Irys and Saphyr DNA nanochannel platforms 65 . These platforms label high molecular weight DNA at specific motif
sites without cleavage, either by a nicking enzyme or directly, and run them through
nanochannels to obtain fluorescence images. These images are then processed into
label coordinates per DNA molecule. The extracted OM molecule maps contain
sufficient label patterns for alignment, and eventually de novo to assemble whole
genome maps. These genome maps are usually more complete than sequence assemblies, allowing anchoring and scaffolding of sequence assemblies which match the
label patterns on the genome map. In addition to scaffolding, another direct use of
de novo assembled genome maps is structural variation detection 70 .
Unfortunately, OM technology suffers from its own share of limitations in terms of
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efficiency. The OM labelling process has high error rates, and DNA molecules often
undergo physical stretching, both of which lead to the challenges in analysis of OM
data. Current approaches to analyse high-throughput OM data, including BNG’s
own RefAligner sofware and a number of other contributions 46,79,80 , first translate
OM data into sequences and subsequently make use of sequence alignment methods.
The only full de novo assembler available is BNG’s Assembler, based on RefAligner.
While these tools are fast and yield decent results, they seem inefficient in that around
half of the molecules remain unused; moreover, they are closed-source and thus
prohibit inspection or improvement. In previous work, we showed that fluorescence
intensity information in the images, which is lost in the conversion to a sequence,
is informative and when used leads to a higher number of molecules that can be
aligned. We released an open-source signal based optical map molecule extraction
tool (OptiScan) and a complementary alignment tool (OptiMap) based on these
ideas. While OptiMap showed superior alignment performance compared to BNG’s
RefAligner ( 87 ), we were not able to compute all-versus-all molecule alignments due to
its quadratic time complexity. This meant OptiMap could not yet replace RefAligner
to assemble better genomes.
Here, we introduce OptiSpeed, an algorithm to compress and hash optical map
molecules, used to narrow down potentially aligning molecules which can then be
aligned with the more computationally expensive OptiMap. With OptiSpeed, we were
able to scale up the all-vs-all alignment step while maintaining improved alignment
performance compared to BNG’s RefAligner. We also used OptiSpeed in a method to
address the issue of noise in optical map data based on multiple molecule alignments,
which yields further alignment and assembly improvements. Finally, we provide a
proof of concept for a new assembly tool, OptiAsm, that takes an overlap-layoutconsensus approach based on OptiScan, OptiMap, and OptiSpeed. We demonstrate
its performance on the Saccharomyces cerevisiae genome. All our optical mapping
methods are available as open-source Python implementations, forming the basis for
the OptiTools suite.

3.2
3.2.1

Methods and Materials
Optical mapping data

Optical mapping depends on images of multiple DNA molecules labeled with two
distinct labeling schemes – the first labels the backbone of the DNA, and the second
labels the specific sites targeted by nicking or direct labeling enzymes. The backbone
labels are used to extract molecule boundaries, while the specific labels indicate
optical map patterns used for aligning molecules to assemble into genome maps.
Traditionally, these patterns are extracted from the image and stored as distances of
the specific labels to the molecule boundaries. The software bundled with the BNG
optical mapping platform stores these distances as BNX files.
Previously we explored the extraction and use of label intensities along with label
distances in the form of one-dimensional signals. We developed OptiScan to extract signals from the images, and OptiMap ( 87 ) to perform signal-based molecule
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Figure 3.1: OptiSpeed acts as fast
filter to capture potentially aligning
molecule pairs, which are then more
accurately aligned by OptiMap.

alignment. We demonstrated that label intensity contained information relevant
to molecule alignment, thereby improving its performance. However, we could not
directly use OptiMap to perform genome map assembly due to its prohibitive computational costs.

3.2.2

OptiSpeed: fast pre-alignment

To alleviate the computational time required by OptiMap for molecule alignment, we
developed OptiSpeed - a fast pre-filtering step to reduce the number of potentially
aligning molecule pairs. OptiSpeed computes an estimate of all-vs-all molecule similarity, which is then used to filter molecule pairs to align with the accurate but more
expensive OptiMap algorithm (Figure 3.1). The following sections detail the specific
steps taken by OptiSpeed.
Molecule segmentation and compression
The most relevant information in optical mapping is in the relative locations of labels on molecules. Each label can be seen as an index within the molecule, and
its corresponding location as the coordinate of that index. We segment molecules
starting from each label index on the map. The segmentation procedure takes either OptiScan’s raw molecule signal or BNG’s BNX molecule data format as input.
Molecules are segmented by splitting into regions of a preset length s (default s = 60
kb), starting at each label site (Figure 3.3). Segments which start with labels closer
to the end of the molecule than the set segment length are discarded. As we have
no information on the orientation of molecules in the nanochannels, we repeat the
segmentation step in reverse orientation. As a result, each molecule is represented
by two sets of segments (forward and reverse sets).
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Figure 3.2: The OptiTools and BNG workflows.

In contrast to our earlier work, segments are then subsequently represented as digital
signals, in which each unit corresponds to a DNA region of length l and each peak
is represented by a square wave p units wide (with an amplitude of 1). For OptiScan
molecule input, the width (p) for each label is found by first log-transforming the
signal and, for each label, taking the width at the position where signal-to-noise ratio
is 1.5 (Figure 3.3). If a BNX file is used as input, the unit length l and peak width p
are set based on our previous analysis of raw optical map signals and on BNG imaging
specifications 47 as l = 500bp and p = 10.
The digital signal thus represents measurements at the maximum label resolution that
the BNG equipment can achieve, but the corresponding signal lengths are detrimental
to subsequent matching in terms of computational time. Therefore, we compress each
segment into a binary string of a given number of bits (32 bits by default) through
linear interpolation and thresholding at 0.5, to be used in the matching step. In this
compressed segment, a 1 represents a label site in the original signal and a 0 its
absence. For the entire molecule dataset, each compressed segment may be found in
multiple molecules, thus, we create an array of unique 32 bit segment representations
and a corresponding hashed segment table which maps segments to lists of molecules
which contain the segment.
Molecule similarity
We define the distance between two segments as the Hamming distance between the
two binary strings, which can efficiently be computed using the XOR operation. We
can then estimate the distance between two molecules by finding sets of segments
which are highly similar between the two molecules. Highly similar segment pairs are
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Figure 3.3: Segments derived from an OptiScan molecule. Note that the amplitude
of each representations is independently scaled for visual clarity.

defined as those with a Hamming distance of S
at most nbits (1 as default).
We use
T
this notion of similarity to define the union ( ) and intersection ( ) of segments
between two molecules m1 and m2 and compute a similarity score as:
T
|m1 m2 |
S
|m1 m2 |
DNA molecules can be loaded into the nanochannels in either orientation, therefore
we compute the similarity for the second (shorter) molecule in reverse orientation
(m2,r ) and take the maximum across the two as the final similarity score between
two molecules:
T
T


|m1 m2 | |m1 m2,r |
S
S
max
,
|m1 m2 | |m1 m2,r |
Finding potentially aligning pairs
OptiSpeed then finds potentially aligning counterparts for each molecule in the entire
molecule dataset. For this, we compute all-vs-all molecule similarities using the
method described above and for each molecule, we rank the most similar molecules
(Figure 3.4). As many segments appear multiple times in the dataset, for efficiency
we first pre-compute the Hamming distance between all unique segments and record
results in two hash tables. In the first table, keys are unique segments and the
corresponding values are the highly similar segments. The second table again has
unique segments as keys, but molecules they were found in as values. This allows us
to efficiently retrieve all matching segments for a given molecule while recording the
number of times a specific other molecule is found, i.e. the number of shared highly
similar segments between the two. Finally, after ranking molecules by similarity, the
top-n molecules are registered as their potentially aligning pairs. The value of n is
set as 2 times the estimated coverage depth of the dataset, as this roughly represents
the number of molecules that we expect each molecule to align to.
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Figure 3.4: The molecule alignment process. The first step is to match query segments to segments stored in memory (pre-computed for all-vs-all molecule matching).
The matches in this example are indicated by arrows: black, full matches; orange,
matches with an nbit distance of 1. Matching segments’ molecules of origin are then
counted to compute the similarity score and rank molecules to obtain the most likely
alignment pairs for the query.

OptiSpeed to OptiMap
After application of OptiSpeed, we align the resulting candidate pairs using the highly
precise aligner we developed previously, OptiMap 87 , to improve precision. Molecule
pairs that are found to align by OptiMap (with a score threshold of 0.65) are then
used to form a graph representation, where nodes are molecules and edges indicate
an alignment. Then, we apply transitive closure to create edges between neighboring
molecules, as these additional pairs may be missed by OptiSpeed. We then perform
another round of OptiMap with these new candidate pairs. The results, including
the overlap information and OptiMap similarity scores for each pair of molecules, are
written to a tsv file for use in other applications, such as denoising and assembly
(OptiAsm).

3.2.3

OptiClean: denoising molecule signals

Optical mapping data is prone to technical errors. Molecules are estimated to have
up to 40% false negative and 20% false positive labeling rates, and (local) DNA
stretching can hamper alignment. These issues negatively influence the performance
of alignment tools which in turn affects de novo assembly performance (Figure 3.2).
After using OptiSpeed to align molecules, we can use the alignment information to
denoise each signal. For this, we first create a multiple signal alignment by OptiSpeed
and OptiMap, given a specific query molecule. The alignment is formed by moving
each signal to their respective positions, using the alignment indices found w.r.t. the
subject signal. For each position in the subject signal, we then compute the median

44

Chapter 3

value over all signals if there are 2 or more signals aligned at the position. This
process is repeated for each subject signal. The resulting denoised signals can be
converted to BNX and used as input to the BNG’s Assembler, or all-vs-all alignments
can be recomputed and updated using OptiSpeed and OptiMap.

3.2.4

OptiAsm: optical map assembly

After alignment, the assembly of optical mapping fragments resembles assembly of
long reads. Sequence assemblers often depend on a graph structure to efficiently
store and traverse paths between reads, extracting linear sequences (contigs) as paths
through the graph. The BNG assembler likewise uses a graph structure for assembling
optical maps; however, the details of this process are unknown. Similar to sequence
assemblers, OptiAsm first constructs an overlap graph, storing molecules as nodes
and overlaps as bidirectional edges, annotated with the alignment score, start and end
positions. Only alignments with a score exceeding a preset threshold t are included;
in experiments, we investigate the effect of the choice of t.
OptiAsm then takes a classic Overlap-Layout-Consensus (OLC) approach 88 to condense the graph into assembly paths. First, it removes molecules contained by a larger
molecule. Next, to detect possible chimeric molecules inadvertently left in the data or
unspecific molecules (with many matches, either repeats or errors), the betweenness is
calculated for each node in the graph using the NetworkX load centrality() function and the top k% nodes are removed, together with their edges. Finally, to remove
false alignments, betweenness is calculated for each edge, using edge betweenness
centrality(), and the top e% of edges are removed as well. In the experiments
below, we set k to 1.5% and e to 1.8% based on observations of misassembled
contigs.
The result is a set of distinct connected components, each of which is an assembly
graph of a distinct contig. In each component, we perform a breadth-first search for
the longest path, starting from the node with the median centrality. The last node
in the longest path is then used as the starting node for another round of breadthfirst search in the reverse direction and the longest of the two paths is chosen.
Paths shorter than 4 nodes are removed, and the remaining paths are output as the
assembly.
As a final step, we derive consensus contigs, using the remaining molecules. We align
all molecule signals used in the assembly path based on the found overlap indices.
Next, we obtain the molecules which were contained by or contain any one of the
assembly path molecules and also position these in this multiple sequence alignment.
Each molecule’s position is then optimized by shifting by one pixel from the initial
position, first left then right, to maximize correlation with the average of the other
molecules. This process is iterated until there is no change in correlation or until 30
iterations are reached. Finally, the median of all molecules is taken as the consensus
OM signal.
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Data

We used two optical mapping datasets throughout the study, containing molecules
measured in Solanum melongena (eggplant) and Saccharomyces cerevisiae (baker’s
yeast). Both datasets were obtained using the Irys platform and labeled by the BSPQI
nickase. We extracted the raw molecule signals from both datasets using OptiTool’s
OptiScan. The yeast and eggplant datasets yielded 85,500 resp. 585,667 molecules
which were above 125kb in length. We estimated the coverage of the eggplant data
to be around 21x, and the yeast data to be more than 400x.

3.2.6

Performance evaluation

To measure the performance of OptiSpeed, we used an approach similar to our previous work where we mapped all molecules to the reference genome and then found
the overlapping molecules for each molecule, according to their proximity on the
genome 87 . Using this method, we obtained true molecule alignment sets for four randomly chosen chromosomes at a time and aligned them using OptiSpeed/OptiMap,
OptiMap and BNG’s RefAligner. These were compared with the true alignments to
give measures of precision and recall. In addition, we also computed the total number of unique molecules used in alignments for each method. We chose to iterate
over four chromosomes to limit the computational time required by OptiMap. We
ran OptiSpeed with n = 30 alignment candidates per molecule. For OptiMap, we
used the default score thresholds (0.65 for initial score threshold and 0.55 for the
transitive closure step). We used the default value of 1 × 10−10 for the RefAligner
score threshold.

3.3
3.3.1

Results and Discussion
OptiSpeed speeds up alignment without performance loss

OptiSpeed is an approximate method due to the compression of molecule segments,
which leads to a loss of information. The segment matching process causes further loss of information as the order of the segments is not used. Thus, we first
tested whether any resulting misaligned candidate pairs are filtered by OptiMap in
the proceeding final alignment phase. The alignment performance results for each
method are shown in Figure 3.5A. Overall, performance of OptiMap-dense and OptiSpeed/OptiMap is similar, with slightly lower recall and higher precision when using
OptiSpeed. Both approaches however show a clear performance gain over RefAligner
in terms of recall. In addition, more unique molecules are used in the alignments in
OptiSpeed/Optimap. This is an improvement on overall efficiency of the workflow,
as it makes better use of the available data. We also directly evaluated OptiSpeed’s
recall of potentially aligning pairs to assess our choice of top n pairs taken for each
molecule (Figure 3.6). This confirmed that choosing (approximately) two times the
coverage depth estimate falls in the region where the performance gain by increasing
n further adds fewer and fewer alignment pairs.
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Figure 3.5: Precision and recall of alignments found using different methods, without
prior application of denoising.

3.3.2

An OptiSpeed all-vs-all alignment procedure scales to full
datasets

We applied OptiSpeed to the full eggplant molecule dataset to perform pairwise allvs-all alignments. Default score thresholds were used for the OptiMap phase, and the
number of pairs n was set to 30 for OptiSpeed. However, we could not use the default
parameters for RefAligner, due to a prominent loss in its precision (0.43) which made
the two methods hard to compare. Therefore, we changed the RefAligner minimum
score threshold (to 1 × 10−14 ) to attain a precision higher than 0.6.
As before, we aligned the full molecule dataset and extracted the true alignments
to assess the alignment performance of OptiSpeed/OptiMap and RefAligner. The
resulting precision for OptiSpeed/OptiMap was 0.65 and recall was 0.23. In comparison, RefAligner yielded a precision of 0.61 and recall of 0.11. Therefore, using
OptiSpeed/OptiMap yields many more alignments at a somewhat higher precision.
This demonstrates that a signal processing approach in optical mapping is viable.
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Figure 3.6: OptiSpeed recall at different top n settings. The red line indicates the
setting used in this study, at the estimated coverage (16) ×2.

Figure 3.7: Precision and recall of alignments found by OptiSpeed/OptiMap and
RefAligner, after application of OptiClean.

228
45
11

Number

BspQI
696,264
153.6
235.0
6.8
1,301,147,000
621
2,095,000
3,162,000
999,938
Cumulative
Length (bp)
921,122,998
361,283,259
137,479,603

OptiScan BNG Assembly

OptiScan with OptiClean BNG Assembly
BspQI
585,667
137.2
248.4
7.1
1,296,070,000
596
2,175,000
3,303,000
1,031,428
Cumulative
Number
Length (bp)
228
942,672,821
51
398,203,275
13
158,438,378

Table 3.1: Summary of BNG assembly results using three different ways of obtaining molecules. The first set of molecules (middle
column) are obtained by OptiScan and written in BNX format. The second set of molecules (first column) are denoised versions
of these OptiScan molecules. The last set of molecules were independently extracted by BNG software from the same raw image
data source. It can be seen that BNG extracted fewer molecules than OptiScan. The better performances in assembly results are
highlighted as bold-italic, indicating that in all cases denoised OptiScan molecules yielded the better assembly, even when starting out
with fewer molecules (last column).

Maps2Mbp
Maps5Mbp
Maps10Mbp

Nickase Used
Number of NGM Reads
NGM Reads Cumulative Length (Gb)
NGM Reads N50 (kb)
Number of nickases /100Kb
Assembly Length (bp)
Number of Maps
Average Length (bp)
N50 (bp)
N90 (bp)

BNG molecules BNG Assembly
BspQI
349,446
104.0
295.4
6.7
1,242,521,000
946
1,313,000
1,835,000
634,591
Cumulative
Number
Length (bp)
181 570,734,842
15
90,974,070
0
0
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We analysed the computational complexity of OptiSpeed/OptiMap by timing three
distinct parts of the algorithm when computing all-vs-all alignments between an increasing number of molecules. These parts were 1) molecule segmentation and compression, 2) OptiSpeed matching and 3) OptiMap alignment of candidate pairs found
by OptiSpeed. In Figure 3.8, the first and last parts of the algorithm can be seen
to scale linearly with the number of molecules. This was expected, as the same
segmentation and compression process is applied to all molecules, and the number
of alignments computed per molecule (top n pairs) in the OptiMap phase of the
algorithm always stays the same. However, time spent in the OptiSpeed matching
depends on the number of unique segments compressed (due to the all-vs-all segment matching step) rather than the number of molecules. Figure 3.8 shows that
the number of unique segments per molecule tends to drop with increasing numbers
of molecules, as more and more molecules will share the same segments. This particularly benefits the algorithm, as segment compression not only makes it easier to
match segments but also reduces the number of matches needed.

Figure 3.8: Time spent in different parts of the OptiSpeed/OptiMap algorithm and
the number of unique segments, as a function of the number of molecules.

3.3.3

Molecule denoising leads to more contiguous assemblies

To study the effects of OptiClean on alignment performance, both by OptiMap and
RefAligner, we used a similar approach to alignment performance evaluation (i.e.
randomly choosing four contigs at a time, mapping molecules to these contigs to
obtain a ground truth set of overlapping and alignable molecules). We then first
align these molecules to denoise them and subsequently recompute the alignments
with both OptiSpeed/OptiMap and RefAligner. Figure 3.5)B shows that recall for
both methods increased by around 10% without any loss in precision. This indicates
that some of the alignments which were missed are retrieved by applying OptiClean.
We then looked at the benefits of denoising the entire dataset, by comparing assemblies obtained using denoised molecules versus to those obtained using the original molecules. The denoising step was based on an all-vs-all alignment step of
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Figure 3.9: Molecules in the OptiAsm (t = 0.75) and BNG assembly paths, mapped
to the corresponding chromosome (IV). Path lengths are 30 resp. 15.

molecules in the dataset. After denoising, the molecules are used as input to BNG’s
de novo assembly pipeline. In parallel, we also performed assemblies using the original OptiScan-derived molecules and BNG-derived molecules. The assembly results
are summarised in Table 3.1. These results show that molecules obtained by OptiScan yield significantly better assemblies than molecules obtained using the BNG
image analysis routines. OptiClean further improves the coverage and contiguity of
the BNG assembly.

3.3.4

OptiAsm yields correct and nearly complete assemblies in
yeast

Finally, we assembled the yeast genome using BNG’s Assembler and compared the
results to an assembly by OptiAsm, completely independent of the BNG tools and
pipeline. To learn about the relative influence of alignment and assembly, we subsequently also retrieved the molecules used in the BNG assembly and based an OptiAsm assembly on only these molecules. Table 3.2 presents the results, in terms of
the number of contigs assembled and the percentage of the reference genome they
cover.
The BNG assembly, based on 7,077 molecules, is quite good, covering most of the
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Figure 3.10: A. The 1443 molecules used in making a consensus map of Chromosome
IV. Red areas correspond to high intensity peaks, yellow areas to background. Regions
with around 300 molecules of coverage are zoomed in (white box) before (B.) and
after (C.) location optimization.

yeast genome with only a few contigs for each chromosome. We further analyzed
the results in detail, by mapping contigs created by the BNG Assembler software in
different steps of its assembly process. This showed that the BNG software in the
first iteration produces 241 overlapping contigs, which are later extended and merged
in multiple polishing iterations, eventually resulting in the 21 contigs shown here.
The OptiAsm approach is not iterative, but nevertheless its results are comparable to
BNG Assembler in terms of completeness and continuity. The assembly is based on
23,135 molecules with highly confident alignments, out of 85,500 molecules; the remaining molecules were not used during the assembly phase. These 23,135 molecules
yielded a total of 3,506,296 potential alignment pairs. To study the influence of the
alignment score threshold t, we set it to three values (0.70, 0.75 and 0.80), leaving
880,359, 300,069 and 64,362 alignments, respectively. As a last step, we assessed
OptiAsm assembly independently of OptiScan, by using the set of 7,077 molecules
that the BNG Assembler finally used. 5,664 of these molecules are also found in the
set of 23,135 molecules OptiAsm uses natively. OptiAsm obtained 55,000 alignments
from these 7,077 molecules.
The performance of OptiAsm is sensitive to the threshold used for selecting alignments. When set too low (t = 0.70), many alignments are included and the assembly
graph gets tangled, complicating assembly; this is reflected in a lower number of contigs and a lower coverage. Vice versa, when the threshold is too high (t = 0.80), key
alignments are missing and the resulting assembly will be more fragmented, as seen
by a general increase in the number of contigs found.
The results show that for t = 0.75, all assemblies provide similar coverage and most
chromosomes are largely assembled. Chromosomes VIII, XII, XIII, XIV and XVI were
not assembled as single chromosomes by any method, possibly due to the existence of
fragile sites (i.e. sites where the nicking enzyme cleaves rather than nicks, introducing
a breakpoint in any assembly). OptiAsm showed overall similar results to BNG,
sometimes performing significantly better (chromosomes II and VIII) and sometimes
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worse (chromosomes III and XIV), reflecting the different alignment approach taken
by these two methods. A detailed look into assembly paths reveals that OptiAsm
incorporates more and shorter molecules, as illustrated in Figure 3.9. Indeed, the
average length of the molecules used by BNG was 213kb whereas OptiAsm molecules
averaged 190kb. Application of OptiAsm on BNG-detected molecules (aligned by
OptiMap) shows the dependency of the approaches: while performance is not poor,
it is worse than that of OptiAsm on molecules found by OptiScan. As such, OptiTools
offer an interesting alternative – and possible complement – to BNG assembly.
Finally, OptiAsm generates a consensus sequence by aligning molecules and shifting
each molecule to maximize cross-correlation with the average signal. Fig. 3.10 illustrates this process for one chromosome, showing how shift optimization results in a
much clearer signal.
Due to the high number of repeats in more complex plant genomes such as eggplant,
tomato etc., high quality optical map assembly would require multiple iterations
to remove repeat molecules and clean up the resulting alignments. We leave such
exploration to future efforts, possibly as extensions of the open-source OptiAsm.

3.4

Conclusion

Optical mapping is a high-throughput genomics platform, yielding long-range contiguity information that is often crucial to improve reconstruction of large and complex
genomes. We have presented novel algorithms and software for signal-based optical
map alignment and assembly, together forming the OptiTools suite. OptiSpeed scales
up our previous aligner OptiMap to allow for all-vs-all alignment of OM molecules.
Together, OptiSpeed and OptiMap find over twice as many high-quality alignments
compared to the state-of-the-art BNG software. In addition, more unique molecules
are found with OptiSpeed/OptiMap, which could potentially benefit the assembly
stage with more molecules present to construct the final genome map. Combined
with a post-processing denoising step, we obtain further significant improvements in
alignment and assembly quality. Our proof-of-concept assembler, OptiAsm, provides
assemblies nearly on par with those obtained by BNG. However, as BNG assemblies
are polished with various iterative contig extension and merging steps, there is still
room for future improvement with the inclusion of such polishing steps in OptiAsm.
A key difference between the approaches is that OptiAsm makes use of markedly
more molecules compared to the BNG assembler. This can be a benefit when determining consensus sequences, as averaging over larger numbers of aligned molecules
effectively suppresses noise.
Overall, the OptiTools suite provides a self-contained set of open-source software for
extracting, aligning, and assembling optical map data. This software takes a distinct and complementary approach to current tools, using digital signal processing
approaches to make full use of OM signals obtained from fluorescence intensities,
instead of transforming these signals into less informative sequences. The high complexity and error-prone nature of optical mapping necessitates such diverse approaches
to tackle challenges in OM analysis. Due to its unmatched capability of generating
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megabase-range contiguity information, optical mapping has great potential in assisting whole genome sequence assemblies, structural variation detection, copy number
variation detection and more. The open-source extensible framework provided by
OptiTools increases the accessibility of OM data and offers a foundation for developing novel tools to address these applications and challenges. The modular nature
of these tools – each with options for import and export, and Python language libraries – allows users to develop pipelines combining specific tools that best meet
their needs. Further explicit handling of repeat molecules could improve the performance of OptiMap and OptiAsm in complex repeat-heavy genomes. We leave this
for future exploration.

Cov.
71%
65%
99%
97%
95%
95%
98%
84%
97%
98%
99%
97%
98%
98%
98%
91%
93.7%

BNG

No.
1
1
1
1
1
1
1
2
1
1
1
2
2
2
1
2
21

t = 0.70
Cov. No.
61.2%
1
74.0%
2
0%
1
95.1%
1
86.9%
1
69.8%
1
92.6 %
1
86.6%
2
81.8%
1
90.2%
1
92.6%
1
87.5%
1
92.3%
2
83.3%
2
97.7%
1
87.2%
2
86.0%
21

OptiAsm
t = 0.75
Cov. No.
72.2%
1
89.3%
3
79.0%
1
96.8%
1
94.8%
1
95.5%
1
97.7%
2
97.6%
2
97.3%
1
98.0%
1
92.6%
1
94.7%
2
91.0%
2
76.5%
2
93.2%
1
87.0%
2
91.7%
24
t = 0.80
Cov. No.
72.2%
1
59.6%
1
86.8%
1
90.2%
6
92.4%
3
55.8%
1
92.4%
3
59.0%
2
95.9%
2
98.0%
3
46.1%
1
35.4%
2
87.2%
4
81.8%
3
76.0%
3
87.7%
3
76.8%
39

OptiAsm on BNG molecules
t = 0.70
t = 0.75
t = 0.80
Cov. No.
Cov. No.
Cov. No.
72.2%
1 72.2%
1 75.7%
1
65.8%
1 59.6%
1 65.1%
1
0%
0 98.1%
1 98.1%
1
97.5%
1 97.5%
1 38.3%
2
94.8%
2 94.8%
2 94.5%
2
0%
0 72.6%
1 95.5%
1
97.7%
1 97.8%
1 51.8%
1
94.7%
2 92.9%
2
0%
0
97.3%
1 96.2%
1 79.9%
1
98.0%
1 98.0%
1 84.0%
2
99.2%
1 99.2%
1 61.7%
1
92.7%
1 88.2%
3 68.1%
3
97.9%
2 98.2%
2 25.0%
1
93.4%
2 85.3%
2 93.9%
3
98.4%
1 83.6%
1 15.7%
1
71.9%
2 87.7%
2 71.8%
2
87.4%
19 90.9%
23 57.3%
23

Table 3.2: Coverage of the reference genome and number of contigs for BNG assemblies, OptiAsm assemblies based on OptiScan
molecules and OptiAsm assemblies based on BNG-detected molecules aligned by OptiMap, for different values of the alignment score
threshold t.
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Chapter 4

Abstract
Detecting structural variation (SV) in eukaryotic genomes is of broad interest due to
its often dramatic phenotypic effects, but remains a major, costly challenge based
on DNA sequencing data. A cost-effective alternative in detecting large-scale SV
has become available with advances in optical mapping technology. However, the
algorithmic approaches to identifying SVs from optical mapping data are limited.
Here, we propose a novel, open-source SV detection tool, OptiDiff, which employs a
single molecule based approach to detect and classify homozygous and heterozygous
SVs at coverages as low as 20x, showing better performance than the state of the
art.

4.1

Introduction

Evolutionary changes in eukaryotic genomes often involve large rearrangements, insertions and deletions that frequently exceed hundreds of kilobases (kb) in length 89,90 .
These structural variations (SVs) can underlie substantial differences in phenotypes.
Large SVs are prevalent between semi-isolated populations of the same species and
also appear spontaneously between individuals of a less diverse population. Plant
genomes in particular are more prone to the introduction of large SVs, induced by
activity of transposable elements present at high frequencies. The evolutionary role of
SVs, combined with the agricultural interest in improvement of crop and ornamental
plants, has made studying SVs and their phenotypic effects increasingly popular 91,92 .
Over the last decade, two main approaches have been used to detect SVs: microarraybased 93,94 and sequencing-based 95 . Microarray-based methods typically have a low
resolution and low sensitivity for small SVs. Sequencing-based methods, on the other
hand, have been successfully used to detect longer range SVs with high resolution,
but are prone to errors at repeat sites and thus are limited in the length of SVs that
can be detected 96 .
Optical Mapping (OM) is an alternative technology to sequencing, which works by
labeling high molecular weight DNA at specific sequence motifs and then assembling
these single molecule label patterns into a genome-wide map. Optical mapping
platforms initially produce image data with 2 channels, where the first channel shows
the unspecific backbone labels on the DNA molecules and the second channel shows
the specific locations marked by the nicking enzymes or direct label enzyme systems.
The first channel is used to determine the border of each molecule, enabling extraction
of each molecule while recording the specific labels based on the corresponding pixel
coordinates in the second channel. This results in a BNX file which stores molecule
information. A single entry in a BNX file contains the length of a DNA molecule,
the coordinates of the specific labels within the molecule and the intensity levels of
these specific labels. These individual molecules can then be assembled into genome
maps, stored in the CMAP format. Entries in CMAP files are based on consensus
labels, where each line gives the label ID, coordinate location and the contig ID.
Optical maps can be produced for different individuals and compared to detect large
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SVs with a higher sensitivity than sequence-based detection methods 45 . This can
mainly be attributed to the technology’s capability of mapping DNA strands of (in
principle) any length. However, computational methods for SV detection based on
optical map data are scarce. The only commercially available high throughput optical
mapping technology is provided by Bionano Genomics (BNG), with the Saphyr 71 as
its latest platform. The Saphyr comes bundled with BNG’s closed source software
suite and includes two SV detection tools. The first, BNG Solve, takes an assemblybased approach, which involves assembling optical map molecules into consensus
genome maps and then comparing these genome maps to a reference genome map
to detect SVs 71 . This approach is sensitive in an ideal setting where both genome
coverage and the N50 molecule length are high. However, for less perfect measurement data the assembly process can yield an incomplete and fragmented genome
map, hampering comparison to the reference. This is in particular detrimental to SV
detection in plants, as genome sizes are often large and coverage is kept low to keep
cost manageable. In addition, DNA extraction procedures can be hard to optimize
in plants and often yield sub-optimal material in terms of length due to the presence of DNA-damaging secondary metabolites, such as polyphenolic compounds and
tannins 71 . BNG’s second tool 97 uses a split-mapping approach to detect SVs, and
is designed to be used for calling rare variants, thus limiting its application to SVs
present in only a small fraction of cells such as cancer SV markers. An open-source
alternative to BNG is OMSV 98 , which uses a combination of different approaches to
call SVs. However, in our hands, OMSV gave good results on the test data provided
with it, but yielded very high levels of false positives on our own data.

Here we propose an alternative, open-source SV detection tool, OptiDiff (available at
https://gitlab.com/akdel/optidiff), which uses a single molecule segment-matching
approach to the reference map to detect and classify SV sites at coverages as low
as 20x. To achieve high performance at a wide range of coverages, OptiDiff uses a
reference molecule set to obtain background mapping levels in all genomic regions
on the reference. It then calculates the ratio between this background mapping
rate and the SV candidate molecules’ mapping rate to detect SV sites. Based on
this segment-match information, OptiDiff then applies a simple rule tree to classify
the type of structural variation. We compared OptiDiff to the latest software from
BNG (BNG Solve) for SV site detection and classification on simulated data. We
also used real optical mapping data from the Cvi1 accession of Arabidopsis thaliana
and called SVs with respect to the reference accession (Col0). Performance was
measured in terms of overlaps between SV calls and the genome alignment of the
near-chromosome level assembly of Cvi1 99 to Col0 (TAIR 10). OptiDiff overall was
superior in terms of precision and recall in the simulation settings and showed a higher
level of consistency with the Cvi1-to-Col0 genome sequence alignments. Moreover,
since OptiDiff works with single molecules instead of generating an assembly, it is
an order of magnitude faster than the software offered by BNG. However, OptiDiff
requires more optimisation in terms of the preliminary conversion of BNX data into
OptiDiff’s compressed molecule representation, as the variability on BNX molecule
quality can potentially have an effect on this process.
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Figure 4.1: Overview of the OptiDiff SV detection algorithm, divided into three
phases: molecule segmentation, segment-matching and SV site detection. An
overview of SV type classification is shown in Figure 4.4.

4.2

Methods

4.2.1

Overview

The input to OptiDiff is an optical map molecule set (BNX) of a potential variant
genome, an optical mapping based reference genome map (CMAP) and a molecule
set (BNX) of the corresponding reference genome. It then uses mapping patterns
derived from matching molecule segments (referred to as segment-matching) to the
reference genome map. Some areas of the genome may have a higher or lower
coverage than average, due to local chromatin characteristics. In order to correct
for this coverage variation, a background profile is first created by segment-matching
reference molecules to the reference genome map. Then, the SV candidate under
investigation is segment-matched in the same way and the pattern of differences in
their profiles is used to detect structural variation (Figure 4.1).
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Figure 4.2: A molecule, represented by a square wave signal, is split into 5 segments.
In this example each segment is compressed to a string of 8 bits (the actual algorithm
uses 64 bits). Each label site is stored as a 1, each background site as a 0.

4.2.2

Molecule segmentation

The first phase of the algorithm involves segmentation of molecules and the reference
map. Molecule input data (both candidate SV and reference molecules) should be
supplied in the BNX file format and the reference genome map in the CMAP format,
as provided by BNG Solve. Molecules are segmented by splitting into regions of
a preset length s (default s = 138 kb), starting at each label site (in the forward
orientation relative to the channel). Segments which start with labels closer to the end
of the molecule than the set segment length are discarded. As a result, molecules are
described by a list of segments in the order of the labels used as split points. For the
in-silico reference map, each chromosome is similarly converted to a list of segments,
this time in both the forward and reverse orientations. Segments are subsequently
represented as digital signals, in which each unit corresponds to a DNA region of
length l and each peak is represented by a square wave (with arbitrary amplitude) p
units wide. Unit length l and peak width p were set based on our previous analysis
of raw optical map signals (Chapter 2) and on BNG imaging specifications 47 as l =
500bp and p = 10. The digital signal thus represents measurements at the maximum
label resolution that the BNG equipment can achieve. However, the signals are
often sparse and contain little information for long stretches of DNA. This makes
matching long molecules to the reference genome map based on these signals not
computationally efficient. Therefore, as a last step, we compress each segment into a
binary string of a given number of bits (64 bits by default) to be used in the matching
step, through linear interpolation. In this compressed segment, a 1 represents a label
site in the original signal and a 0 its absence (Figure 4.2).
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4.2.3

SV detection and classification

The SV detection process starts with matching molecule segments, from both molecule
sets, to reference segments. Reference segments are ordered according to the genome
location of their start label. Molecule segments are similarly ordered and then
matched to the reference according to their bit-wise Hamming distance to each
reference segment, with a distance threshold t dictating a positive match. This
threshold depends on the number of labels nr which fall into a reference segment r,
i.e. t = 12 Nr . This corresponds to the fact that the number of errors (false positive
and negative peaks) correlates with the number of peaks rather than the segment
length. The segment length s was chosen to be 138 (as explained below) to have a
specific enough segment to appear on average once throughout in the genome and
thereby avoid multiple matches as much as possible. In case of multiple matches, we
randomly choose one position.
Segment-match patterns
In principle, SVs can be detected immediately as patterns in the segment-matching
results. A molecule with any type of SV results in an alteration of segments which
start at label sites covering the SV site. These segments become more difficult
to match to the reference, leading to gaps in the segment-matching pattern (see
Figure 4.3). Single molecule segment-matching patterns that form the basis for SV
detection algorithm are:
1. Large deletion: deletions, with one or more missing segments, result in a
gapped segment-matching pattern with both altered (due to shifts in the pattern) and missing segments.
2. Inversion: since reference segments are created for both genome orientations,
molecule segments are matched to both forward and reverse reference segments and the orientation of the match is recorded. An inversion larger than
the segment length results in at least one segment matching in the opposite
orientation to the others.
3. Translocation: molecules which overlap a translocation boundary contain at
least one segment of the original sequence and at least one segment of the
translocated sequence, if both sequence sections are larger than the segment
length.
4. Small SVs or insertions: a segment-matching pattern with gaps which cannot
be assigned to one of the types above due to its size being smaller than the
segment length, or an insertion.

Figure 4.3: Segment-match patterns that correspond to different types of SV. The ”forward” and ”reverse” segments represent forward
and reverse orientations of the reference genome map. The bright red boxes represent the mismatch segment found in common between
all types of structural variants.
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However, we cannot simply use single molecules’ matching patterns as direct evidence
for SVs, as optical mapping data is often noisy (high mislabeling frequency, DNA
stretching and image quality issues) and results in false positive/negative matches.
Thus, we instead look at the consensus of all molecules mapping to a region with
similar SV patterns as a basis for detection and classification of SVs. We do this by
initially generating segment-match coverage profiles for both background and SV candidate molecule sets, with a 500bp resolution. After segment-matching all molecules
in a given set onto the genome map, we assign and store matching molecule IDs
to each reference genome segment in forward and reverse directions. This information is used for two purposes, to 1) detect SV locations and 2) classify the type of
SV at a detected location. For detection, we then create segment-match coverage
signals for both molecule sets. For each molecule segment, we add a coverage of
1 starting from the label coordinate of the matched segment on the reference, m,
up to s + m. Coverage signals for both background and SV candidate molecule
sets are generated by repeating this process for all matching segments. Finally, we
normalize these coverage signals by using a robust scaling algorithm (implemented in
the Scikit-learn Python library 100 ), using only values between the 15%th and 85%th
percentiles to estimate scaling parameters, to prevent the effects of outliers in low
coverage molecule samples (Figure 4.5(a)).
Detection of SV locations
For detection of SV sites, we obtain the squared log difference (SQLD) between the
normalized reference segment-match coverage signal R and the candidate coverage
signal C:
(
2
[ln(Ri + 1) − ln(Vi + 1)] , if Ri ≥ Vi
SQLDi =
(4.1)
0,
otherwise
We log-transform the coverage signals to reduce the effect of fluctuations in difference in high-coverage regions (usually caused by repeat elements) and increase the
contribution of differences in low-coverage regions. We can then detect peaks in this
coverage signal which exceed a given minimum signal-to-noise ratio (SNR), calculated as the peak height divided by the median height of the coverage signal. We
used a minimum SNR of 35 throughout this study to filter out low peaks, as these
are more likely to be false positives. The resulting detected peaks correspond to low
coverage regions in the candidate signal compared to the background, as illustrated
in Figure 4.5(b). The genomic location of the peak and the molecules in the peak
region forms an SV seed, i.e. the starting point to subsequently classify SVs into
specific types (Figure 4.4).
Translocation and duplication classification
Classifying an SV seed as a translocation or a duplication relies on creating signals, similar to the segment-match coverage signal, using only matched segments of
molecules overlapping in and around the SV site. This process is performed on both
the SV candidate and reference molecules. The algorithm is as follows:
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Figure 4.4: Flowchart of decisions taken to classify different SV types.

A. Reference molecule segments overlapping the beginning of the SV location x
up to segment length s upstream are retrieved (Figure 4.6A, left).
B. Reference molecules are found which have at least one segment matching with
any of the retrieved reference molecule segments, to create a reference coverage
signal based on all segments in these molecules (Figure 4.6B and 4.6C, left).
C. This process is repeated for the candidate molecules to obtain a candidate
coverage signal (Figure 4.6A-C, middle and right).
D. The candidate signal is divided by the reference signal and the highest peak in
the resulting signal above an SNR of 4 is found. This peak marks the start site
of the translocated/duplicated sequence (Figure 4.6D).
E. Steps A-D are repeated downstream of the end of the SV location, y, up to the
segment length s, and the resulting peak marks the end site of the detected
translocated/duplicated sequence (Figure 4.6E).
F. Using the start and end sites detected above, it is determined if this region
is a translocation or duplication. Duplications are marked by a significant
increase in mapping coverage of the region between the detected boundaries
compared to the rest of the reference (Figure 4.6(c)). First, the ratio between
the candidate and reference coverage signals is computed. A t-test between
ratios (in 500bp blocks) inside the detected area and outside that area (i.e.
the rest of the chromosome) is then performed. If the candidate region has a
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Figure 4.5: (A.) Coverage signals of a simulated reference genome and a variant containing a deletion, within 10Mb distance from the start of Heinz tomato chromosome
1 101 . (B.) An SQLD peak at the SV site is easily detected by considering the ratio
between the two coverage signals.
significantly higher mean ratio (p < 0.001) then it is classified as a duplication,
otherwise as a translocation (Figure 4.6F).
A limitation of this algorithm is that only translocations/duplications longer than the
segment length can be detected.

Figure 4.6: The translocation and duplication classification workflow. After detecting an SV location between coordinates x and y,
these steps are followed: (A.) All segments within x and x − s (where s is the segment length) are retrieved for both reference and SV
candidate data. (B.) The remaining segments from the molecules which overlap with segments from the previous step are obtained
and used to create a coverage signal. (C.) The resulting signal is divided by the reference counterpart. (D.) A peak corresponds to the
translocation start coordinate. (E.) The process from A.-D. is repeated on a downstream y + s section of the genome map to obtain
the translocation end coordinate. (F.) The coverage of the translocated region is tested to decide on duplication or translocation.
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Inversion classification
Similar to translocations and duplications, molecules at inversion boundaries also
show a specific pattern, i.e. two subsequent segments matching in opposite orientations (Figure 4.6(d)). We make use of this shift in segment orientations and compare
the frequency of occurrence to that in reference molecules to pick out inversions:
A. As before, reference molecule segments overlapping the beginning of the SV
location x up to segment length s upstream are retrieved (Figure 4.7A, left).
B. Reference molecules are found which have at least one segment matching with
any of the retrieved reference molecule segments, and which match in the
opposite direction to the retrieved segments (Figure 4.7B, left). These are
used to create a reference signal (Figure 4.7C, left).
C. This process is repeated for the candidate molecules to obtain a candidate
coverage signal (Figure 4.7A-C, right).
D. The candidate signal is divided by the reference signal and the highest peak in
the resulting signal above an SNR of 4 is found. This peak marks the end site
of the inversion sequence (Figure 4.7D).
E. The above steps are repeated downstream of the end of the SV location, y,
up to the segment length s, and the resulting peak marks the start site of the
detected inversion sequence (Figure 4.7E).
It should be noted that if the SV site was not also classified as a duplication or
translocation, then the inversion is classified as an inplace inversion. Otherwise,
the inversion is classified as a translated inversion or translated duplication. As for
translocations and duplications, only inversions longer than the segment length can
be detected.
Deletion detection
When translocation, duplication and/or inversion detection return negative results,
we are left with deletions, unclassified short SVs and insertions of any length as
possibilities. To distinguish between these choices, we look at the width of the SV
seed peak (calculated as the width obtained on extending the peak site in both
directions until an SNR of 1 is achieved). If the width is larger than the segment
length, we categorize the SV seed as a deletion. Otherwise it is either an insertion of
any length or another SV which is too short to classify. With the current approach,
it is not possible to distinguish between these.

4.3
4.3.1

Results and discussion
OptiDiff detects SV sites with high specificity

Detection of SV locations with a high level of confidence is challenging, yet a prerequisite to successful SV classification. OptiDiff accomplishes this by labeling putative
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Figure 4.7: The inversion classification workflow. After detecting an SV location
between coordinates x and y, these steps are followed: (A.) All segments within
x and x − s (where s is segment length) are retrieved for both reference and SV
candidate data. (B.) The remaining segments from the molecules which overlap
with segments from the previous step are obtained; only those matching in reverse
orientation are used to form a coverage signal. (C.) The resulting signal is divided
by the reference counterpart. (D.) A peak in the signal corresponds to the inversion
end coordinate. (E.) The process from A to D is repeated on the reverse strand of
the genome map to obtain the inversion start coordinate.
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detection sites as SV seeds (as described in Section 4.2.3). Our simple SQLD approach makes this initial identification robust even in low coverage situations. To
measure OptiDiff’s performance in this task, we simulated four types of SVs (deletion, inplace inversion, translocation and duplication) of 300kb length at random
locations and compared OptiDiff’s results to those obtained using the BNG Solve
software. The simulations were based on a 50Mb fragment at the start of chromosome 1 of the tomato genome. We simulated genome maps of 20 random SVs for
each SV type. Based on these genome maps, we used OMSim 102 to simulate optical
mapping molecules with realistic noise profiles at coverages ranging from 20x to 120x.
In our evaluation procedure, we mark a detected SV as a true positive if it overlaps
(by any length) with the simulated SV.
Results are shown in Figure 4.8, where the red and blue areas together indicate true
detections and the purple area indicates false detections. We find that OptiDiff is
highly sensitive towards detection of SVs at coverages above 60x, with a low false
detection rate in all types of SVs except duplications. Translocations and deletions
are similar in terms of the initial detection phase, as they both involve parts missing
with respect to the reference. However, duplications can only be detected by spotting
the inserted site, as the duplicated part stays intact. Even though OptiDiff’s precision
is higher than that of BNG Solve, the false detection rate does not seem to decrease
with higher coverages for either of the tools. BNG Solve shows higher numbers
of false detections (nearly 2x the number of OptiDiff) for all types of structural
variation, inplace inversions being the highest. BNG Solve performed worse at finding
SV sites within true duplication events above 40x coverage. A single duplication
introduces a long repeat, which can cause complications in the assembly process as
only the molecules longer than the repeat can help obtain a complete and correct
assembly. Since, unlike OptiDiff, BNG Solve uses fully assembled contigs to detect
SVs, increased assembly errors could explain its reduced SV detection performance.

4.3.2

OptiDiff outperforms BNG software in classifying duplications

In contrast to SV detection, SV classification is a more complicated task that requires numerous long molecules with informative segment-match patterns. Here we
test OptiDiff’s SV classification capabilities and compare our results to those obtained
using BNG Solve, with the same simulation data as used in the previous section. The
results are also shown in Figure 4.8, with blue representing correctly classified SVs
and red representing correctly detected but falsely classified SVs. A major difference between the two methods lies in the classification of duplications, where BNG
Solve misclassifies all detected duplication events as translocations. Another apparent difference is in inplace inversion classification performance, where BNG Solve
performed better overall. At low coverages (< 60x), BNG Solve performed better at
translocation classification, although the results of the two tools are similar at higher
coverages. Lastly, deletion classification performance was comparable for both tools
at all coverages. Overall, given the similar classificaton performance but improved
detection performance, OptiDiff is a good alternative to BNG Solve.
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Trade-offs in the classification performance of duplications and deletions by altering segment length

Throughout this study, we chose to set the segment size to 275 units (138 kb), which
provides a good overall performance. Lowering the segment size allows OptiDiff to
detect smaller SVs, but simultaneously makes it progressively harder to classify detected SVs. Here, we test OptiDiff’s limits in detection and classification of short
duplications and deletions, by simulating SVs of shorter lengths (4.9). As the minimum length needed for classification is the segment length, we tried a range of
smaller segment lengths (37, 87 and 138 kb). Duplication classification improved for
short duplications when lowering the segment size (from 138kb to 87kb) without losing detection performance, although this trend does not carry on to 37kb segments.
Since duplication classification requires a label pattern to fall into the duplication site,
its performance will suffer from lowering segment length. However, this trade-off is
not seen for deletions. This is due to the decreased uniqueness of label patterns in
short segments, which more easily match multiple locations on the genome. This can
result in a loss of segments through unspecific matching, and increases background
noise which becomes detrimental to the SV detection and classification algorithms.
Taken together, for increasing duplication classification performance, lower segment
lengths are favoured while the opposite is true for deletions. It should be noted that
our algorithm labels short SVs as unspecific SVs as these can also be insertions.
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Figure 4.8: SV detection and classification rates per SV type, for OptiDiff and BNG
Solve, for coverages between 20x and 120x. The four types of SVs are A. deletion, B.
duplication, C. inversion and D. translocation. Each SC type is simulated 20 times,
representing the maximum possible number of true detections and classifications.
The purple area above 20 indicates the false detections made outside the simulated
SVs. The cyan area shows the false negative detections, red the true detections with
false classifications, and blue the correctly classified true detections.

Figure 4.9: Detection and classification performances for OptiDiff on simulated duplications (A.) and deletions (B.) with lengths
ranging from 20k to 200k basepairs. The simulations are repeated using 10 randomly selected sites within the 50Mb chromosome;
shown are the number of true positives recovered for each SV length. Three different segment lengths were compared (see legend).
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OptiDiff can detect and classify heterozygous SVs

The results above demonstrated the use of OptiDiff for detection of homozygous
SVs. For the algorithm underlying OptiDiff, heterozygous SVs are harder to detect,
largely due to the fact that the effective coverage depth is half of that of homozygous
sites. To investigate performance on heterozygous sites, we simulated the four types
of SVs as before but at a high coverage setting (240x) that can be achieved with a
single flow-cell. We then assessed detection performance in the same way as before.
The results are shown in Figure 4.10. OptiDiff classification results are comparable in
deletion events, outperform BNG Solve in duplication classification, and underperform
in calling inversions and translocations at coverages below 80x. Overall, the detection
and classification performance for both tools has decreased compared to homozygous
SVs.

Figure 4.10: Heterozygous SV detection and classification performance using BNG
Solve (left) and OptiDiff (right), at a coverage of 240x. 20 of each type of SV are
simulated at random genomic locations.

4.3.5

Detected deletions correspond to gaps in whole genome
sequence alignments

In an application on real-world data, we detected structural variations in optical mapping data obtained from two different accessions of Arabidopsis thaliana. In contrast
to the simulated datasets above, where the structural variant sites represented the
only points of difference, here there is additional sequence variation which can result
in lower mapping performance. We performed whole genome sequence alignments
of the near-chromosomal level Cvi genome sequence with the reference genome sequence Col-0 (TAIR 10) 99 using MUMMER and extracted gaps longer than 15kb in
the alignment. Similarly, we used the available optical mapping data from these two
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I
II
III
IV
V
Precision 0.36 0.37 0.41 0.45 0.35
OptiDiff
Recall
0.55 0.50 0.53 0.55 0.46
F1 score 0.43 0.42 0.46 0.50 0.40
Precision 0.55 0.47 0.51 0.53 0.59
BNG Solve Recall
0.16 0.21 0.14 0.13 0.18
F1 score 0.24 0.30 0.21 0.20 0.28
Table 4.1: Correspondence between deletion sites detected by OptiDiff and BNG to
gaps in genome alignments of Cvi to Col, in terms of F1 -scores. The columns indicate
the five chromosomes of A. thaliana.

genomes to obtain deletions using BNG Solve and OptiDiff (with a segment length
of 138kb). We then looked at the correspondence, defined as the percentage of overlap (in basepairs), between deletions found by BNG and OptiDiff and the sequence
gaps. In Table 4.1 we show precision and recall values along with the F1 score (the
harmonic mean of precision and recall), where the sequence gaps are used as the
ground truth. Overlapping deletions are counted as true positives; false positives
are deletions detected outside these overlapping regions and false negatives are sequence gaps which are not detected as deletions. The results demonstrate generally
lower precision but far high recall for OptiDiff, resulting in higher F1 -scores. This
indicates a high correspondence between OptiDiff-detected deletions and gaps in the
sequence alignments. The high level of agreement between these completely different approaches bolsters confidence in the OptiDiff results, and the high dissimilarity
between the two accessions used demonstrate OptiDiff’s superior performance even
across divergent genomes.

4.3.6

OptiDiff is fast and accessible

Figure 4.11 depicts the time taken for SV detection with OptiDiff across different
coverages for a 50Mb genomic region on a Linux server (Ryzen 7 3700X CPU) using
16 threads. Since OptiDiff does not include an assembly step, it is able to complete
structural variation detection in below an hour for a chromosome of 50Mb with 120x
coverage. In contrast, BNG Solve took over 10 times as long. OptiDiff is available
as a command-line tool at https://github.com/akdel/OptiDiff. The code is
written in Python with the help of the Numba library to increase performance in
critical stages.

4.4

Conclusion

We present OptiDiff, a tool for detecting and classifying structural variation sites from
BNG optical mapping data. OptiDiff shows better detection performance than the
state-of-the-art BNG Solve method in terms of precision, while maintaining comparable classification accuracies even at low coverages. OptiDiff shows high specificity
and sensitivity across different SV types both in homozygous and heterozygous SV
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Figure 4.11: Time taken by OptiDiff to detect structural variations in a 50Mb genomic
region across different coverages, using 16 threads.
settings, and across highly similar and highly dissimilar genomes. On the Arabidopsis data, OptiDiff also shows greater overlap with other sequence-based technologies
than BNG Solve.
Our method takes a single molecule approach, where each molecule is individually
segmented and matched to an available reference assembly or genome map. The
segment-matching gives the required information to detect the location of any type
of SV using the change in coverage depths. Following this detection, OptiDiff uses
the matching patterns of segments as evidence to classify SVs into deletions, duplications, translocations and inversions. A limitation of our approach is the inability to
definitively classify SV types shorter than the predetermined segment length; these
are labeled as short unspecific SVs. The approach used also makes it impossible to
classify detected SV sites as insertions, since the inserted sequence is absent from the
reference genome. We showed that different types of short SVs could be classified
better with different segment lengths, indicating potential for an improvement to
the algorithm where one could choose the optimal segment length for each SV type
independently. An additional partial assembly step, where the molecules partially
mapped to detected SV regions are extended to obtain the inserted maps, could help
classify insertions. We leave these improvements for further investigation.
The future holds more advances in comparative genomics and in finding novel structural variants linked to phenotypes of interest. We expect OptiDiff and its extensions
to play a role in this, as the advantages of using optical mapping in structural variation
detection are becoming more evident.

Chapter 5

CRISPR/Cas9 labeling in
optical mapping
Mehmet Akdel, Elio Schijlen, Linda Bakker, Sara Diaz Trivino and Dick
de Ridder

75

76

Chapter 5

Abstract
Optical mapping (OM) technology, as offered by Bionano Genomics (BNG), is used
to study long-range contiguity in DNA sequences. Major applications are in de novo
genome assembly and in detection of large-scale structural variation. However, its
use has been hampered by the need for as many flowcells as the number of genomes
or genome variants under consideration. Here we present proof-of-concept of two
novel approaches that makes use of the third color channel available in BNG devices.
The first approach performs multiplexing using a CRISPR/Cas9 labeling system. We
developed a guide RNA design algorithm that aims to maximise genome coverage,
enabling effective demultiplexing. We demonstrate the approach on tomato OM
datasets and discuss the limitations of both data and methods. The second approach
uses Cas9 labels as intragenic markers for plant resistance genes. We design guide
RNAs to specifically target these genes and demonstrate this novel approach in silico
in two melon species. CRISPR/Cas9 labeling, though challenging, presents a new
direction for optical mapping, opening up the field to new applications.

5.1

Introduction

Current high-throughput optical mapping technology aims to generate genome maps
based on the imaging of fluorescent labels introduced at specific sequence motifs on
high molecular weight DNA molecules. The density of labels in these genome maps
typically ranges from 7 to more than 20 labels per 100kb, depending on the sequence
motif used and the genome sequence. The latest generation optical mapping platform
released by Bionano Genomics (BNG), Saphyr, generates large amounts of data from
a single flow-cell, covering 300 Gb of DNA. The Saphyr platform labels DNA at
specific sequence motif sites without double-strand cleavage, either by a nicking
enzyme or directly, and runs them through parallel nanochannels to obtain images.
The images produced contain three color channels visualizing the stretched DNA
molecules, one of which is used to measure the unspecific DNA-label, and the second
the specific motif label. The third channel is left for experimental use and possible
application in future BNG protocols. The image data is scanned and eventually
converted into the BNX molecule format, which stores specific label coordinates
within individual molecules.
The molecule data is mainly used for whole genome de novo assemblies, which represent the genome as a set of contigs/chromosomes with their associated specific
label coordinates 65 . Optical map assemblies are typically more contiguous than
the sequence assemblies produced by state-of-the-art long read sequencing methods, mainly due to the longer average sizes of the DNA molecules used in optical
mapping. Thus, optical mapping is often used to scaffold long, repetitive and complex eukaryotic genome assemblies. Here, a single flow cell offers more throughput
than needed for many of the smaller genomes such as those of many plants and
fungi. Another important use case of optical mapping is detection of large structural
variations, ranging from a few kb up to one or more Mb in length. Structural variation is often studied in multiple individuals of the same species in a population 61 . As

CRISPR/Cas9 labeling

77

each sample requires an individual flow-cell, optical mapping for structural variation
detection is costly.
The standard protocol for assembling reference maps and performing structural variation detection involves the use of a single motif label using a single color channel. In theory, the availability of the third color channel means that specific labels
can be used to facilitate new applications of optical mapping. In practice, this is
currently not feasible using the protocols offered by BNG, as there are only a few
commercially available compatible label motifs (BssSI, BspQI and DLE-1) due to the
complexity of engineering labeling enzymes. Outside the predefined BNG protocols,
CRISPR/Cas9 based labeling systems were proven compatible with the Saphyr platform 103,104 ), using the specificity of Cas9 proteins to label selected regions on the
DNA. A nuclease-deficient fluorescent Cas9, which uses a 20nt guide RNA (gRNA)
sequence to permanently bind the target DNA sequence, effectively acts as a label.
In general, such labels will only be useful to tag specific genomic regions due to the
20bp motif length. However, optical mapping is most useful in applications which
require genome-wide coverage, as more reliable and cheaper options are present for
region-specific research questions. From prior analysis we learned that in several
plant species, the high specificity of Cas9 can be circumvented by designing gRNA
sequences to match highly repetitive long repeat sequences. These repeats are often
found in transposable element sequences.
Here, we present two distinct applications of CRISPR/Cas9 labeling of repetitive
sequences in optical mapping in plants. The first application is multiplexed analysis of
DNA samples. In modern DNA sequencing setups, multiplexing approaches, such as
those based on barcoding, enable users to measure many samples on a single flow-cell.
No such multiplexing techniques are currently available for high-throughput optical
mapping, but CRISPR/Cas9 allows the use of the secondary label to distinguish
between samples in a pool and demultiplex the output. To demonstrate this approach,
we measured two species of tomato on the Saphyr platform, using the third color
channel to introduce specific labeling patterns on DNA molecules. To this end, we
developed a method to select highly repetitive gRNA sequence motifs in the genome
to construct sample-specific gRNAs with distinguishable patterns. After introducing
labels based on two such gRNA motifs with the nuclease-deficient Cas9 labeling
system, we aimed to discriminate between the samples. This demultiplexing step
is achieved by first determining the specific location of each DNA molecule on the
genome using the second color channel (labeled by DLE-1) and subsequently assigning
the molecule to the correct sample by scoring the third channel using gRNA references
(Figure 5.1). As a proof of concept, we performed the optical mapping step for two
samples in parallel on distinct flow-cells, mixed the data output in silico to perform
the demultiplexing, and validated the results according to the flow-cell of origin.
A second application we explore is using Cas9 labels as intragenic markers for specific genes, in particular plant nucleotide-binding site leucine-rich repeat resistance
(NLR) genes. The importance of these genes in agricultural research and plant breeding lies in their potential benefit for breeding into domesticated plants. There are
attempts to produce genetic markers to haplotype these genes 105,106 but existing eco-
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Figure 5.1: Summary of the molecule allocation procedure of two multiplexed samples
(each represented by a single molecule, with DLE-1 labels in black and sample specific
gRNA motif labels in red). Both molecules are first mapped to the genome using the
DLE-1 labels, after which the distances of the gRNA motif labels to both samplespecific references are used to assign the molecule 2 to sample 1 and molecule 1 to
sample 2.
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nomically viable techniques either have low resolution (such as restriction fragment
length polymorphism analysis, RFLP) 107 or require high-quality reference genomes
in low-coverage sequencing based approaches 108 . Here, we designed gRNA motifs
specifically targeting annotated NLR resistance genes, optimizing coverage while minimizing off-target specificity. The use of these intragenic markers is advantageous in
haplotyping resistance genes and an optical mapping-based approach is potentially
the most high-throughput and economic way to achieve genome-scale, highly precise
haplotype/genotype maps. We demonstrate this application in silico on two melon
genomes.

5.2
5.2.1

Materials & Methods
gRNA design

Our overall approach is to make use of an additional color channel and a Cas9based labeling system to introduce custom sequence motif labels to DNA molecules.
Introducing custom labels enables us to explore multiplexing with sample specific
motifs, and intragenic NLR gene marker detection using motifs which fall in such
genes. In prokaryotes, Cas9 enzymes work by recognizing and binding guide RNA
(gRNA) molecules. The Cas9-gRNA complex formed exposes a 20bp RNA sequence
(spacer, referred to as gRNA motif throughout the text), which is able to complement
with a corresponding single stranded DNA molecule. However, this complementation can only be initiated by the recognition of DNA by Cas9 through a protospacer
adjacent motif (PAM), a short sequence motif (5’-NGG-3’). The formation of the
Cas9/gRNA/DNA complex then leads to the introduction of a double stranded DNA
break. Our labeling system uses an engineered Cas9, which is deactivated and fluorescent, and only able to bind to the target gRNA motif without DNA digestion
activity. To target custom DNA sites, systematic design of gRNA motifs is a critical
aspect of the computational part of this experiment.
gRNA for multiplexing
In order to label a maximum number of molecules, we aim to find the most frequent
gRNA motifs in the genome. Current gRNA design approaches actually aim to
achieve the opposite, to target specific sites and minimize the chance of off-target
activity. Thus, no gRNA design methods were readily available for our purpose. In
addition to high frequency, we aim to optimize two more criteria for a set of sites:
maximizing the coverage of genome and minimizing the overlap between different
gRNA motifs. We therefore developed an algorithm to find the most desirable gRNA
motifs and create in silico reference maps for these labels in BNG’s reference map
file format (CMAP). Our greedy optimization algorithm follows the steps below to
design gRNAs:
1. Find all protospacer adjacent motif (PAM) sites on the reference genome sequence (on both strands) and store the indices.
2. Create a table of the frequencies of gRNA 20bp motifs next to the PAM sites,
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i.e. the average number of occurences per 100kb.
3. Select the top n most frequent motifs (default n = 50).
4. Find additional potential sites using off-target prediction using the MIT scoring scheme 109 with a probability > 0.25 and add these to the original motif
frequencies fi , i = 1, . . . , n.
5. Create a histogram (with 100kb bins) of all potential sites for gRNA i over the
entire genome and estimate the entropy Hi of the distribution as a measure of
uniformity.
6. Re-rank the top n most frequent gRNA sequences by decreasing Hi × fi and
choose the gRNA with the top score.
7. Compute distances between all pairs i, j within the top 10% of ranked gRNA
motifs, defined as the average distance between the closest occurrence of motif
j over all occurrences of motif i, and vice versa. We use interval-tree indexing
to efficiently search closest motif sites for a given query.
8. Start from the top ranking gRNA motif and progressively choose a user-provided
number of gRNA motifs using farthest-first traversal, where the next motif
selected has the highest average distance from all previously selected motifs.
This final set of gRNA motifs is used in the experiment described in Section
5.3.1.

gRNA for marker detection
An ideal intragenic marker gRNA motif would cast one or more labels on each resistance gene of interest and result in no out-of-bounds labels in the remainder of the
genome. Thus, we developed an algorithm to maximise resistance gene coverage and
minimize out-of-bounds labels. We first obtain gene coordinates from the genome
annotation, then take the following steps to heuristically search for the best gRNA
motif:
1. Follow steps 1-4 of the multiplexing gRNA finding algorithm in the previous
section.
2. Re-rank the top n gRNA motifs according to the sum of the percentage of
genes covered (c) and the percentage of in-bounds labels (o).
3. Compute distances between all pairs of gRNAs i, j as the addition of the number
of genes covered by labels of gRNA j but not by those of gRNA i, and vice
versa.
4. Start from the top ranking gRNA motif and progressively choose a user-provided
number of gRNA motifs using farthest-first traversal (as described in the previous subsection). This final set of gRNA motifs is used in the experiment
described in Section 5.3.4.
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Data

Multiplexing
To explore our multiplexing approach, we produced two datasets based on two different potential experimental setups. First, we applied multiplexing on two Solanum
lycopersicum genome 110 DNA samples which are identical in terms of their genome
sequence. Next, we applied the same procedure on S. lycopersicum and a sample
containing Solanum pimpinellifolium 111 DNA, for which a separate reference genome
sequence is available. We refer to the single genome dataset as SG and the mixedgenome dataset as DG.

Intragenic markers
We based the intragenic markers on two melon species genomes, Cucumis metuliferusand and Cucumis melo ( 112 ). We first annotated resistance genes by matching
reference resistance genes to the genome using BLAST. After this we converted the
annotation information to CMAP files and used them to find parts of the genome
that fall within predicted annotated resistance genes (Section 5.2.1).

5.2.3

Molecule allocation for demultiplexing

After a molecule is mapped to a specific genomic location, using the high density
DLE channel, we use both the number of matches and mismatches of its Cas9 labels
to the in silico gRNA patterns of both genomes for demultiplexing. Due to the high
false positive labeling rate of molecules, we match the labels from the perspective of
the reference labels (i.e. true positive labels): a match of a reference and a molecule
label is accepted when the two labels are closer to each other than a specified distance
threshold t that accounts for differences due to DNA stretching in the device 74 . If
no reference labels are matched to a molecule label in this way, then this molecule
label is counted as a mismatch. We combine this in a score for each combination of
a molecule m and genome G:
(
X 1 − dl if dl < t
t
S(m, G) =
−M
otherwise
l∈G

(5.1)

For each label l that appears in the reference genome G, we find the closest counterpart on the molecule. If the distance dl between the reference and molecule position
of label l falls below the threshold t, we score it by the inverse ratio to the maximum distance threshold; if not, we assign a mismatch penalty, M , to penalize missed
labels.
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Genome Type gRNA motif
SL
SG
gRNA-1 TCTTCGGTGGAGGTAGGTTA
SL
SG
gRNA-2 GAACCGACACGTAGAATTAG
SL
DG
gRNA-1 TCTTCGGTGGAGGTAGGTTA
SP
DG
gRNA-3 ACCAGGATAGAATATGGATC
Table 5.1: Molecule allocation performance for each sample.
SP: S. pimpinellifolium.

5.3
5.3.1

Precision Recall
0.75
0.40
0.64
0.14
0.62
0.11
0.62
0.07
SL: S. lycopersicum,

Results
Multiplexing

Demultiplexing for single and double genome scenarios differ
Multiplexing in optical mapping would allow for parallel characterization of multiple
genomes as well as structural variation detection between two variants. Thus, we
carried out two types of multiplexing experiments - the first uses the same tomato
genome in two samples each labeled with different gRNAs, referred to as SG, while
the second uses two different genomes from related tomato species, referred to as
DG. The SG experiment can be used to validate the novel multiplexing approach
and give an indication of the maximum multiplexing power that can be achieved
on a plant species with the current set-up. For the DG experiment, we chose two
species to detect structural variation between them - the high interest in different
tomato cultivars from the plant breeding industry underlines the applicability of this
experiment.
The gRNAs designed for both types of multiplexing sample pairs, SG and DG, are
listed in Table 5.2. For each case, the two different samples are run in two different
flow-cells and combined afterwards into a single dataset. This allows us to obtain a
ground truth molecule-to-sample assignment for validating our multiplexing approach.
In effect, this procedure results in in silico multiplexed datasets for SG and DG.
For both multiplexed datasets (SG and DG), molecules are aligned to their corresponding reference genome using the DLE label channel (S. lycopersicum for SG,
and both S .lycopersicum and S. pimpinellifolium for DG). Cas9 labeling-based demultiplexing is only useful in a scenario where molecules align to both genomes, i.e.
when alignment based on DLE labeling alone is not sufficient to allocate molecules
to individual genomes. The SG molecules, measured on the same genome, are all
subjected to demultiplexing. The two groups of molecules which map to only one
of the genomes in the DG dataset using DLE (25% in total) are assigned to the
corresponding genome. The remaining 75% of molecules that align to both genomes
based on DLE-labels are subjected to Cas9-based demultiplexing.
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Cas9 label frequencies are lower than expected
Using our gRNA discovery method, for the SG dataset we ranked the 50 top most
frequent gRNA motifs based on the S. lycopersicum genome sequence and chose
the the most frequent motif as our first gRNA, 5’-TCTTCGGTGGAGGTAGGTTA-3’
(gRNA-1). We then found the least overlapping motif to this as the second gRNA
motif, 5’-GAACCGACACGTAGAATTAG-3’ (gRNA-2). These two gRNA motifs are
used on each of the two S. lycopersicum samples of the SG experiment.
For the DG experiment, we first obtained a gRNA motif for the S. pimpinellifolium
genome, 5’-ACCAGGATAGAATATGGATC-3’ (gRNA-3). For the S. lycopersicum
sample, we then selected the motif that least overlaps the occurrences of gRNA-3,
which turned out to be 5’-TCTTCGGTGGAGGTAGGTTA-3’ (gRNA-1). This leaves
us with 3 gRNAs - with gRNA-1 and gRNA-2 used in the SG experiment and gRNA-1
and gRNA-3 used in the DG experiment. We generated the corresponding reference
maps based on these two gRNA motifs on the available reference S. lycopersicum
and S. pimpinellifolium genomes. All tomato DNA samples were then labeled with
the chosen gRNA in the red channel and with the DLE in the green channel (see
Table 5.2 for details).
We computed the expected frequencies of the Cas9 labels based on the gRNA pairs
corresponding to the SG and DG datasets. We first obtained the genomic interval
of each molecule from the dataset, by mapping the molecule using the DLE labels.
Then we computed the average frequencies of in silico labels (number of occurrences
per 100kb) which fall into these intervals, based on the in silico digested Cas9 sites.
The expected frequencies are compared to the observed frequencies, as shown in
Table 5.2. The lower than expected frequencies in our observations indicate that the
Cas9 labeling system is not highly efficient in labeling the predicted sites. This is even
clearer in the DG experiment, where half of the expected labels were not detected.
This resulted in many molecules without any labels to compare to the reference,
removing the information needed for the molecule allocation phase and rendering
them “unallocated”. As a consequence, a very low number of S. pimpinellifolium
molecules were allocated, resulting in low recall (Table 5.1). Comparing the expected
and observed frequencies of gRNA-1 across the two experiments (rows 1 and 3 of
Table 5.2), the DG experiment can be considered a failure, as the observed frequency
is very low. The drop in label density between the two experiments could be explained
by a possible variation in the labeling protocol prior to optical mapping. These
experimental issues led to inconclusive results in determining the feasibility of this
approach for mixed-genome datasets. Hence, results from here on focus only on the
SG experiment.
Cas9 labels can discriminate between genomes
To assign molecules to a sample in the SG experiment, we first locate the position
of the molecule using DLE information and then, for each reference label, find the
closest label on the molecule that falls within a set distance threshold t. We tested a
wide range of distance thresholds, ranging from t = 0 to t = 10kb, and compared the
number of matches between molecules and specific gRNA references as well as a map

84

Chapter 5

Figure 5.2: Numbers of matching labels between gRNA-1 molecules and reference
maps (gRNA-1, gRNA-2 and randomly generated), at a range of distance thresholds
t.

produced by randomly generating Cas-9 labels between the DLE-based alignment
boundaries (Figures 5.2, 5.3). In both figures, the random map was created with
the same number of labels as the corresponding gRNA reference; label coordinates
were drawn from a uniform distribution over the alignment. Results show that both
gRNA-1 and gRNA-2 specific samples better matched their corresponding reference
maps than other maps, including a random map. This indicates that Cas9 labeling is
specific for sites on the reference map. However, the numbers of matches to all maps
increase with the match threshold distance t, as expected. In reality labels should be
at distinct coordinates at the current pixel resolution (500bp per pixel), which means
that the level of noise introduced by DNA stretching in the technology outweighs the
single molecule pixel resolution. Overall, this analysis shows that gRNA-1, gRNA-2
and random label matches overlap, but can help discriminate samples to some extent.
From these results, we conclude that a portion of the gRNA-1 and gRNA-2 specific
motif labels are matched to the correct map (true positive matches, Figures 5.2 and
5.3). In addition, we expect more mismatches are found with the incorrect gRNA
map (true negative mismatches). Both can help discriminate between genomes and
hence the allocation score penalizes mismatches and rewards matches.

5.3.2

Scoring should be calibrated for motif occurrence

Our allocation procedure simply assigns each molecule to the genome for which the
gRNA label pattern matches best, based on the molecule score described in Section
5.2.2. Since a number of labels are shared across both motifs, the relative frequency
of these labels affects the outcome of matching. To take into account the number
of mismatches at the label level, in addition to matching patterns, we introduce
a mismatch penalty M (Equation 5.1). In order to better compare the molecule
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Figure 5.3: Numbers of matching labels between gRNA-2 molecules and reference
maps (gRNA-1, gRNA-2 and a randomly generated, at a range of distance thresholds
t.

allocation across both motifs, we found the value of M within a range of 0 to
2 (at intervals of 0.5) which resulted in the most similar F-score (harmonic mean
between precision and recall) between the two (Figure 5.4). From this range we
chose a mismatch penalty of 1. Overall, the F-score of the gRNA-1 motif specific
molecule allocation was higher, as expected from the higher density and coverage of
the gRNA-1 labels throughout the genome.

5.3.3

Coverage of allocated molecules varies between genomic
regions

Some parts of the genome can have lower label densities for either motif, which
we believe would decrease the ability to allocate molecules to those regions. To
investigate the extent of this region-specific variation, we computed precision and
recall in 10kb sliding windows over the genome (illustrated for chromosome 5 in
Figure 5.5a, 5.5b and Table 5.1). The results show that, as expected, lower density
regions have lower recall, although the effect is less obvious for gRNA-2 given its
overall low recall. In addition, some parts of the genomes have a higher degree of
overlap between the two motifs, observed as a lower precision in these regions.

5.3.4

Intragenic marker discovery

Cas9 labeling can help track NLR genes in two melon species
Genes from the NLR family are important in the selective breeding of many domesticated plants due to the resistance they confer against pathogens. NLR genes are
duplicated throughout the genome via transposable elements, resulting in thousands
of orthologues in many plant genomes. Selective breeding techniques are centered on
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Figure 5.4: Molecule allocation F-score as a function of mismatch penalty M for the
gRNA-1 and gRNA-2 samples.

(a) gRNA-1.

(b) gRNA-2.

Figure 5.5: Molecule allocation precision (orange) and recall (blue) and gRNA densities (green) throughout chromosome 5 of S. lycopersicum, labeled by the gRNA-1
(top) and gRNA-2 (bottom) motifs.
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Genome Type gRNA motif
Exp. Obs.
SL
SG
gRNA-1 TCTTCGGTGGAGGTAGGTTA 0.98 0.94
SL
SG
gRNA-2 GAACCGACACGTAGAATTAG
0.70 0.41
SL
DG
gRNA-1 TCTTCGGTGGAGGTAGGTTA 0.98 0.41
SP
DG
gRNA-3 ACCAGGATAGAATATGGATC
0.88 0.34
Table 5.2: Samples and gRNA motifs used for each sample, with expected (Exp.)
and observed (Obs.) label occurrences per 100 kb. SL: S. lycopersicum, SP: S.
pimpinellifolium.

C. metuliferus gRNAs
AGACTTGGATTCAGTCCTTA
TATGTCCCTAGCTATCCACC
AGGGTTTAGCCAGTTAATCT
AAATCGTTCATGTAGAGACA
Table 5.3: gRNA sequences selected as
metuliferus.

C. melo gRNAs
AGCTAAACTTCATGAAGCTT
ACAGTTAACTTCCTATTCAG
CCAAGCATTAGCTTCACAAG
AATTAATCATGACAAATACC
intragenic markers for C. melo and C.

the knowledge of the repertoire of NLR genes in the parental genomes. However, due
to their extensive number, these genes can only be discovered by the use of relatively
expensive methods such as whole genome sequencing. Here we investigated the application of optical mapping in creating genome-wide NLR maps, using CRISPR/Cas9
to introduce labels within the NLR genes in two melon species, Cucumis metuliferus
and Cucumis melo.
The in silico Cas9 labeling was performed by limiting the marker space to the NLR
gene boundaries, as predicted based on a BLAST search of previously known NLR
genes in the two genomes, resulting in 1,500 NLR genes for each genome. After
running our gRNA design tool, four gRNA motifs were selected and combined for each
cultivar (Table 5.3). For C. metuliferus, 88% of predicted NLR genes were covered,
with 37% of labels falling outside NLR gene boundaries (off-target labels); for C.
melo, 60% of NLR genes were covered with 20% off-target labeling events. Further
addition of gRNA motifs had a minor effect on performance (< 1% improvement in
gene coverage).
It is experimentally convenient to administer a mixture of all gRNAs, targeting both
species, to both species for labelling. We investigated the potential effects of this
by predicting cross-labeling frequencies and found that these were negligible for C.
melo with C. metuliferus NLR gRNA motifs and vice versa, indicating that the NLR
gRNAs were highly specific to their corresponding species of origin.
Overall, we proposed a combined in silico and experimental pipeline to efficiently
label NLR genes in two melon species, for the purpose of identifying NLR markers
chromosome-wide. Our flexible gRNA finding approach can also be applied to other
plant species.
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Conclusion

There is a clear call for multiplexing in optical mapping technology, to reduce cost of
analyses performed on several individuals at relatively low coverage. We attempted to
address this by developing a first barcoding approach, which uses CRISPR/Cas9 technology to introduce sample-specific label patterns in DNA molecules. We constructed
an algorithm to select a set of gRNA motifs optimal for multiplexing and evaluated
the approach on both a single genome (S. lycopersicum vs. S. lycopersicum) and
on closely related species’ genomes (S. lycopersicum vs. S. pimpinellifolium). The
single genome run showed that multiplexing is possible to some extent; however, the
inter-species optical mapping run yielded low quality output, leading to inconclusive
results. This can be attributed to problems in the experimental protocols used, indicating that more effort is needed to optimize the consistency of the labelling process.
For the single genome run, our results showed low precision and recall in terms of
allocation of DNA molecules to the sample of origin. This could be due to multiple
factors. One potential cause was the lower than expected labeling rate and the
variation in labeling efficacy between different protocol runs, which led to a bias in
allocation to the “better” sample and/or insufficient labels to assign molecules to
either of the samples. Another factor was the limited resolution in optical mapping,
which led to unspecific cross-matching of labels to both gRNA reference maps. The
maximum pixel resolution which can be achieved is reported as 500bp per pixel;
however, in practice this resolution is only attained after aligning and averaging many
molecules and is difficult to obtain for single molecules. This lack of single molecule
resolution is due to dynamic fluctuations of labels caused by stretching. Therefore,
a different algorithmic approach could be taken in the future, initially aligning all
molecules to the genome and applying clustering to assign molecules to different
gRNA motif maps. Another issue that remains is the uneven coverage of the genome
by the selected gRNAs, which could potentially be addressed by introducing multiple
color channels and gRNAs, although this would likely require hardware changes to
the optical mapping device.
Due to a lack of time and resources, we could not experimentally validate the feasibility of intragenic marker mapping in melon, for which we devised an alternative
gRNA design algorithm. However, we expect better results than obtained for multiplexing - since the problem here is simple calling of presence or absence, rather than
discriminatory allocation between two very similar genomes, there is no need for high
resolution.
In conclusion, we demonstrated first algorithmic and experimental methods for Cas9
labeling based multiplexing. With further work, these may lay the foundation for
methods to detect structural variation or to de novo assemble multiple variants measured in a single flow cell.
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Abstract
The vast number of protein structures currently available opens exciting opportunities
for machine learning on proteins, aimed at predicting and understanding functional
properties. In particular, in combination with homology modelling, it is now possible
to not only use sequence features as input for machine learning, but also structure
features. However, in order to do so, robust multiple structure alignments are imperative.
Here we present Caretta, a multiple structure alignment suite meant for homologous
but sequentially divergent protein families which consistently returns accurate alignments with a higher coverage than current state-of-the-art tools. Caretta is available
as a GUI and command-line application and additionally outputs an aligned structure
feature matrix for a given set of input structures, which can readily be used in downstream steps for supervised or unsupervised machine learning. We show Caretta’s
performance on two benchmark datasets, and present an example application of
Caretta in predicting the conformational state of cyclin-dependent kinases.
Python code available at https://git.wur.nl/durai001/caretta

6.1

Introduction

Protein structure alignment has recently been gaining attention in the bioinformatics
field, becoming almost as popular as its cousin, protein sequence alignment. While
sequence alignment aims to use amino acid substitution patterns and physicochemical properties to make a residue-residue correspondence between sequences of related
proteins, structure alignment instead usually focuses on making an optimal superposition of the 3D coordinates of backbone atoms to establish such a correspondence.
In many cases these two approaches agree with each other, especially in cases where
the proteins under consideration share a high sequence homology. However, it has
been repeatedly observed 113,114 that some protein families have divergent protein sequences and yet share a high structure, topology, and/or fold similarity, mostly due
to the fact that structure tends to evolve slower than sequence 115 . For example, the
ubiquitous TIM barrel structural fold is found in over 70 protein families all across
nature, and even the most accurate sequence-based techniques cannot find relationships between these diverse sequences with the same structure 116 . In such cases,
while sequence alignment may not be successful, structure alignment can still find
meaningful residue correspondences.
Structure alignment has had applications in understanding evolutionary conservation
and divergence patterns between proteins across different species 117 , identifying conserved active site residues involved in catalytic reactions, creating structure-aware
sequence profiles 118 , structural similarity search against a database 119 and even as
a method to design gold standard datasets for evaluating sequence alignment programs 120,121 . One area in which comparing multiple protein structures is only recently
becoming popular is machine learning.
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Though machine learning is not a new field, its popularity and applicability in bioinformatics has recently grown at a tremendous pace. In the protein and enzyme
world, machine learning has successfully been applied to predict protein function,
protein-protein interactions, drug-target binding, enzyme substrate specificity, thermostability, catalytic rates, binding affinity, and so on 122–124 . In many of these cases,
protein sequences are used due to their widespread availability. However, the increase
in both the number of experimentally solved structures, as well as the improvement
in structure prediction using homology modelling and co-evolution based approaches,
has led to the possibility of incorporating predicted or actual protein structure information (such as residue depth, electrostatic potentials etc.) in such algorithms
to better predict and understand outcomes and properties associated with protein
families 125,126 .
The typical input for a machine learning algorithm has a tabular format, with each
row representing an input protein and each column representing a particular feature or
attribute extracted across all the proteins considered. Naturally, the construction of
such an input table is often performed by means of a multiple protein alignment. Each
column then consists of a particular feature value measured across all the residues
in a particular alignment position. This then allows the prediction algorithm to look
for patterns in these columns which are correlated with the desired response. For
example, in an alignment of ten proteins, if one position is a Trp in the five proteins
with a high catalytic rate and a Gly in the five with a lower catalytic rate then this
residue position may be implicated in the reduction of catalytic activity. The power
of machine learning algorithms lies in finding much more complex and interconnected
patterns such as this one. Regions in the alignment with many insertions and deletions, however, can be more difficult to handle, as functionally equivalent residues
may be split across multiple columns. This makes it harder for a predictor to spot
patterns in a single column or link them together. Often, columns with too many
gaps without feature information have to be discarded completely from the analysis,
with the risk of losing out on predictive and catalytically important residues simply
due to an alignment not fit for the task at hand.
Although there are a number of multiple structure alignment tools, different tools
excel in different settings. Many existing multiple structure alignment algorithms,
such as Matt 127,128 , MUSTANG 129 and MultiProt 130 , focus on and are optimized for
aligning evolutionarily distant proteins, which may be from the same superfamily but
only share short stretches of structurally conserved “core” regions. Concentrating
on these core regions, typically by aligning short fragments of proteins and then assembling these intermediate alignments, leads to these methods overestimating the
number of gaps in the alignment, as observed by Carpentier & Chomilier 131 in their
multiple structure alignment benchmark. This is especially a hindrance in evolutionarily conserved families as one would expect long stretches of residue correspondences
with only a small number of gaps. Therefore, there is a need for a multiple structure alignment tool aimed at returning accurate alignments with a high coverage
for homologous protein families with divergent sequences and conserved structures.
Machine learning methods which make use of these high-coverage alignments would
then have a larger number of extracted residue features at their disposal, allowing for
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the pinpointing of under-explored residue positions related to an outcome of interest.
Here we present Caretta, a multiple structure alignment tool that additionally outputs aligned structural feature matrices. Caretta uses a combination of dynamic time
warping 132 and progressive pairwise alignment 133 to align structures. The pairwise
alignment algorithm makes an initial superposition of the two structures using either
a signal-based rotation-invariant approach or secondary structure, and further refines
the alignment using a scoring system based on the Euclidean distance between corresponding coordinates. The algorithmic novelty of Caretta is that information about
the multiple structure alignment is fed into each progressive pairwise alignment in
order to maintain and extend existing aligned blocks without disturbing them with
insertions unlikely to be found within the same protein family.
We demonstrate that Caretta covers more residues in its alignments than competing tools while still maintaining accuracy. Testing on the widely used Homstrad
dataset 134 shows that Caretta often performs on par with manual curation. Caretta
is capable of outputting a matrix of features, such as bond angles and residue fluctuations, extracted from the input structures and aligned according to the multiple
structure alignment. We use these feature matrices to demonstrate an example workflow of Caretta in machine learning, for classifying cyclin-dependent kinases (CDK)
into active or inactive states 135 . Feature selection allows for pinpointing residues
involved in state switching, some of which are confirmed by previous studies. A
Caretta GUI application allowing for easy access and visualization of aligned structures and features is provided as well. Taken together, Caretta is a full-featured
multiple structure alignment suite which provides tools for creating and exploring
accurate structural alignments and for calculating structural features extracted from
the proteins aligned, in order to successfully apply machine learning to identify distinguishing characteristics of a family of homologous proteins

6.2

Methods

Figure 6.1A depicts the workflow of Caretta for multiple structure alignment: an
all vs. all pairwise alignment step followed by the construction of a guide tree for
progressive alignment, to finally output a multiple alignment. Each intermediate
pairwise alignment step uses the dynamic programming approach detailed in Section
6.2.1. These pairwise alignments use a combination of two different approaches
(labelled B1 and B2 in Figure 6.1) to construct an initial superposition of structures,
described in Section 6.2.2. The progressive alignment step, explained in Section
6.2.3 and Figure 6.1C, combines aligned structures into an alignment intermediate
and boosts the weight of well-aligned residue positions, an approach which reduces
the chances of unlikely insertions and deletions.
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Figure 6.1: A. Caretta’s multiple structure alignment workflow: an all vs. all pairwise
alignment step, followed by construction of a guide tree and progressive alignment.
B. The two approaches for initial rotation and superposition of two structures used in
pairwise alignment: 1) aligning secondary structure codes and 2) dynamic time warping on one-dimensional signals of distances from all residues to the first or last residue
in a segment. C. The guide tree specifies the two neighbours to combine at each
progressive alignment step. These two neighbours can either be protein structures
or previously combined intermediate nodes. A new intermediate node is created at
each step by aligning and combining the two neighbours. The alignment step takes
into account the number of times each position has been aligned in each of the
two neighbours weighted by the number of structures in each neighbour (consensus
row, shown in red). This ensures that when the difference of the two is taken in
calculating ScoreC (Equation 6.3), positions with fewer gaps get higher scores. After alignment, the consensus row of the new intermediate node keeps track of the
number of residues aligned at each position.
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6.2.1

Dynamic programming based alignment

The algorithm underlying Caretta is dynamic programming alignment with affine gap
costs as described by Altschul & Erickson 136 . This algorithm is used in different parts
of Caretta with different scoring schemes and different gap open and gap extension
penalties, described in the next sections. Supp. Section 4.1 contains pseudocode
for all the remaining sections with the dynamic programming alignment algorithm
represented as DP Align.

6.2.2

Pairwise alignment

Pairwise alignment of two structures depends on the residue-to-residue distance between them. The underlying assumption of a similarity scoring scheme based on
residue distance is that the proteins in question are already rotated and centred such
that equivalent residues are close to each other. Such a superposition requires a correspondence between residues, i.e. an alignment, leading to a chicken and egg problem
for pairwise alignment. Caretta solves this by making an initial superposition of two
structures using the best out of two coarse alignments: the first based on secondary
structure (SecondarySuperpose in Supp. Section 4.1), and the second based on
the alignment of one-dimensional rotation-invariant signals derived from overlapping
contiguous segments of the two structures (SignalSuperpose in Supp. Section 4.1).
These two approaches are represented in Figure 6.1B1 and Figure 6.1B2 respectively,
and described below:
1. The first method aligns the residues between two proteins according to their
secondary structure elements. The secondary structure score or ScoreS is defined
as below, where si represents the DSSP secondary structure code (Supplementary
Table 1) for residue i:


0 if si = ’-’ ∨ sj = ’-’
ScoreS (i, j) = 1 if si = sj
(6.1)


−1 if si ̸= sj
This scoring system is used with gap open and gap extend penalties σS = 1
and ϵS = 0 (since this scoring scheme works in increments or decrements of 1)
to make an initial alignment. The two proteins are then superposed using the
Kabsch algorithm 137 to find the rotation and translation matrix that optimally
matches the aligning pairs of residues.
2. The second method performs dynamic time warping on rotation-invariant overlapping segments of two structures. Each segment represents each residue r in a
thirty-residue stretch of the structure by the Euclidean distances of its α-carbon
to the α-carbon of the first residue in the segment (P⃗ = [d0 , d1 , ..., dn ]). The
score between two such segments is given as:

ScoreP (i, j) = mediand

(P⃗i,d − P⃗j,d )2
exp −
10

!!
(6.2)
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After determining the alignment of these segments (by using Scorep with zero
gap penalties to allow for more leniency as the proteins are not yet in their
correct orientation), the optimal rotation and translation of the α-carbons of the
first residues in each aligning pair of segments are calculated using the Kabsch
algorithm 137 and used to superpose the two structures.
This approach is repeated, taking the distances to the last α-carbon in each
segment instead of the first, to obtain a different superposition.
The superposition from the above two approaches giving the best-scoring alignment
is chosen. The scoring method used by Caretta uses an RBF (Gaussian) kernel
derived from the Euclidean distance between two (superposed) α-carbon coordinates
(⃗
α = [αx , αy , αz ]), defined below:


X
ScoreC (i, j) = exp −γ
(α⃗i − α⃗j )2
(6.3)
Supp. Figure 4.1 shows the distribution of this score for different values of γ as a
function of Euclidean distance. We chose a γ value of 0.03 as this causes a sharp drop
to near-zero values at 8 Å while still yielding a score of around 0.6 at the commonly
used structural equivalence cutoff of 4 Å, reflecting the belief that residues further
away than 8 Å are not likely to be structurally or functionally equivalent.
This score is summed across all paired residues to derive the score of an alignment
between two proteins x and y:
X
P airwiseAlignmentScoreC (x, y) =
ScoreC (xi , yi ) (6.4)
(i,j)∈aligned residue pairs

Caretta uses the scoring scheme ScoreC and σC and ϵC as gap open and gap extend
penalties (set to 1 and 0.01 for the alignments presented here) on the newly superposed coordinates to find the optimal correspondence between them
(P airwiseAlignment in Supp. Section 4.1).
When more than two structures are required to be aligned, pairwise alignments are
made for all input structures. This step is essential for the guide tree construction
described in the next section.

6.2.3

Multiple alignment

The idea behind a progressive alignment approach is to perform step-wise alignments
of two stacks of previously aligned structures (or single structures) to result in a
final stack of all aligned structures. The order of addition of structures is a crucial
factor in the performance of this method. Aligning similar structures first, with a
smoother progression towards distantly related structures, increases the chances of a
good alignment. We construct a guide tree for determining the order of progression
using maximum linkage neighbour joining 138 on the pairwise alignments constructed
in Section 6.2.2. The pairwise tree score for two proteins is given by their pairwise
alignment score (Equation 6.4) divided by the number of aligning pairs.
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With the guide tree in place, the progressive alignment steps start, as illustrated in
Figure 6.1C and Supp. Section 4.1 M ultipleAlignment. While progressive alignment typically consists of independent pairwise alignment steps, the algorithmic novelty of Caretta lies in the introduction of a feedback loop between the state of the
multiple structure alignment and each pairwise alignment, explained in detail below.
For this purpose, an additional consensus row, of length equal to the protein length,
is maintained for each structure, initiated with a consensus weight parameter (cw,
default=1). This row is concatenated to the coordinates α
⃗ of a protein before ScoreC
in Equation 6.3 is calculated.
Before two neighbours in the guide tree are aligned, the consensus row of each
neighbour is multiplied by half the number of structures represented by the other
neighbour. This ensures that when their difference is taken during the calculation
of ScoreC in Equation 6.3 (with the consensus row attached), the positions with
equal consensus values in both receive high scores (as the difference is close to
zero), increasing their chances of being aligned. An intermediate node is created
with a length equal to the length of the resulting pairwise alignment, representing
the aligned stack of structures from the two neighbours. The x, y, and z coordinates
of this intermediate node are calculated by averaging the coordinates of the two
initial structures after superposition, across the alignment. At each position in the
alignment, the secondary structure code in the intermediate node is taken as the
code of the input which does not have a gap, or the code of the first input if both are
aligned. The consensus term for each alignment position is the number of aligned
residues at that position times the cw, i.e. well-aligned positions with fewer gaps have
a higher consensus value. This way, Caretta tends to maintain fully aligned core
regions by avoiding the insertion of gaps at these locations as progressive alignment
proceeds as such gaps are unlikely to happen in conserved protein families.

6.2.4

Benchmarking

Data
Caretta takes as input a list of PDB files, along with optional chain identifiers and
start and end residue indices. All PDB file parsing is done using ProDy 139 and the
secondary structure for each protein is derived using ProDy’s execDSSP 140 function.
Caretta was tested on two benchmark datasets, Homstrad 134 and SABmark-Sup 121 .
The PDB files for these two datasets were obtained from mTM-align’s website 141
and Matt benchmark results 127,142 respectively, in order to directly compare results to
the output of these two tools. To this end, the alignments for the Homstrad 134 and
SABmark-Sup 121 datasets for Matt 127 and mTM-align 143 were obtained from Mattbench 142 and mTM-align’s website 141 respectively. For 35 cases in the SABmarkSup dataset, mTM-align returned alignments where at least one sequence did not
match the corresponding PDB sequence. These cases are not shown in Figure 6.4A.
Two protein families, labelled seatoxin and kringle in the Homstrad benchmark set
are used to demonstrate and contrast the alignments returned by Caretta, Matt and
mTM-align. The structures in these groups are superposed according to the gap-less
positions in each alignment and visualized using PyMOL 144 .

Caretta

97

Metrics
To measure the quality of multiple structure alignments we make use of various
metrics. The last two are defined for pairwise alignments, and are calculated for
every pair of structures in the multiple structure alignment after superposing all
structures to one reference structure, the longest protein. These are then averaged
over all pairs to give the final score for a multiple alignment.
• Gap-less positions - Positions in an alignment that do not contain any gaps.
• Homstrad equivalence score - Percentage of gap-less positions which are
present in the corresponding Homstrad reference alignment.
• RMSD - The root mean square deviation between two superposed structures in
a pairwise alignment is given by:
sP
2
⃗i − α⃗j )
(i,j)∈aligned residue pairs (α
|aligned residue pairs|
• Structurally equivalent residues - Residues in the same alignment position of
a pairwise alignment within 4 Å of each other after superposition.
Measuring Runtime
To estimate Caretta running times, we randomly chose 25 protein structures from
the Homstrad dataset with differing lengths as “seeds”. Each seed was used to
form multiple groups of proteins to be aligned by Caretta. Forming each of these
groups involved introducing noise to the seed coordinates to create a given number
of members, from 13 to 93 in increments of 30. Caretta was then used to align these
groups on a Linux workstation using 20 threads.

6.2.5

Feature extraction

In addition to multiple structure alignment, Caretta was designed specifically in order
to enable feature extraction for downstream machine learning.
Structural features are extracted for each input protein, aligned according to Caretta’s
multiple structure alignment. All atom-level features are converted into α-carbon,
β-carbon, and mean residue features. For Gly, the α-carbon is used for the β-carbon
features as well.
ProDy 139 is used to calculate the 50-mode Gaussian Network Model (GNM) and
Anisotropic Network Model (ANM) atom fluctuations using the calcGNM/calcANM
functions followed by the calcSqFlucts function.
DSSP features are calculated using ProDy 139 to give hydrogen bond energies, surface
accessibility, dihedral angles (α), bend angles (κ), ϕ, and ψ backbone torsion angles,
and tco angles (cosine angle between the C=O of residue i and the C=O of residue
i − 1).
Residue depths are extracted using BioPython 145 .
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Cyclin-dependent kinase classification

Caretta’s alignment and feature extraction capabilities are further demonstrated on
the task of predicting the functional state of cyclin-dependent kinases (CDKs). PDB
IDs of these proteins, along with the corresponding active/inactive labels, were obtained from McSkimming et al. 135 . These proteins were clustered by sequence similarity using an LZW kernel 146 , and a single cluster containing 80 CDKs was chosen.
A multiple structure alignment was made for these 80 CDKs followed by feature extraction of DSSP features, GNM and ANM fluctuations and residue depths. These
features were aligned after discarding positions in the alignment which contained
gaps. A logistic regression model with L1 penalty was trained for binary classification
of CDK active/inactive state, and tested on 50 random splits of the data, each with
60 training points and 20 test points, using the scikit-learn Python library 100 . The
importance of an alignment position was taken to be the sum of the absolute values
of the feature coefficients for that position, averaged across all train/test splits. This
scoring scheme was used to select the top 15 most informative residue positions,
which were visualized on the proline-rich tyrosine kinase 2 (PYK2) CDK structure
(PDB ID: 3FZP, chain A) using PyMOL 144 .

6.2.7

GUI application

The Caretta GUI was built using Dash and Dash-Bio 147 . It takes as input a list of
PDB IDs, either from a user-specified folder or from a list of structures associated
with a user-inputted Pfam domain, and performs multiple structure alignment on
these structures. The results are displayed in three different panels:
• Structure alignment - displays the superposed 3D structures of the input proteins;
• Sequence alignment - displays the multiple sequence alignment, coloured by hydrophobicity;
• Feature alignment - displays aligned structural features. The feature name under
consideration can be changed using a drop-down box.
These three panels are interlinked via interactive capabilities. Clicking a protein or
a residue position in any of the three panels highlights the corresponding protein
or position in the other two. All three panels can also be exported to different file
formats for downstream use.

6.3
6.3.1

Results
Caretta returns accurate alignments with higher coverage

We compare Caretta with two popular multiple structure alignment methods, Matt
and mTM-align. Matt is a fragment-based approach, which allows for local flexibility between fragment pairs from two input structures and then uses a dynamic
programming algorithm to assemble these intermediate pairs 127 . mTM-align 143 instead performs global alignment and builds upon the pairwise structure alignment
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algorithm TM-align 148 , which uses the length-independent TM-score as a measure
of similarity between two proteins in a dynamic programming approach. mTM-align
then progressively assembles these pairwise alignments into a multiple structure alignment.
These two MSA tools were tested along with Caretta on the popular Homstrad and
SABmark-Sup datasets. Assessing the quality of multiple structure alignments is a
difficult task and, depending on the metric used, different aspects of the alignment
come under consideration. While RMSD (root mean square deviation) is often used,
it has been observed that fewer aligned residues can easily lead to smaller RMSDs
at the expense of a very gap-filled alignment 143 , which can easily happen in the
case of proteins with conserved cores but flexible regions that are not often aligned.
While the conserved core can be responsible for the overall stability and function of
the protein, the flexible regions can occur in and around active sites or interaction
sites and lead to differences in enzyme specificity towards substrates, products, or
interaction partners 149 - making them immensely important for machine learning
aimed at predicting determinants of such specificities. Thus, gap-filled alignments
focusing on low RMSDs, while accurate and useful for superposition of structures, are
sub-optimal for machine learning as the features of many potentially relevant residues
are discarded due to a lack of data in those positions. In most cases, positions with
over a certain percentage of aligned residues are considered, with gaps replaced
by zeros or by the average of the feature values in that position 135 . Therefore,
when benchmarking Caretta we emphasize the coverage of the alignment along with
structural equivalence measures such as RMSD.
The Homstrad dataset is unique in that it provides manually curated and annotated
alignments, representing a ground truth. This dataset has examples from various homologous protein families, typical of the kinds of applications where machine learning
would be applied. Since these proteins are homologous, a high alignment coverage is
expected as many of the residues are functionally equivalent, with few insertions and
deletions. In Figure 6.2 we show the percentage of gap-less columns found by each
aligner that are the same as the corresponding column in the Homstrad reference
(Homstrad equivalence score), against the percentage of all gap-less columns in the
alignment. Caretta clearly outperforms the other aligners by regularly finding nearoptimal alignments with a high coverage. In the majority of cases (65% for Matt,
and 82% for mTM-align), Caretta also finds the same or more structurally equivalent
residues within gap-less positions. Taken together, this indicates that the increase in
gap-less positions is warranted in that Caretta still finds accurate residue pairings.
Figure 6.3 shows two examples where Caretta does a better job of multiple structure
alignment in terms of Homstrad equivalence. The first case shows a family of small,
loop-filled structures where the pitfalls of optimizing for RMSD become clear. Matt,
in this case, only gap-lessly aligns 8 residues and has a Homstrad equivalence of 3%,
while Caretta achieves a Homstrad equivalence score of 58% by correctly aligning
areas where structural flexibility makes it difficult to accurately pinpoint equivalent
residue pairs. The second case demonstrates a family in which some members structurally deviate from the others in a small region. Such regions are especially relevant
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Figure 6.2: Plots showing the percentage of gap-less positions in an alignment which
are identical to the corresponding Homstrad reference alignment vs. the percentage
of all gap-less positions. A, B, and C show the results for alignments generated by
mTM-align, Matt, and Caretta respectively.
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Figure 6.3: Two examples of protein families in which Caretta finds a better alignment
than Matt and mTM-align. A. structures from the “seatoxin” family (a collection of
toxins released by sea anemones), superposed according to alignments made by Matt
(top) and Caretta (bottom) respectively, with the alignments shown on the right.
B. structures from the “Kringle” family (PFAM ID: PF00051) superposed according
to Caretta’s alignment. Two structurally divergent proteins are highlighted in blue
and the region of divergence is highlighted in red, both in the structure superposition
and in the corresponding alignments on the right. These two groups of proteins are
obtained from the Homstrad benchmark dataset 134 .

102

Chapter 6

for machine learning as they may be responsible for a change in a response variable
such as substrate specificity, catalytic rate etc. Both Caretta and mTM-align lead
to the same superposition of structures for this family, but mTM-align inserts gaps
in the highlighted region such that the two divergent proteins cannot be compared
here.
The SABmark-Sup benchmark dataset consists of proteins from the same superfamily
with distant homology 121 . These proteins are much harder to align as usually only
small fragments have any meaningful correspondence. Though Caretta has adjustable
gap penalties that can be useful in such cases to allow for substructure alignment,
these are still not the optimal conditions for the algorithm. While Matt is known to
yield alignments with low RMSDs in this dataset, this is at the expense of coverage,
which is often quite low. Figure 6.4 shows the average RMSD vs. average percentage
of gap-less columns for Matt, mTM-align and Caretta on the SABmark-Sup dataset.
While Matt and mTM-align have a gap-less percentage range typically within 2060%, this increases to 40-80% for Caretta, often still within the same RMSD range.
This indicates that Caretta also performs well at fragmented substructure alignment,
though optimizing the gap penalties and consensus weight may improve results further
for individual cases.
The time complexity of Caretta’s alignment algorithm is O(n2 l2 ) where n is the
number of proteins and l is the length of the longest protein in the alignment. Figure
6.5 shows the time taken for Caretta alignment for varying numbers and lengths of
proteins. These results show that aligning a reasonably large set of protein structures
(50-90) with a mid-range residue length (200-300) takes less than 2 hours on a
workstation with 20 threads.

6.3.2

An application of Caretta in predicting Cyclin-dependent
kinase conformation

Apart from α-carbon coordinates, residues in a protein carry a wealth of structural
information, as a result of the physicochemical differences between amino acids and
the many interactions to neighbouring residues. This information can be extracted
from structures and used to explore differences and similarities between proteins in the
same family performing different functions. To enable such exploration, Caretta calculates and outputs various structural features aligned according to the core columns
in the multiple structure alignment. The feature matrices outputted by Caretta can
be also used for downstream tasks such as dimensionality reduction and supervised
learning. As proteins typically have many hundreds of residues each with tens of
features, a feature selection step is recommended for small datasets, to focus on
functionally important residues.
An application of Caretta for a classification task is presented using a dataset of
cyclin-dependent kinases (CDKs). This family of enzymes is involved in cell cycle
regulation and its members share a high degree of structural similarity. Classical
kinase inhibitors bind to the ATP site of CDKs and compete for substrate binding 150 .
The determination of additional inhibitor binding sites in these enzymes, which would
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Figure 6.4: Plots showing average pairwise RMSD vs. percentage of gap-less alignment positions across the alignments in the SABmark-sup dataset. A, B, and C show
the results for alignments generated by mTM-align, Matt, and Caretta respectively.
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Figure 6.5: Runtime measured in minutes for Caretta alignment using 20 threads
on proteins of differing lengths (constructed as described in Section 6.2.4. Each line
represents a different number of proteins aligned.

switch their state from active to inactive in terms of substrate binding, is a challenging
and significant problem in the drug design field. One intriguing aspect of this family is
that the same or very similar sequences can switch state depending on their structural
conformation which means that sequence similarity cannot be successfully used for
classification 135 .
Fortunately, a large number of CDK structures have been experimentally solved. We
used Caretta to align 80 CDK structures and extracted bond angles, Gaussian and
anisotropic network model residue fluctuations, residue depths and solvent accessibility features from these structures. The alignment had a mean pairwise RMSD of
3.08 Å and 128 gap-less positions. We trained a logistic regression model to predict active/inactive states of CDKs using features aligned according to these gap-less
positions and attained a mean cross-validation accuracy of 98%, with only 60 structures used for training in each split. The performance is summarized in Figure 6.6A
in a Receiver operating characteristic (ROC) curve. Summing the absolute values of
the feature coefficients for a residue across all splits allowed us to rank informative
residue positions and pinpoint residues relevant to the activation process, as shown
in Supp. Figure 4.2. Figure 6.6B labels the fifteen most informative residues on the
structure of inactive proline-rich tyrosine kinase 2 (PYK2), co-crystallized along with
an ATP-mimetic kinase inhibitor (ATPγS). Supp. Figure 4.3 shows a PCA plot of
the feature values of these top 15 residues, demonstrating a clear distinction between
active and inactive CDKs. Interestingly, a number of the selected residues lie close
to the inhibitor, with one falling within the well-studied DFG motif 150 , indicated in
the figure. The remaining selected residues cluster underneath this motif, indicating flexibility in these regions associated with a conformational change. This simple
example demonstrates the power of a robust structural alignment, combined with
features describing various aspects of protein structures, in exploring distinguishing
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characteristics of protein families. Insights gained from such studies can be utilized
for mutational studies to engineer enzymes with desired activity, or in inhibitor design.
While CDKs are relatively unique in that there are many solved crystal structures,
due to the advances in homology modelling as well as the growing size of the PDB,
most protein families can be supplemented with accurate structural models, which
can then be aligned and analysed in a similar way with Caretta.

Figure 6.6: A. ROC-AUC curve showing the cross-validation performance of the
logistic regression model to predict the state (active/inactive) of cyclin-dependent
kinases (CDKs). This model is trained on structural residue features (bond angles,
residue depths, fluctuations, and solvent accessibilities), and aligned according to
Caretta’s multiple structure alignment of the CDKs. B. Structure of active prolinerich tyrosine kinase 2 (PYK2), co-crystallized with the ATPγS ATP-mimetic kinase
inhibitor. The catalytically important DFG motif is labelled and the fifteen most
predictive residues for active/inactive state determination are coloured in blue and
represented as sticks.

6.3.3

Caretta can be used to visually explore structure alignments and features.

A Caretta GUI application can be found at www.bioinformatics.nl/caretta for
aligning selected structures, from either a Pfam domain or a custom folder, and
exploring their structural features. Figure 6.7 shows the kind of information that
can be obtained. The application is fully interactive, with the sequence and feature
alignments linked to the corresponding residues in the structure alignment. Different
features such as bond and torsion angles, electrostatics, atom fluctuations etc. can
be visualized separately, and the means and standard deviations across all proteins are
shown for each position allowing the user to easily pinpoint highly variable or highly
conserved residues or residues. While the website only allows for the alignment of up
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Figure 6.7: An example of Pfam domain alignment possible with the Caretta website
(found at www.bioinformatics.nl/caretta). The user selects a Pfam domain
and is given the list of PDB IDs associated with that domain. The website allows
selection of up to 40 PDB IDs to align. Once alignment is complete, three panels are
displayed, showing the multiple sequence alignment, the corresponding superposition
of the structures, and the alignment of structural features (with a drop-down menu to
choose between different features). These three panels are interconnected, allowing
the user to select proteins and residue positions across all three views at once.
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to 40 structures, the application can be installed locally to avoid this restriction. In
addition, Caretta can also be installed as a command line application or used as a
Python library for easy handling of multiple structures, features, and alignments.

6.4

Conclusion

Multiple sequence alignment is an integral part of a broad range of bioinformatics research topics, including phylogenetics, functional domain identification, co-evolution
analysis and machine learning to predict functional properties of proteins. Compared
to protein sequences, protein structures echo an even deeper evolutionary history
that in a more direct way relates to their function. Previously, this kind of analysis
was hindered by the scarcity of protein structures available. However, the number of
solved protein structures is increasing at a great pace, and structural modelling methods are also improving rapidly, in part due to the use of co-evolutionary information
when reliable structural templates are not available. This means it is now possible to
analyse patterns correlating with function in a protein family by aligning, comparing
and applying machine learning on a large set of solved or modelled structures.
We contribute to this field with Caretta, a multiple structure alignment suite which
returns accurate alignments with an increased ratio of aligned positions to make
the best use of structural features from functionally comparable residues. Dong
et al. 143 noticed that the accuracy of a multiple structure alignment depends heavily
on the quality of the individual pairwise alignments, which in turn depends on the
initial superposition of two proteins, often accomplished by approximate point cloud
registration techniques. Caretta uses signals of distances derived from overlapping
contiguous stretches of residues to make this initial superposition, a novel rotationinvariant technique. This, combined with a novel feedback approach to maintain
well-aligned blocks of residues in the multiple alignment, works well with protein
families where large and numerous stretches of insertions are not expected to be
found.
In the Caretta GUI, we coupled structural alignment and feature extraction with a
visual interface to pinpoint relevant proteins and residue positions for downstream
prediction tasks. This kind of feature selection becomes necessary as proteins typically
have many hundreds of residues, each of which is described by a number of structural
features. This quickly leads to what is known as the “large p small n” problem
in machine learning, where the number of descriptors far exceeds the number of
labelled data points from which to learn. Feature selection in such cases removes
noisy and irrelevant features, and can be used to find residue positions correlated
with the response variable. We demonstrated this in our application on predicting
the conformational state of cyclin-dependent kinases, where we found a small set
of predictive residues, some of which lie in previously studied motifs known to be
involved in conformational change.
More research into protein families using the approach we present for dealing with
structural alignments and residue selection across a large set of structural features
will lead to improvements and novel techniques for feature selection, dimensionality
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reduction, and learning that work well on such large, hierarchically structured data.
Given the prominent role in present-day bioinformatics of both machine learning and
homology modelling, this will lead to further breakthroughs in using protein structures
to analyse protein function.
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Abstract
The growing prevalence and popularity of protein structure data, both experimental and computationally modelled, necessitates fast tools and algorithms to enable
exploratory and interpretable structure-based machine learning. Alignment-free approaches have been developed for divergent proteins, but proteins sharing functional
and structural similarity are often better understood via structural alignment, which
has typically been too computationally expensive for larger datasets. Here, we introduce the concept of rotation-invariant shape-mers to multiple structure alignment,
creating a structure aligner that scales well with the number of proteins and allows for
aligning over a thousand structures in 20 minutes. We demonstrate how alignmentfree shape-mer counts and aligned structural features, when used in machine learning
tasks, can adapt to different levels of functional hierarchy in protein kinases, pinpointing residues and structural fragments that play a role in catalytic activity. We also
evaluate the use of shape-mer counting and topic modelling to define characteristic
structural elements, using it to explore and compare the newly released AlphaFold2 database consisting of over 300,000 predicted protein structures to over 100,000
experimentally determined structures in a matter of hours.

7.1

Introduction

The dual effect of the ever-growing number of protein structures deposited in the
Protein Data Bank 151 and dramatically improved protein structure modelling 152 has
led to an increasing number of studies incorporating structure information for predicting and understanding protein function. Structures are essential to our understanding
of protein biology as their form dictates function, and they evolve more slowly than
sequences. Research questions for which structural data may provide an answer are
many and diverse - ranging from searching for remote protein homologs with similar
structural folds across the tree of life to exploring the properties of a single protein family in a single species. These two extremes require different approaches,
as both the numbers of protein structures involved and the types of insights that
can be obtained differ greatly. In the past years, machine learning is proving itself
to be crucial in solving these research questions, evident by its meteoric growth in
the bioinformatics field. Machine learning algorithms have been applied across divergent protein structures for tasks such as topology classification 153 , model quality
assessment 154 , ligand pocket prediction 155 , and mutant stability estimation 125 . For
specific protein families, structure-based machine learning has helped with predicting
SH2 domain specificity 126 , modelling the fitness landscape of cytochrome P450s 156 ,
finding similarities in telomerases 157 , and predicting ligand-binding for G-protein coupled receptors 158 , among others.
Recently, we published Geometricus 159 , a fast alignment-free protein structure embedding approach for describing and comparing divergent proteins. Geometricus
defines discrete so-called shape-mers, analogous to sequence k-mers, using a set of
rotation-invariant moments. The embedding of a protein is then simply the count
vector of these shape-mers. This alignment-free approach accurately represents the
topological aspects of proteins in machine learning for predicting protein function.
The embedding allows for interpretation by mapping predictive shape-mers back to
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a set of residues in every protein. Given that applications on divergent proteins often
encompass tens of thousands of structures, Geometricus provides a good balance
between speed and interpretability.
However, for more similar proteins more correspondence between individual residues
is expected, and an alignment better captures information about conservation, outliers, and functionally important residue positions. For each residue, a variety of
features can be measured according to their relevance to the problem at hand, ranging from amino acid physicochemical properties to electrostatic energies and, in this
research, topological properties via rotation-invariant moments. These features when
aligned according to a multiple structure alignment generate a matrix that can directly be used as input to a machine learning algorithm. The algorithm looks across
the alignment positions for patterns and correlations relevant for predicting the desired response variable. Predictions can be understood in terms of predictive residue
positions, which are now easily compared to known catalytic residues or form hypotheses for mutagenesis studies. Gaps in an alignment are considered as missing
data, and alignment positions with too many gaps are often discarded, potentially
losing out on the predictive power of catalytically important residues split across multiple gap-filled positions. Thus, to generate an alignment-based feature matrix from
a set of similar proteins we start with our recently released Caretta multiple structure
alignment algorithm, built with the aim of generating high-coverage alignments for
use in machine learning 160 .
Computational structure modelling, both de novo and homology-based, has started
to play more of a role in structure-based machine learning research 125,161 , leading to
datasets with up to thousands of protein structures sharing similar functionality and
structural folds. These numbers are difficult to handle with current multiple structure
alignment approaches, which generally scale poorly with the number of proteins 162 .
In many cases, this can be attributed to the initial all vs. all pairwise alignment step
used to generate a guide tree for subsequent progressive alignment steps. Multiple sequence alignment algorithms such as ClustalW 163 , Kalign 164 and MUSCLE 165
circumvent this by using alignment-free k-tuple similarity, calculated by collecting
matching subsequences of length k (k-mers) from both input sequences, instead of
pairwise alignment. This greatly reduces time complexity and allows for near-linear
scaling with the number of proteins. With Geometricus this now becomes possible
for structure alignment as well, by defining shape-tuple similarity as the collection
of matching shape-mers from each protein’s structure, thus completely avoiding the
need for all vs. all pairwise structure alignment. The progressive alignment stage still
aligns pairs of proteins at a time, and unlike for sequences, the three-dimensional nature of structures necessitates a superposition step in pairwise alignment. This step
orients the input protein pair such that distance measures between aligning residues
are meaningful. We use rotation-invariant moments to define this initial superposition step. Both of these improvements are incorporated into the Caretta algorithm
to give Caretta-shape. We demonstrate that Caretta-shape is comparable to other
popular structure alignment algorithms in terms of alignment quality and accuracy,
while scaling easily to thousands of proteins.
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We use the well-studied protein kinase superfamily to demonstrate how Geometricus and Caretta-shape can be used in unison to explore and understand structural
similarities and differences between large datasets of protein structures. We showcase both unsupervised and supervised machine learning analyses at the superfamily,
family, and subfamily levels, with emphasis on extracting structural insights useful
for downstream research. We also showcase a novel topic modelling approach to
pinpoint rare structural elements across the newly released AlphaFold-2 database of
predicted protein structures.

7.2
7.2.1

Methods
Caretta-shape

We recently released Caretta 160 , a software for multiple structure alignment aimed
at generating aligned features for use in machine learning algorithms. The advantage
of Caretta in the context of machine learning applications lies in its focus on high
coverage alignments using a novel consensus weight mechanism, which improves the
information content of the aligned features. Here we detail the modifications made
to the Caretta algorithm in Caretta-shape. Python code for Caretta-shape is available
at https://github.com/TurtleTools/caretta.
Shape-tuple similarity for fast guide tree construction
An all vs. all similarity matrix is constructed for input proteins by calculating the
Bray-Curtis similarity between each protein pairs’ Geometricus count vectors (with
k-mer size k = 20 and resolution m = 2). The guide tree for determining the order
of progressive alignments is constructed using maximum linkage neighbour joining 138
on this similarity matrix.
Rotation-invariant moment-based superposition
Caretta-shape replaces the signal- and secondary structure-based superposition
scheme of Caretta by moment-based superposition. For each of the two structures
to be aligned, four moment invariants are calculated for each residue with a fixed
⃗ = [O3 , O4 , O5 , F ] (named as in Durairaj et al. 159 ).
k-mer size (set to k = 20), M
To ensure that the four moments contribute equally to the distance measure, each
moment is normalized across both structures by subtracting the mean and dividing by
⃗ ′ . The two series of normalized moment invariants
the standard deviation to form M
are then aligned by dynamic programming using the Gaussian Caretta score:


X
⃗′−M
⃗ ′ )2
ScoreM (i, j) = exp −γm
(M
(7.1)
i
j
with γm = 0.6. The aligning residues are used to calculate the optimal superposition using the Kabsch algorithm 137 , after which coordinate-based superposition is
performed as in the Caretta algorithm with default parameters (γ = 0.03, gap open
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penalty = 1, gap extend penalty = 0.01, consensus weight = 1). Parameter optimization for specific tasks could improve the results presented here, but we leave this
open for future exploration.
Benchmarking
Caretta-shape was tested on two benchmark datasets, Homstrad 134 and SABmarksuperfamily 121 . The PDB files for these two datasets (390 sets with 3–27 proteins each from Homstrad and 425 sets with 3-42 proteins each from SABmarksuperfamily) were obtained from mTM-align’s website 141 and Matt benchmark results 127 respectively, in order to directly compare results to the output of these two
tools. To this end, the Matt 127 and mTM-align 141 alignments for the Homstrad 134
and SABmark-Sup 121 datasets were obtained from their respective websites. For 17
cases in the Homstrad dataset, mTM-align returned alignments where at least one
sequence did not match the corresponding PDB sequence. These cases were not
considered.
We report various quality metrics of multiple structure alignments obtained from the
different tools benchmarked. For both benchmark datasets we report the average
(median) TM-score of the alignment, a measure that takes into account both the
structural equivalence of corresponding residues and the overall coverage of the alignment 166 . We also report the median percentage of positions in the alignment without
gaps (gapless positions), an aspect important to consider when using aligned features
as input to machine learning algorithms, as gaps are seen as missing data and may
cause loss of information about the residue positions in which they occur. In addition, the Homstrad dataset provides a set of manually curated reference alignments,
for which we define an accuracy score (Acc.) that measures the number of correct
gapless positions found, i.e gapless positions which are equivalent to positions in the
corresponding reference alignment, divided by the total number of gapless positions
in the reference alignment.
To estimate Caretta-shape running times, we chose four proteins from the SABMark
dataset as “seeds”, with lengths 100, 300, 504, and 714 respectively. Each seed
was used to form multiple groups of proteins by introducing noise of up to 5 Å to
each of the seed coordinates, to create a given number of members, from 10 to 1010
in increments of 200. Each noisy structure was further rotated by a random angle
(between 0°and 360°) along a randomly selected axis. Caretta-shape was then used
to align these groups on a Linux workstation using a single thread.

7.2.2

Protein kinases

Data
Protein kinase PDB files with group and family annotations were collected from the
kinase–ligand interaction fingerprints and structure database (KLIFS) 167 , resulting in
7,746 monomeric structures collectively named the KinaseAll dataset. Table 7.1 lists
the number of proteins in this dataset in each kinase group.
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CMGC

TK

CAMK

AGC

STE

TJL

CK1

Atypical

Other

2,049

2,057

811

517

455

654

209

346

648

Table 7.1: Number of proteins in the KinaseAll dataset across the eight major kinase
groups (the rest are labelled as “Other”).

Data about active and inactive states of kinase structures was taken from work by
McSkimming et al. 135 yielding 1,773 kinases marked as having active conformations
and 1,592 structures in inactive conformations. This dataset is referred to as the
KinaseActive dataset in the text. A subset of 514 cyclin-dependent kinases from this
set was further analysed and referred to as the CDKActive dataset.

Shape-mers
Geometricus count vectors were calculated for kinase structures using a k-mer size
k = 20 and a resolution m = 2. These were visualized using a t-SNE embedding
calculated using the scikit-learn Python library 100 with perplexity = 30 and default
parameters.
Shape-mers distinguishing a kinase group G were found as those shape-mers which
are present in > 95% of the proteins within G and whose mean count value within
G is at least one more than the mean count outside G. We visualized distinguishing
shape-mers for the STE, AGC, and TK kinase groups using three representative
structures, one from each group, with PyMOL 144 . Each shape-mer can have multiple
occurrences across a protein, some of which are shared across groups and do not
contribute to the distinguishing nature of the shape-mer. To overcome this, we only
visualize occurrences of a group’s shape-mer in the group’s structure which are absent
in similar positions across the two structures from the other groups.
Agglomerative clustering was performed on the count vectors, again using the scikitlearn library 100 , with the Bray-Curtis affinity metric and a distance threshold of 0.63.
This threshold was decided using an all vs. all pairwise alignment for 232 kinase structures, up to 40 from each kinase family, from which we took the mean Geometricus
similarity score of pairs with an alignment TM-score > 0.95.

Alignment
Subsets of kinase structures were aligned using Caretta-shape with the same parameters as used in benchmarking. For the CK2 alignment, we superposed 292 structures
according to the aligning positions and depict each structure as grey lines passing
through the α-carbon coordinates using Matplotlib 168 . The mean and standard deviation of all coordinates were depicted as a black line and coloured circles respectively.

Protein structure representations for machine learning

115

Machine Learning
Gradient Boosting trees were used for machine learning tasks due to their high generalization potential and capability to include missing features as a separate category.
These were implemented using the XGBoost Python library 169 with a maximum depth
of 5 and remaining default parameters. Kinase active vs. inactive state classification
was performed on the KinaseActive and CDKActive datasets with five-fold cross validation. For the KinaseActive dataset consisting of divergent proteins, Geometricus
count vectors were used as features. For the CDKActive dataset consisting of the
structurally similar cyclin-dependent kinases, aligned moment invariant values were
used.
In both cases, feature importance values of each predictor were averaged across crossvalidation folds and summed across features. The top 2 predictive shape-mers from
the KinaseActive classifier and top 10 predictive residues from the CDKActive classifier are considered in the text. Predictive shape-mer occurrences were mapped back
to their corresponding residues. Predictive shape-mer residues and predictive residues
from the alignment-based approaches were visualized on representative structures using PyMOL 144 .

7.2.3

Exploration of structural space covered by the AlphaFold2 database compared to the PDB database

We use the 365,198 proteins from version 1 of the AlphaFold-2 (AF2) database 170
and 104,323 proteins from the PDB database 171 in 2016 (until CASP12, obtained
from the ProteinNet resource 172 ) removing 100% sequence identity duplicates. Due
to the presence of low confidence regions in the AF proteins we first perform trimming
to split each AF2 protein into smaller high confidence units as follows. A 1D Gaussian
filter with a σ of 5 is applied to the sequence of pLDDT scores extracted from the
Cα atoms. The resulting scores are then used to split the protein into continuous
segments of residues with smoothed pLDDT scores ¿ 70. Segments with less than
50 residues are discarded. This removed 68,890 AF2 proteins with too few high
confidence residues for accurate structural comparison.
For each AF2 protein segment, and for each PDB protein, rotation invariant moments
O3 , O4 , O5 , and F are calculated for the Cα atoms using the k-mer based approach
(with k=16) and radius-based approach (r=10 Å). These are then converted into
shape-mers using a resolution of 4 for the k-mer based approach and 6 for the radiusbased approach. Shape-mers are counted across the whole protein for a PDB protein
and across all splits for an AF2 protein to give the shape-mer count vectors. We then
created a term frequency-inverse document frequency (TFIDF) matrix for all PDB
and AF2 proteins, where the terms are shape-mers and each protein is equivalent to
a document. We performed topic modelling using Non-negative Matrix Factorization
(NMF), which attempts to factorize a matrix of size n × m into two matrices W of
size n × p, and H of size p × m. We interpret this as finding p topics (here set to
250), each of which consists of a weighted combination of the m shape-mers (defined
by H). Each of the n proteins can then be seen as a weighted combination of these
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p topics (defined by W ).
For topic analysis, we assigned proteins to each topic using knee detection with a
weight cut-off 173 . For visualization, we performed t-SNE dimensionality reduction on
the W matrix returned by NMF. Topic-specific scores were obtained for each residue
within a shape-mer by multiplying the corresponding topic weight for the shape-mer
(from H) with an RBF kernel score of the Euclidean distance between the residue and
the central residue of the shape-mer. These were aggregated across all shape-mers
within a protein to obtain the topic-specific residue scores for the protein.
Code and scripts can be found at
https://github.com/TurtleTools/alphafold-structural-space.

7.3
7.3.1

Results
Fast and accurate multiple structure alignment with
rotation-invariant moments

Most machine learning algorithms accept a tabular, fixed dimensional matrix as input, with rows representing individual data points and columns representing features
measured across all data points. For proteins sharing high structural similarity, this
can be accomplished by organizing residue-level features in the order dictated by a
multiple structure alignment. Desired properties of this alignment would be high
accuracy in terms of structural equivalence of residues, high coverage in order to include as many relevant residue positions as possible instead of just highly conserved
positions, and high speed to be able to align and re-align large datasets of proteins
in typical parameter selection and validation pipelines. Here we demonstrate that
Caretta-shape possesses all three of these properties.
We benchmarked Caretta-shape with the Homstrad 134 and SABMark-superfamily 121
alignment datasets, and compared against two popular structure aligners, Matt 127
and mTM-align 143 . Table 7.2 shows average quality metrics across these datasets
and demonstrates that Caretta-shape returns high quality, accurate alignments with
high coverage. The pairwise alignment step in Matt and mTM-align is prohibitive,
with runtime complexities of O(n2 l3 log(l)) and O(n2 l2 ) respectively (where n is the
number of proteins and l is the length of the longest protein). mTM-align’s authors
mention that 80-90% of their running time is spent in this step 143 . Shape-tuple
similarity reduces this step to O(n2 ) in Caretta-shape. The entire Homstrad dataset
takes only 4 minutes to align with Caretta-shape, compared to half an hour using
the old Caretta algorithm and mTM-align, both of which are 10-15 times faster than
Matt 143 .
Figure 7.1 shows the runtime of Caretta-shape on a single thread across synthetic
datasets with differing lengths and numbers of proteins. Over a thousand mediumlength proteins can be aligned in as little as 20 minutes on a personal computer with
a single thread. Further speed improvements such as those employed by multiple
sequence alignment algorithms 174 or by the use of graphical processing units (GPUs)
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Aligner
mTM-align
Matt
Caretta
Caretta-shape

TM-score
0.88
0.85
0.92
0.92

Homstrad
% Gapless
0.61
0.56
0.73
0.74

Acc.
0.84
0.87
0.87
0.87
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SABMark-superfamily
TM-score % Gapless
0.77
0.32
0.68
0.25
0.82
0.46
0.81
0.45

Table 7.2: Average TM-score and percentage of gapless columns across Homstrad
and SABmark-superfamily datasets. As the Homstrad dataset also provides reference
alignments, “Acc.” shows the number of gapless columns present in the corresponding reference alignment divided by the total number of gapless columns in the reference alignment.

could extend Caretta-shape to aligning hundreds of thousands of protein structures
in hours; these approaches are left for further exploration.

Figure 7.1: Running time in minutes of Caretta-shape on synthetic datasets with
differing number of proteins and proteins with different lengths.

7.3.2

Structure-based exploration of protein kinases

In the past decades, protein kinases have become an alluring target for drug discovery
due to the important role they play in key signal transduction pathways. These
phosphotransferase enzymes mediate the transfer of the phosphate moeity from highenergy molecules such as ATP to their substrates, and are classified into broad groups
based on the substrates they act on. Their popularity has led to a boom in the number
of experimentally solved kinase structures with different ligands and inhibitors bound.
The kinase–ligand interaction fingerprints and structure database (KLIFS) 167 now
contains 7,746 monomeric structures covering 308 kinases across 8 groups and 3,341
unique ligands.
This superfamily as a whole has divergent protein structures for which only a small 85-
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residue catalytic segment can successfully be aligned 175 . However, individual kinase
families, each consisting of up to a thousand structures, share common structural folds
that lend well to alignment. With a combination of Caretta-shape and Geometricus
we are able to pinpoint differences between kinase groups, align kinase families, and
predict conformational change across and within kinase families all in a matter of an
hour.
Divergent groups of proteins
Figure 7.2A shows a t-SNE embedding of Geometricus shape-mer count vectors of
all 7,746 kinase monomers in the KinaseAll dataset, coloured by the group to which
they belong. Clear separation is seen between groups, with smaller clusters visible
within each group. These mostly correspond to the kinase families, some of which
are labelled in the figure. In Figure 7.2B, for three kinase groups, we look at some
shape-mers present in the members of that group and absent in the others. Many
of these regions in the structure do not lie in the alignable catalytic stretch and thus
would not have been found using alignment-based methods.
Similar families of proteins
By clustering Geometricus count vectors, we arrive at clusters of proteins displaying
high structural similarity which are better suited to alignment. Table 7.3 shows
clusters with > 100 proteins obtained after performing agglomerative clustering with
a distance threshold derived from comparison of Geometricus similarity scores with
pairwise alignment TM-scores (described in Methods). Each cluster only contains
proteins from a single kinase group and many are dominated by a single kinase
family (labelled in Figure 7.2A), demonstrating that Geometricus similarity scores
can be used to assign proteins to functional groups when annotations are lacking.
We used Caretta-shape to align the proteins within each cluster. The average TMscore of each cluster alignment (reported in Table 7.3) is very high, confirming their
structural similarity. Figure 7.3 shows the coordinate standard deviations for the CK2
alignment, demonstrating how alignments can be used to assess residue conservation
and pinpoint outliers or sub-groups.

Figure 7.2: A. t-SNE dimensionality reduction of Geometricus shape-mer count vectors for 7,746 kinase monomers, colored by kinase
group. 19 kinase families, corresponding to the clusters in Table 7.3, are labelled. B. Shape-mers found in one group and absent in
the others, colored black for representative structures of the STE (PDB ID: 4USE), AGC (PDB ID: 3OCB), and TK (PDB ID: 6AAH)
kinase groups.
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Figure 7.3: 292 CK2 kinase structures superposed according to their Caretta-shape
alignment, each depicted as grey lines passing through the α carbon coordinates.
The mean is depicted as a black line with each residue position coloured according
to its standard deviation. The blue box marks a well-conserved region, green boxes
mark regions showing subgroups where different structures follow different distinct
paths (visible in lighter grey), and red boxes mark outlier regions where each protein
has highly differing coordinates.

7.3.3

Kinase activity from different perspectives

The protein kinase domain can undergo dramatic conformational changes when reacting to regulatory signals in signalling pathways. These changes are controlled by
protein-protein interactions, phosphorylation, and ligand binding 176 . Drug discovery
efforts often aim to target specific kinase conformations and thus benefit from an
understanding of conformational activation across kinases and how this activation
differs across the different kinase groups and families.
Using a dataset of 3,365 kinase structures labelled as being in active or inactive conformations 135 , we aim to classify a structure as belonging to one of these two states
as well as pinpoint structural elements responsible for the change. We demonstrate
how the alignment-free Geometricus is well-suited to tackle such classification problems across diverse proteins, such as those belonging to the different kinase groups,
and Caretta-shape alignment allows for zooming into the idiosyncrasies of a single
family.
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No. of proteins
741
661
570
454
346
292
288
248
230
176
163
157
157
141
139
137
125
117
108

Avg. TM-score
0.96
0.96
0.94
0.95
0.95
0.99
0.94
0.95
0.96
0.99
0.96
0.98
0.98
0.98
0.98
0.96
0.98
0.98
0.96

Group
CMGC
CMGC
TK
TK
TK
CMGC
TK
CMGC
AGC
CAMK
CAMK
TKL
TKL
TKL
CAMK
STE
CK1
AGC
TK

Top family
CDK
MAPK
Tec
JakA
FGFR
CK2
EGFR
DYRK
PKA
PIM
DAPK
RAF
IRAK
STKR
CAMKL
STE20
CK1
DMPK
Src

121

Purity (%)
82
100
28
59
61
100
100
64
62
100
73
100
100
100
100
100
91
100
66

Table 7.3: Clusters of kinases obtained from Geometricus count vector clustering,
also labelled in Figure 7.2A. For each cluster we report the average TM-score of
its Caretta-shape alignment, the group in which its members belong, and the most
frequent family along with the percentage of the family’s occurrence in the cluster
(purity).
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Activation across divergent kinases
To inspect activation across all kinases, we trained a Gradient Boosting classifier on
Geometricus embeddings of the KinaseActive dataset. The five-fold cross validation
accuracy of this classifier was 96 ± 0.01%. Figure 4A shows the top two predictive
shape-mers and their prevalence across active and inactive kinases. These shape-mers
are also depicted on an example kinase structure (PDB ID 1E9H). One shape-mer, in
dark blue, is localized in the DFG motif which lies in the well-established activation
segment 135 . Another, in green, lies in the linker region connecting the activation
segment to the αF-helix which acts as an organizing hub in the activation process 177 .
The DFG motif shape-mer is repeated (in light blue) but since Geometricus works
with counts we cannot distinguish the true predictive motif using a single structure.
More clarity is obtained when looking across multiple structures, as the dark blue
occurrence is present in many structures in the active conformational state while the
light blue occurrence is not.
Activation in the cyclin-dependent kinase family
While the Geometricus approach gives us good prediction performance and pinpoints
critical structural regions, it misses some structural regions that are specific to certain
families. For instance, the cyclin-dependent kinase (CDK) family is dependent on the
formation of a CDK-cyclin complex. Upon binding, cyclin induces conformational
changes in the kinase domain that allow for autophosphorylation of the activation
segment to produce a fully active kinase 178 . Thus, CDKs are further allosterically
regulated through cyclin-binding, an aspect not seen in our coarse-grained classifier
trained across all kinases. To analyse a specific subfamily such as CDKs, an alignment
based approach can be beneficial due to the high structural similarity between proteins
and expected residue correspondences. We create a Caretta-shape alignment across
514 CDKs, resulting in an alignment of 399 residues with an average TM-score of
0.96. A Gradient Boosting classifier is trained on the aligned moment invariant values
of each CDK, resulting in a very high accuracy of 99%. Figure 4B depicts the top
10 predictive residues. While some residues are again found in the DFG motif and
αF-helix linker regions, residues in the αC-helix which forms part of the cyclin-CDK
interface are also found as predictive, indicating that this predictor picks up CDKspecific patterns relevant for kinase conformational change.

Figure 7.4: A. Occurrences of two shape-mers (shape-mer 1 in dark and light blue, shape-mer 2 in green) found predictive for
conformational state classification on a representative kinase structure (PDB ID: 1E9H). The DFG motif and αF-helix linker are
labelled. The percentage of proteins containing each shape-mer and the average number of times the shape-mer appears per protein
across the active and inactive kinases is shown. B. Top ten predictive residues for cyclin-dependent kinase conformational state
classification shown along with the position of cyclin (light blue). Residues near the DFG motif and αF-helix linker are coloured blue
and green respectively, while the remaining predictive residues are coloured black. The αC-helix in the CDK-cyclin interface is labelled.
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Characterization of structural elements in the AlphaFold2 database

While the previous experiments focused on experimentally determined protein structures from the PDB database, recent developments in computational methods, specifically the AlphaFold-2 (AF2) algorithm presented by Deepmind at CASP14 48 , have
led to protein structure predictions matching the accuracy of experimentally determined models. Both the method and a database of 365,198 protein models have been
released 170 enabling the scientific community to better understand the accomplishments, abilities and limitations of AF2. The AF2 database contains full proteome
structure predictions across 21 species and is scheduled to grow to cover over 100
million proteins, further underlining the pressing need for fast and scalable approaches
like Geometricus and Caretta-shape for structural comparisons across divergent and
similar protein structures.
High confidence predictions in the AF2 database are likely to contain a large number
of rarely studied folds and structural elements that may not have been extensively
seen in experimental structures. Due to the presence of low confidence regions in
the AF2 proteins we first performed trimming to split each AF2 predictions into
smaller high confidence units (see Section 7.2.3). We then performed a global comparison of structural elements between the 365,198 proteins in the AF2 database
and 104,323 proteins from the CASP12 dataset in the PDB database. We applied Geometricus to obtain shape-mers, which can also be seen as analogous to
words in natural language processing (NLP). We then obtained a matrix of shapemer counts for all proteins. To identify substructures that may be novel or poorly
represented, we clustered the proteins according to their shape-mer counts using Nonnegative Matrix Factorization (NMF) (see Section 7.2.3). The clustering identified
250 groups of proteins, dubbed “topics”, (Supplementary Dataset 2, found online
at https://doi.org/10.1101/2021.09.26.461876) with characteristic combinations of shape-mers. These characteristic shape-mers could include small structural
elements such as repeats or the specific arrangements of ion binding sites, or larger
structural elements that could define specific folds.
For visualisation we performed a t-SNE dimensionality reduction where proteins composed of similar shape-mers are expected to group closer together (Figure 7.5). In line
with this, the shape-mer representation of AF2 proteins can predict the corresponding
PDB protein entries with high accuracy (ROC-AUC of 0.95 using the cosine similarity
of the shape-mer vector). Additionally, the 20 most common superfamilies, predicted
from sequence, tend to be placed together in this low dimensional representation of
shape-mer space. Importantly, even for superfamilies with some experimental structural characterization, AF2 predictions can greatly expand coverage such as for the
transmembrane G-protein coupled receptors (Figure 7.5 in dark blue).
Out of 250 total topics, consisting of proteins with characteristic structural elements,
we selected five examples that were almost exclusively (¿90%) composed of structures derived from AF2, as well as one example with ¿80% AF2 structures with a
particularly interesting novel predicted structural element. We illustrated these with
a representative structure in Figure 7.5. Examples include 4,192 proteins annotated

Protein structure representations for machine learning

125

as G-protein coupled olfactory or odorant receptors (Pfam PF13853), 97% of which
are mammalian (Figure 7.5A, topic 88, Figure 7.6A). Other examples include a group
of primarily (94%) plant proteins annotated as PCMP-H and PCMP-E subfamilies
of the pentatricopeptide repeat (PPR) superfamily (Figure 7.5B, Topic 60, Figure
7.6B); a group of heterogeneous structures mostly (¿75%) annotated as ATP or ion
binding (Figure 7.5C, Topic 150, Figure 7.6C); groups of proteins with leucine-rich
repeats (Figure 7.5D, topic 16, Figure 7.6D); some proteins with uncommon, regular patterns (Figure 7.5E, topic 188, Figure 7.6E); and long α-helical constructs
(Figure 7.5F, Topic Helix, Figure 7.6F). For the PCMP-H and PCMP-E subfamilies
(Figure 7.5B) there are no known experimental structures mapped. AF2 predictions
could help elucidate the structural peculiarities of these subfamilies, including the
mechanism of RNA recognition and binding for PCMP-H and PCMP-E proteins.
Finally, we also considered protein groups consisting primarily of PDB proteins to
study why AF2 proteins are absent here. In some cases, this seemed to be due to
the limited number of species and proteins covered by the current AF2 database.
Topics 209 and 113 consist of immune response proteins such as immunoglobulins
and T-cell receptors, mainly from the PDB. As many of these antibodies are under
intense study, there are many more PDB structures (based on multiple individuals and
antibody-drug research) than the actual number of such proteins in the respective
UniProt proteomes. Topic 38 consists of short fragments of PDB structures, with an
average length of 63 residues - there are no AF2 proteins here as AlphaFold-2 models
the entire structure instead of returning fragments.
Even for these initial 21 proteomes modelled with AF2, this analysis already indicates
the potential for a large expansion of structures for rarely studied folds which may lead
to the identification of novel structural elements. The Geometricus topic modelling
approach pinpoints areas of protein structure space that may be of highest interest
for experimental characterization and should facilitate the study of the evolution of
protein folds.

7.4

Conclusion

With growing numbers of experimentally solved protein structures and proteins capable of being computationally modelled, structures are seeing increasing use in machine
learning applications. To that end we present Caretta-shape, a very fast and accurate multiple structure alignment algorithm based on the concept of rotation-invariant
moments, aimed at generating aligned structural features for machine learning.
Depending on the similarity between proteins under study, an alignment-free or
alignment-based approach is preferred and each presents its own advantages and
insights. We adapt these two approaches to the protein kinase superfamily, which
consists of structurally divergent protein groups as well as more similar protein families. We use machine learning to tackle active/inactive conformational state prediction across all kinase families with Geometricus and across the cyclin-dependent
kinase family with Caretta-shape alignments. These two approaches lead to the
exploration of different aspects of catalytic mechanisms: one aspect explains com-
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Figure 7.5: The space of characteristic structural elements in AlphaFold-2 structural
models for 21 species — the 20 most common superfamilies are colored. Structures with similar structural elements are placed closer together in the figure. Six
shape-mer groups (i.e. topics) discussed in the text, consisting of mainly AlphaFold-2
proteins as opposed to PDB proteins, are labeled A–F and a representative structure
is depicted for each. Residues in the representative structures are colored according
to their contribution to the topic under consideration — red residues have the highest
contribution, while blue residues are specific to the example and not to the topic.
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Figure 7.6: Representative structures from topics representing likely rare or new folds.
Residues are colored according to their contribution to the topic under consideration
- red residues have the highest contribution, while blue residues are specific to the
example and not to the topic. A. GPCR olfactory receptors. B. Plant pentatricopeptide repeat proteins. C. ATP- and ion-binding proteins. D. Proteins with Leucine
rich repeats. E. Long α-helical constructs.
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monalities within all proteins in this diverse superfamily, and the other zooms in on
peculiarities displayed by a single family.
Computational structure modelling is capable of expanding protein dataset sizes into
the millions. Once the expensive but automated modelling steps are complete, analyses similar to the ones presented here, both unsupervised and supervised, can be
carried out with comparable ease allowing for fast iteration and adaptive exploration
of protein biology. We demonstrate this with a novel topic modelling approach to
applied on the new AlphaFold-2 database of over 300,000 accurate computationally
predicted protein structures, with the entire analysis carried out in a few hours on a
personal computer.

Broader impact
The research presented here includes a novel multiple structure alignment algorithm
and a demonstration of recently developed algorithms for analysing protein structures
with machine learning. Researchers in structural bioinformatics and enzymology may
benefit from this work for obtaining structural insights from their data. The ideas
discussed also form a fertile basis for more complex algorithms that leverage the
increasing amounts of data and recent advances in machine learning and deep learning
techniques aimed at such structured, high-dimensional data.

Chapter 8

General discussion
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In this thesis I described the development of a number of algorithms and tools for
harnessing, structuring and exploring two types of biological data - namely optical
mapping images and three dimensional protein structures. Here, I will detail some of
the challenges faced and future opportunities discovered in these two disparate yet
linked areas, in light of developments in both fields. I also provide some observations
on opportunities in cross-disciplinary research and the state of open science and open
software.

8.1

Challenges in the field of optical mapping

The optical mapping platforms from Bionano Genomics (BNG) currently provide
the longest range information on single DNA molecules 44 . Therefore, optical maps
are often used in scaffolding sequencing assemblies of complex eukaryotic genomes
with long tandem repeats, such as tandem gene duplications 179 . However, long read
sequencing technologies (such as offered by Pacific Biosciences 180 and particularly
Oxford Nanopore 59 ) are moving towards longer average read lengths, close to the
molecule lengths achieved by the BNG platform. The use of sequence data for
genome assembly without optical mapping is more cost effective and such sequencing
platforms are more widely available. Optical mapping for de novo genome assembly
could thus be rendered obsolete, which has caused stagnation in the algorithmic
development of methodologies in the optical mapping field. This has resulted in a
relatively narrow range of methods and tools which can help further the applicability
of optical mapping. In comparison, the sequencing field has delivered plenty of
utilities used to analyse sequences at different stages, from raw reads to alignments
and genome assembly. In effect, this enables a faster paced development of novel
algorithms, as many of the tools needed to analyse different aspects of the sequence
data are readily available. My work on the development of optical mapping algorithms
(Chapters 2, 3, 4) could not make use of such modular and reusable utilities, which
forced us to create workflows from scratch to analyse optical map data at different
stages.
Another major difference between the sequence and the optical mapping fields is the
community, in particular its size - sequencing is used for a wider variety of applications,
and consequently more bioinformaticians and computational biologists communicate
their approaches and experiences with the use of sequencing technologies. However,
this is not the case in the optical mapping community due to the limited applications
of optical mapping, and its restrictions on the software and hardware use (Section
8.4).
Without a technological breakthrough it is unlikely that optical mapping will become
a major, widely used sequencing technology. However, this does not mean that the
technology is not relevant. In Chapter 5 I explore new applications of optical mapping technology, namely multiplexing and creating genome-wide maps of intragenic
gene markers. Bionano Genomics likewise pivoted from genome assembly to cancer
genome diagnostics, aiming to detect structural variation detection as a replacement
to cytogenetics methods like FISH and karyotyping 47 . Another commercially im-
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plemented recent application, from Perseus Biomics, is the use of high throughput
optical mapping in identification and quantification of microbiome composition 181 .

8.2

Opportunities in protein structural bioinformatics

The field of protein structural biology, on the other hand, has seen a breakthrough
in the past year with the arrival of a number of high-performance de novo computational structure prediction methods 48,182–184 . Along with the number of high
quality measured protein structures now available, research in the field of structural
bioinformatics is growing at a rapid pace.
The release of AlphaFold-2 48 has flooded the field of computational structural biology
with new ideas and opportunities. It is now possible to obtain structural information for the vast majority of protein sequences. As structure evolves slower than sequence 114 , using structural information in bioinformatics to further the understanding
of protein function has always been preferred to using sequence, but has only now
started to become possible in the majority of cases. Challenges and opportunities
in this field include the creation of high quality complete structures (Section 8.2.1),
generating computational representations of these structures from which to learn and
obtain predictions for different tasks (Section 8.2.2), and deriving biological insight
from these created structures, representations and predictions (Section 8.2.3), all
three of which are discussed below.

8.2.1

Integrative structural biology

Protein structures are traditionally determined using X-ray crystallography, NMR and
cryogenic electron microscopy (cryo-EM). AlphaFold-2 48 and related methods such as
RoseTTaFold 185 and AlphaFold-multimer 184 have brought computational structure
prediction up to the same level of resolution and accuracy as these traditional experimental approaches. However, all of these approaches have their own advantages and
limitations.
X-ray crystallography yields the highest resolution for relatively large protein structures. However, there are two major limitations of this technique: it can only be
performed on proteins that can be crystallized and it does not capture protein flexibility or dynamics 186 . The NMR technique partially addresses the protein dynamics
part while keeping a comparable resolution, without the need for crystallisation. However, NMR is limited to low molecular weight proteins 187 . Cryo-EM is a relatively
recent technology that captures millions of snapshots of molecules, each in a different conformational state. Thus it could help determine protein conformational
landscapes as well as the molecular movements of proteins and protein complexes,
useful for looking into mechanistic details of protein-protein interactions. It also requires a much smaller sample size and less laborious sample preparation compared to
crystallography 188 . However, the advantage of solving macromolecular structures in
their soluble state comes with the difficulty of conformational heterogeneity caused
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by thermal fluctuations and molecule flexibility. Reconstruction of structures from
cryo-EM can therefore suffer from uneven distribution of resolutions within the 3D
EM maps, typically with a well-resolved molecular core region and worse molecule
periphery 189 . Computational methods for structure prediction can generate accurate,
high quality structures of single protein chains, and more recently, even multimeric
structures 184 . Of course, one major advantage of computational techniques is that
they do not require any experimental set up or biological material, allowing for large
scale determination of entire proteomes 190,191 . However, there are still a number
of open problems - prediction of interactions and interfaces are not perfect, conformational flexibility is mostly ignored and exploring a specific desired conformational
state is not straightforward 192 . Unlike crystallography, it is not yet possible to simultaneously obtain the binding state and structure of small molecules, nucleic acids, or
peptides within proteins. This is especially a problem in the case of intrinsically disordered regions which become ordered upon binding; computational methods struggle
to resolve the structure for these regions 193 .
Many of the limitations of the different structure determination and modelling techniques can be lessened by combining data from different techniques. For example,
the crystal structure of a macromolecule can serve as a good starting model to fit
to heterogeneous conformational data solved by cryo-EM. Similarly, cryo-EM reconstructions can guide the engineering of macromolecules for crystallization 189 , as well
as provide a starting point for multimeric structure prediction 194 . Template-based
modelling and docking can help place small molecules and other binding entities into
structural pockets 195 . As in the sequencing world, software is developed to efficiently
integrate data between protein models and cryo-EM, allowing for better resolutions
and more complete coverage. A recent study combined crystallography, cryo-EM,
and de novo structure and interface prediction to model the gigantic human nuclear
pore complex scaffold 196 . Crucially, each intermediate step in this integrative structural biology feat was backed up by different technologies - structures predicted by
AlphaFold-2 were validated with X-ray structures and fit to cryo-EM maps. Structures
that did not fit were remodelled with RoseTTaFold, and the AlphaFold-2 fragments
were scaffolded onto those new models. Information from the cryo-electron tomography map was used to set up a molecular dynamics simulation, which in turn matched
previous experimental data about pore complex constriction. Structural similarity
search is becoming important for many of these applications, for the comparison of
similar folds and binding pockets. Approaches such as those described in Chapter
7, which scale to hundreds of thousands and even to millions of protein structures,
will become commonplace. The open-source state of tools and software in structural bioinformatics accelerates the development of novel methods to integrate and
scaffold complementary data from different platforms and technologies.

8.2.2

Information dense embeddings of biological data can help
solve complex tasks

Protein sequences are abundantly available due to high-throughput molecular data
collection technologies such as genome sequencing. However, labels and annota-
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tions for the corresponding data are far less abundant. This poses a problem for
training machine learning models for complex tasks, which is especially hard with
high-dimensional data like that obtained when annotating biological sequences with
various attributes such as physicochemical and phylogenetic properties. A powerful
approach to address this is to use deep learning methods to create lower dimensional embedded representations for sequence data. For example, this was achieved
by using transformer autoencoder architectures on unlabeled protein sequences 54,197 .
Such models learn to embed physicochemical and electrostatic properties in a condensed manner. These lower dimensional and information-dense embeddings can
then be used as inputs to other machine learning models trained on proteins or to
use transfer learning approaches which tune the models obtained from unsupervised
or partially supervised training for solving more specific or complex tasks. By viewing
protein structures as sequence data, similar embedding approaches are also being
applied with (predicted) protein structures as input 198,199 .
Another advantage of embedding approaches is the possibility of training end-to-end
architectures. While a large portion of early machine learning research focused on
carefully hand-crafted features thought to fit to the task under consideration, much
recent research has switched entirely to end-to-end learning. This works by optimizing
all intermediate feature engineering and weighting steps based on data and labels,
foregoing the need for expert input and often greatly improving both speed 200 and
performance 201 of resulting predictors, especially in situations of data abundance. A
recent example was the improvement of multiple sequence alignment construction for
protein structure prediction, a task that typically does not involve machine learning
at all 202 . Programming frameworks such as JAX 203 and PyTorch 204 have made it
easier to implement algorithms in a differentiable fashion, by keeping track of the
gradients involved in each step (automatic differentiation). Some of these ideas
could be applied to the tools described in Chapters 6 and 7 for protein structure
representations, making them more suitable for specific downstream tasks.

8.2.3

Interpretation of machine learning models is valuable for
fundamental science

Similar to other deep learning architectures, a major limitation of pre-trained embeddings lies in the difficulty of their interpretation. The embedding and subsequent
prediction, created by a combination of different layers and weights, are often not
sufficiently comprehensible to pinpoint the importance of aspects of the input data
used in its creation. Therefore, deep learning based approaches can be used to drive
the rapid exploration and discovery of novel predictions, creating points of focus on
the biologically interesting components. These focal points can then be investigated
to create hypotheses, leading to collection of biological data specific to research questions formulated towards the novel predictions, and using more interpretable modelling approaches. This interpretation creates feedback, guiding further experiments
to discover novel biology, increasing our understanding of complex and interlinked
processes while also generating more diverse data for deep learning approaches.
In contrast to the end-to-end learning approaches, engineered data representations
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play an important role in interpretable models. This requires understanding of underlying fundamental elements of the biological data at hand in order to structure it in
a way where aspects of the data relevant to a research question are brought forward.
As most high-throughput data provides fine molecular detail, measurement resolution can often be too high for making abstractions to study organisms at a higher
functional level. The solution to this can be to use adaptive data representations,
allowing data to be represented at different granularities, as explored in Chapter 7
for structures from across and within protein families.

8.3

Re-purposing ideas and technologies across different disciplines

The diversity of concepts, algorithms, and technologies designed for niche purposes
across the many fields of science is vast. However, there is no need for these ideas to
stick to their origins, and indeed there are a huge number of examples of successfully
re-purposing and adapting concepts across fields to obtain new and complementary
perspectives of the data involved. Arguably, this is the founding story of bioinformatics itself - re-purposing, adapting and designing computational methods for biological
data 205 .
There has been a major focus on representations for certain types of biological sequences, especially in the context of machine learning and deep learning. For example,
amino acid sequences have been transformed for use in image processing 206 , natural
language processing 207 , and graph-based approaches 208 among others. In this vein,
the signal representations of optical mapping molecules used in Chapters 1-4 enable
the use of signal processing methods to benefit the quality of the assemblies by including information about fluorescent label intensity. Each of these representations
have led to overlapping, yet complementary insights into the tasks and data to which
they have been applied. For example, when the focus is to find a computationally
efficient proxy for sequence similarity, a k-mer count representation approach 209,210
can be used, but when we want to learn more about protein function then position
specific scoring matrices should be used. Due to the sparsity and high dimensionality of biological sequence data, machine learning techniques are often used to form
lower dimensional embedding representations, as discussed in more detail in section 8.2.2 above. Techniques from computer vision and robotics which deal with
three-dimensional surfaces or point clouds can be adapted to solve tasks related to
protein structures (Chapter 6, 7) 211 .
In some cases, this re-purposing of technologies could aim to make use of welloptimized and widely available hardware technology - such as in protein tracing 212
which, making use of ray tracing algorithms used in computer graphics and video
games, runs on widely available specialized hardware to perform protein-protein docking. This kind of neofunctionalization is possible by exposing more and more of
intermediate and additional capabilities of hardware platforms to create a sand-box
environment and allows development of new ideas and approaches. For example,
Oxford Nanopore’s “read until” application programming interface (API) can be ac-
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cessed by users in order to implement specific read filtering tasks on the fly 213 . Some
of the developed algorithms using read until include adaptive sampling of a selection of hereditary oncogenes and selective sequencing of low abundance organisms
in metagenomic samples 214 . Similarly, in this thesis I attempted to re-purpose the
hardware and technology of the optical mapping platform for novel applications using
a Cas9-based labeling method (Chapter 5). This was made possible by BNG exposing
an extra experimental color channel in the Saphyr platform.

8.4

Open science

One common theme across the sections above is the advancement of science becoming possible because of open and free sharing of resources and ideas. As scientific
fields move more in the direction of open-source software and datasets, as well as
early sharing of research through preprints, the potential for large-scale transformative research combining and building on individual contributions from across the
world increases. During the research performed in this thesis, I observed two different
approaches to software and data - the closed-source approach followed by Bionano
Genomics for optical mapping technology and software, and the open-source, opendata approach followed by the team behind DeepMind’s AlphaFold-2 software.
The Bionano Genomics software suite for optical mapping includes all the necessary
software for extracting DNA molecules, alignment and assembly of these molecules
into genome maps, and in addition, for complex tasks such as structural variation
detection and genome scaffolding. The software is dependent on undocumented
compute servers which are bundled with the platform. Closed source software in
science brings issues such as methods and bugs which are not visible to the user, and
the inability to extend and/or modify the methods used. The problem of bugs can
cause errors if the results are taken as the “truth” in a study and may lead to incorrect
conclusions. An open-source alternative would make it easier to detect errors, debug
the existing code and communicate this to the authors. One way to assess the quality
of results produced is to extensively benchmark the available tools in order to detect
limitations and errors of the software. I performed such a benchmark in Chapter 4
to rigorously assess the structural variation detection performance of OptiDiff and
Bionano Genomics software. However, apart from this work, not many benchmarking
datasets are available to be used. In addition, the only available datasets are based on
the human genome, which is considerably different from optical map data from other
organisms in terms of long range repeats and label density. Closed-source software
also cannot be extended or even ported to different compute platforms. This can
hamper scientific progress as it makes it necessary to develop tools and algorithms
from scratch, similar to the ones achieved in this thesis. If extensibility was possible,
Chapter 2 could be immediately complemented and applied to Bionano Genomics’
alignment and assembly software, as this assembly software takes a similar approach
to OptiAsm but is more polished and ready to use. However, due to our inability to
use signal based alignment on Bionano Genomics’ assembler pipeline, we obtained
suboptimal results, delaying real world application of our algorithmic progress.
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The majority of bioinformatics tools which make use of processed and structured
biological data are open-source and open to public contribution in terms of testing,
debugging, extension and documentation. Many of the tools which function to extract the raw data produced by the hardware platform are also open source, including
nucleotide sequencing platforms such as offered by Illumina, Oxford Nanopore Technologies (ONT) and Pacific Biosciences. As an example, ONT platforms output the
raw electrical current signal data, which can be piped into a base-calling algorithm
which translates it to raw sequence read data. The official base-calling tool provided by ONT, Guppy, is based on a deep learning approach and a default trained
model is provided by ONT 215 . This neural-net model can be replaced by the user,
or Guppy itself can be replaced by alternative open source tools developed mainly
in academic research. Similar to other sequencing platforms, the use of read data
obtained largely depends on the open academic progress in sequence alignment, assembly and analysis tools. Many other platforms also provide support by pipelining
these open bioinformatics tools; however, this is not always possible as some platforms, such as Bionano Genomics (optical mapping) and Metamorph (microscopy
imaging automation), take a “black box” approach, providing their own software for
both structuring and analysing the produced raw data.
The company behind the AlphaFold-2 de novo protein structure prediction algorithm,
DeepMind, have in contrast made all of their research and code publicly available.
Researchers in the structural bioinformatics and deep learning communities have come
together to provide multiple well-documented and user-friendly web servers to create,
explore, and analyse AlphaFold-2 predicted structures in a number of contexts such
as swapping out the multiple sequence alignment algorithm or templates used 216–219 ,
placing small molecules into the structures 220 and more. This has also allowed the
development of derivatives that are fine-tuned for different purposes, such as predicting intrinsic disorder 221 , predicting multimeric complex structures 184 , and even
as a part of protein design pipelines 222 . Apart from code, DeepMind in collaboration
with the European Bioinformatics Institute (EBI) maintain a public database of predicted protein structures promised to grow to over a million structures in 2022. These
structures have been integrated into existing public databases such as UniProt 223 ,
DisProt 224 , Pfam 225 etc., creating a network of accessible and complementary data
for researchers to tap into, already resulting in transformative research across many
protein families. Such rapid progress would not have been possible without easy
access to previous research, as can be seen in the case of the GPT-3 technology by
OpenAI 226 in the field of natural language processing - despite its release more than
a year before AlphaFold and similar claims of disruption and advancement, GPT-3 is
not widely used or modified as the techniques, code, and data used are closed-source.
Another aspect of open science that is rapidly gaining popularity is the publishing
of preprints, i.e. research which has not yet been peer reviewed by the traditional
journal process but which may already be useful to other researchers in the community. Community research communicated via social media also gives opportunities of
networking and opens discussions on “hot” topics in science. This can sometimes
result in highly collaborative publications, such as the large number of AlphaFold-2
related pre-prints just weeks and months after its release (in which the AlphaFold-2
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analysis in Chapter 7 played a part 221 ) and the over 30,000 pre-prints released about
the SARS-CoV2 virus 227 . Though the lack of a formal peer review process resulted
in a number of non-reproducible and sometimes fabricated publications, this was also
quickly discovered and reported by the scientific community across the world, again
only possible due to the accessibility of these papers 228 . In contrast, even though the
internet allows people anywhere to access scientific publications, many of the high
impact publications are paywalled. This created a movement among many scientists
to prefer open-access publications and publishing in open-access only journals such as
eLife, removing economic constraints from accessing science by scientists anywhere
in the world 229,230 . In addition, prestigious funding bodies, such as Horizon in the
European Union and the Dutch Research Council (NWO) in the Netherlands, requires
and funds the publication of research under its umbrella in open-access form.

8.5

Closing remarks

The field of bioinformatics is characterized by a wide variety of data sources and
accompanying algorithmic approaches. In this thesis, I proposed techniques across
different fields which can help bring out complementary information from datasets.
I demonstrated this concept in the optical mapping field using novel signal processing and data compression approaches, and in the protein structure field using
techniques from computer vision. With the rapid growth in publicly available data
and increasingly open and shared methodological research across different fields by
cross-disciplinary scientists, such translational approaches will bridge the gaps of our
understanding of biological data through different lenses and from various perspectives.
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Arold, S. T., Kamau, A. A., Schmöckel, S. M., Pailles, Y. et al. (2018). The genome
sequence of the wild tomato Solanum pimpinellifolium provides insights into salinity
tolerance. Frontiers in Plant Science, 9 , 1402.
[112] Ling, J., Xie, X., Gu, X., Zhao, J., Ping, X., Li, Y., Yang, Y., Mao, Z., & Xie, B.
(2021). High-quality chromosome-level genomes of Cucumis metuliferus and Cucumis
melo provide insight into Cucumis genome evolution. The Plant Journal, .
[113] Flower, D. R., North, A. C., & Sansom, C. E. (2000). The lipocalin protein family:
Structural and sequence overview. Biochimica et Biophysica Acta (BBA)-Protein
Structure and Molecular Enzymology , 1482 , 9–24.
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Summary
Sequences are a crucial concept in the bioinformatics field, as they can represent
different kinds of biological data. Apart from the common string representations of
DNA and protein sequences, many other kinds of biological data have an inherent
sequential order. Thus, algorithms for representing, comparing, exploring, and analyzing biological sequences are numerous and diverse. In this thesis I explore two
main kinds of biological sequences - those obtained from optical mapping images,
and those from three-dimensional protein structures. The sequence representation
allows for adapting and reusing algorithms across these quite distinct fields.
Raw optical mapping data is based on images which contain DNA strands. In Chapter
2, I convert this image data into 1D signals. These signals are analogous to nucleotide
sequences and similarly require alignment to assemble into a genome map. Unlike the
commonly used Smith-Waterman like dynamic programming approach to alignment,
I use signal processing methods to directly align the 1D signals in order to make use
of label peak and width information, which increases alignment accuracy compared
to state of the art. The resulting optical mapping signal extraction and alignment
tools, OptiScan and OptiMap, form the basis for our open source OptiTools suite.
In order to scale OptiMap to eukaryotic genome assembly, in Chapter 3 I describe
an algorithm called OptiSpeed which uses compressed molecule segmentation to
speed up the OptiMap alignment process without loss of accuracy. Based on this I
created OptiAsm, an overlap-layout-consensus genome map assembler. I demonstrate
OptiAsm on a yeast optical mapping dataset as a proof of concept.
An important application of optical mapping data is detection of structural variation.
In Chapter 4 I describe OptiDiff, a tool to this end. Optidiff takes a single molecule
based approach based on an existing reference genome, instead of the commonly
used assembly first approach which is computationally expensive. OptiDiff resulted
in increased specificity even in low coverage settings. In Chapter 5, I explore the
use of a custom CRISPR-Cas9 labeling system for extending the optical mapping
platform. Unlike nick-labeling or direct labeling techniques used for optical mapping, Cas9-labels tag longer and more specific motifs. By exploiting the repetitive
nature of widespread transposable elements and optimising the frequency of Cas9
label motifs, I achieved genome (and application) specific labeling and made better
use of the previously unused color channel available on the platform. I describe two
novel applications of this approach: multiplexing samples and detecting intragenic
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resistance gene markers in plants.
The concept of alignment in bioinformatics is not limited to optical mapping, or
even to nucleotide and amino acid sequences. The 3D coordinates of residues in
protein structures can also be aligned for purposes such as superposition and comparison of homologues, identification of variable and conserved residues, and more
recently for usage in machine learning algorithms. In Chapter 6 I describe Caretta, a
multiple protein structure alignment algorithm that uses progressive alignment with
dynamic programming to optimize residue correspondence, while taking into account
previously aligned structures. This positions Caretta as an optimum tool for machine learning, where it is often important to reduce or avoid gap-filled alignments
as these are seen as missing data. In order to scale Caretta to the numbers of
proteins commonly used in machine learning tasks, in Chapter 7 I generate rotationinvariant compressed structural segments, analogous to the approach taken by OptiSpeed for optical mapping signals in Chapter 3. I demonstrate the application of
the alignment-free Geometricus algorithm, based on rotation-invariant moments, and
Caretta alignment in different settings for machine learning using protein structures. I
also describe a novel approach to detect characteristic substructures across the newly
released AlphaFold database of predicted protein structures.
I conclude this thesis in Chapter 8 by listing the many challenges in the field of
optical mapping and opportunities in the reinvigorated field of protein structures. I
talk about the promising future of many of the tasks and techniques explored in
this thesis. I further discuss how the complementarity of distinct approaches from
different fields can be used to combine their strengths. I end with a praise and call
for more open and shared science.

Acknowledgements
I’m happy to be writing these words, as they mark the end of a half-decade of work.
This work was supported by many people.
I started the PhD with two supervisors, Dick and Gabino. I was lucky to get some
tips on communication skills from Gabino, before he had to leave the project in my
first year. Dick fueled my interest in algorithms and allowed me to explore different
fields and approaches than those I had experience with. This developed my creativity
and helped me take the thesis to new directions. Thanks for your help and support
in becoming an independent scientist.
Many others from different fields contributed to the works presented here. Elio,
I appreciated your enthusiasm in applying my techniques and your great ideas for
extending them. Henri, I appreciated that I could make use of your experience in the
beginning of the thesis, and also your support after you left. Sara, we had some nice
conversations and hope we can have more.
The Bioinformatics group was actually a group of friends. I felt privileged that in
addition to doing science I could share my thoughts with all of these like-minded
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