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Regular plumage condition assessment in laying hens is essential to monitor the hens’ welfare status and to
detect the occurrence of feather pecking activities. However, in commercial farms this is a labor-intensive,
manual task. This study proposes a novel approach for automated plumage condition assessment using com
puter vision and deep learning. It presents ChickenNet, an end-to-end convolutional neural network that detects
hens and simultaneously predicts a plumage condition score for each detected hen. To investigate the effect of
input image characteristics, the method was evaluated using images with and without depth information in
resolutions of 384 × 384, 512 × 512, 896 × 896 and 1216 × 1216 pixels. Further, to determine the impact of
subjective human annotations, plumage condition predictions were compared to manual assessments of one
observer and to matching annotations of two observers. Among all tested settings, performance metrics based on
matching manual annotations of two observers were equal or better than the ones based on annotations of a
single observer. The best result obtained among all tested configurations was a mean average precision (mAP) of
98.02% for hen detection while 91.83% of the plumage condition scores were predicted correctly. Moreover, it
was revealed that performance of hen detection and plumage condition assessment of ChickenNet was not
generally enhanced by depth information. Increasing image resolutions improved plumage assessment up to a
resolution of 896 × 896 pixels, while high detection accuracies (mAP > 0.96) could already be achieved using
lower resolutions. The results indicate that ChickenNet provides a sufficient basis for automated monitoring of
plumage conditions in commercial laying hen farms.

1. Introduction
Feather pecking is a common issue in commercial laying hen flocks,
which negatively impacts both animal welfare and production perfor
mance (Dixon, 2008). Underlying reasons are complex and affected by
multiple factors such as nutrition, environment and genetics (Rodenburg
et al., 2013). Since feather coverage of hens is reduced through feather
pecking, it is compromising thermoregulation and behavior of the birds
(McAdie and Keeling, 2000). Although feather damage and injuries are
not exclusively caused by feather pecking, regular assessment of
plumage condition provides valuable information about the overall
welfare situation in a flock (Knierim et al., 2016). While modern live
stock industry focuses on efficiency, which resulted in highly automated
feeding and climate systems, the assessment of the chickens is usually
still a manual task. The current flock situation is evaluated by examining
individual animals that are randomly chosen from the flock. Regarding
the large number of animals in modern laying hen farms, this is labor

intensive and can lead to a lack of care for the individual. As manual
assessment is time consuming, it cannot be executed continuously.
Instead, it is usually based on snapshots of single situations and there
fore, it does not allow for early and permanent identification of threats
or negative changes on flock level. However, early and reliable detection
of feather pecking is important as it increases the chance of corrective
actions being effective. The later a negative development is detected, the
more the associated issues exacerbate. For instance, bleeding due to
feather removal has been reported to stimulate cannibalism (Blokhuis,
1989). Moreover, manual assessment results are dependent on qualifi
cation, experience, and motivation of the observer (Döhring et al., 2020)
resulting in subjectivity and inter-observer differences. Therefore, reli
able and standardized monitoring of individual plumage conditions
cannot be guaranteed.
To improve both the efficiency as well as the quality of plumage
condition assessment in laying hens, there is a strong need for automated
solutions. Vision-based systems are a common approach for a variety of
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applications in poultry monitoring, as a single camera unit can cover
multiple animals and allows continuous operation without human
involvement. Most of the existing work focuses on recognition of
behavioral traits or individual welfare indicators based on image anal
ysis. For example, Leroy et al. (Leroy et al., 2005) aimed to measure the
behavior of individually recorded laying hens by identifying six different
behaviors (standing, sitting, sleeping, grooming, scratching, pecking).
Similarly, Zhuang et al. (Zhuang et al., 2018) implemented machine
vision to detect sick broilers by detailed posture analysis. However, in
both studies, birds were recorded in prepared experimental environ
ments to evaluate their features. These artificial environments allow the
spatial isolation of individual animals as well as the standardization of
the animal pose during recording. Further, environmental conditions
such as illumination can be controlled, which is not the case in a realistic
farm scenario that we target in this paper.
Automated poultry monitoring in commercial farm environments is
challenging due to uncontrolled conditions that give rise to a lot of
variation in the images. Commonly, automated poultry monitoring is
addressed in two steps (Okinda et al., 2020); detection and segmentation
of individual animals, and the assessment of the animal. The first step is
challenging in a commercial farm, as the animals in the camera image
need to be distinguished from the background and from other in
dividuals under changing circumstances. This requires robustness
against changes in lighting as well as varying animal densities.
Furthermore, birds are able to move freely, so recordings can be blurred,
individual animals vary in pose, and animals frequently occlude each
other. Early studies mainly used color features to detect the animal.
Methods such as an ellipse-fitting model were applied to identify the
bird’s silhouette and extract it from the background (Kashiha et al.,
2014; Okinda et al., 2019). Additionally, a common approach to address
the detection of individual birds is the use of 3D vision technology. By
obtaining depth information from the recorded images, the animal of
interest is segmented. This method was for instance used to detect
broilers in order to identify lameness (Aydin, 2017), sick animals
(Okinda et al., 2019), or to predict the weight of individual birds
(McAdie and Keeling, 2000). The second step, assessment, is based on
information that can be acquired from the visual appearance of the
detected bird. Also this step is challenging in a farm environment, as the
environmental conditions influence the image lighting and quality,
which complicates the recognition of relevant characteristics, such as
the bird’s behavior (Leroy et al., 2005) or health condition (Zhuang
et al., 2018).
The above-mentioned approaches rely on manually designed imageprocessing steps to acquire image features for detection and assessment.
To improve performance and robustness, recent poultry-monitoring
studies are based on end-to-end deep learning instead, which has the
advantage that both features detection as well as decision making are
jointly optimized based on labeled training data. Li et al. (Li et al., 2020),
for instance, trained a Mask Region-Convolution Neural Network (Mask
R-CNN) to detect poultry preening behavior (Li et al., 2020). Other
approaches based on deep learning have been used for behavior classi
fication of egg breeders (Wang et al., 2020), or counting of laying hens in
battery cages (Geffen et al., 2020). The task of plumage condition
assessment is especially challenging as it goes beyond detecting the
appearance of certain distinct features that clearly specify the bird’s
condition. Instead, injuries and feather damages can vary in appearance
and size, which requires a holistic assessment of the plumage. The
existing work on automated assessment of plumage condition in laying
hens is very limited. To our knowledge, there is only one study
addressing this topic. Doehring et al. (2020) used differences in color
and contrast to assess plumage conditions of brown laying hens and
assigned a plumage condition score to each detected hen. This approach
allowed a holistic assessment but relied on the characteristic that down
feathers of brown hens are lighter than the exterior feathers, which
simplifies the detection of feather losses. This advantage could not be
used when dealing with white hens in the study. Alternatively, color-

and contrast based methods were applied to thermal images which
showed promising first results but made the evaluation much more
expensive and also prone to changes in the ambient temperature
(Döhring et al., 2020).
The primary objective of our study was to address the named chal
lenges of detection and assessment and to provide an approach for
automated plumage condition assessment in commercial farm environ
ments. By introducing ChickenNet, a convolutional neural network
extending Mask R-CNN, we present an integrated approach that com
bines detection and plumage condition assessment in a single neural
network that can be trained end-to-end. This enables joint optimization
of both, hen detection and plumage condition assessment in one model.
Developed as a learning-based approach, it is expected to provide
robustness against variation of visual appearances of birds and envi
ronmental conditions. Further, instead of detecting certain characteris
tics such as injuries or naked spots on the plumage, ChickenNet predicts
an individual plumage condition score for each hen directly from the
image. This architecture is designed to be generic, allowing the appli
cation to any other task that combines simultaneous detection and
assessment. Considering the goal of applicability in commercial farms, a
robust assessment performance is required while simplicity of the image
acquisition system is preferred. Therefore, we evaluated ChickenNet
using different input image settings. The use of conventional color im
ages as input was compared to the addition of depth information.
Moreover, different image resolutions were assessed in order to examine
the trade-off between performance and complexity. Higher resolutions
where expected to be more detailed, allowing an improved assessment
while increasing the computational costs. Development and evaluation
of our approach were done using white laying hens as example.
2. Material and methods
In the following paragraphs, the material and methods will be pre
sented. The data collection methods are described in 2.1. Section 2.2
presents ChickenNet, our developed neural network for chicken detec
tion and plumage condition assessment. Finally, in Section 2.3, the
experimental setup will be described.
2.1. Data collection
All images for training and testing of the developed algorithm were
collected in a commercial farm environment. The following sections
describe the environment, the image-acquisition system and the labeling
of the recorded data.
2.1.1. Animals and farm environment
Experiments were conducted in a free-range barn with 18,000 Dek
alb White laying hens in Garrel, Germany. The barn was separated in
three compartments, equipped with a Big Dutchman NATURA Step
aviary system. During data collection, the hens were able to move
around freely within the barn and outside of it. The animals were not
manually selected, but all birds appearing in front of the image acqui
sition system were recorded. To obtain images of birds at different ages
with different plumage conditions, data was collected from two
consecutive flocks in this barn. Recordings of the first flock were made in
August and September 2020 at 59, 65 and 68 weeks of age. Images of the
second flock were recorded in November 2020 at 19 and 23 weeks of age
so that the overall plumage quality was higher compared to the older
animals of the previous flock.
2.1.2. Image acquisition setup
All images have been recorded using a Stereolabs ZED 2 stereo
camera. The camera simultaneously provides color and depth frames
with a resolution of 2208 × 1242 pixels. The ZED 2 camera was attached
by an USB port to a NVIDIA Jetson TX2 development board and operated
using an Ubuntu 18.04 operating system and the ZED Software
2
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Development Kit 3.4 (SDK). Using depth restoration features of the SDK,
holes in the depth images resulting from the stereo-matching of the
camera were filled after recording. Thus, a fully dense depth map with a
distance value for every pixel in the image was obtained for all recorded
frames as shown in Fig. 1.
The camera setup used in the barn is illustrated in Fig. 2. Using a
portable height- and angle adjustable mount, the camera was placed in
front of the aviaries’ feeding line to record the hens passing by. All an
imals were recorded from a distance of 40 to 120 cm, depending on the
animal’s position in the aviary.

condition score was assigned. The scoring was based on a manual
assessment of each bird in an image, considering the three-point scale
developed in (Knierim et al., 2016). Following the scoring criteria
defined there, birds without any plumage damages (no featherless area)
were assigned to score 0, minor damages (featherless area diameter < 5
cm) resulted in a score of 1 and for heavy damages (featherless area
diameter ≥ 5 cm) a score of 2 was given. Table 1 illustrates the resulting
distribution of the score annotations and the total number of hens
among the three sets.
To annotate the scores, each frame was assessed individually based
on information that was visible in the image itself. Therefore, it was
possible that a different plumage conditions score was assigned to the
same bird if it moved between two frames. For instance, if a large
featherless spot was clearly visible in one pose of the bird, the plumage
condition would be scored as 2, while it might receive a score of 1 if the
spot is not fully visible anymore in a different pose. If the plumage of a
hen was not clearly assessable from the images, e.g. due to occlusions or
the bird’s posture, the plumage condition was marked as “undecided”
(score = − 1).
To quantify the reliability of the given ground truth labels, the
plumage condition scores in the test dataset were labeled by a second
annotator in addition to the original labeling. Then, the inter-observer
reliability was measured by calculating Cohen’s kappa (Cohen, 1960)
for the labels. Kappa is calculated as follows:

2.1.3. Image data
Each recording had a maximum length of 50 s to avoid multiple
images of certain hens and overrepresentation of these hens in the
dataset. In case that all animals left the field of view, the recording was
stopped earlier. This resulted in videos of 15 to 50 s including 1–8
simultaneously recorded birds per video. After 2–4 recorded videos, the
camera was moved to another compartment of the farmhouse. During all
recordings, the camera height was randomly varied between 110, 120
and 130 cm with respect to the floor to increase the variety of the
collected images. This procedure was repeated for all five days of
recording, resulting in a total of 52 recorded video sequences. From the
raw data, individual images were removed according to the following
criteria:
1. Consecutive frames with high similarity: Since recordings were made
with 15 frames per seconds, many almost identical images were
produced. Images without visible movement of the hens between
consecutive frames were therefore removed from the data.
2. Images without birds: The birds were able to freely move in front of
the camera and could leave the field of view. Recorded images
without any birds were removed.
3. Blurred images: Due to rapid movements of the hens, some re
cordings were blurred. These were removed from our dataset.

Ðº =

(1)

where po denote the relative observed agreement among both raters
and pe the hypothetical probability of chance agreement. A kappa of 1
indicates perfect agreement between the original labels and the second
annotator, whereas a kappa of 0 indicates agreement equivalent to what
would be expected by chance (Landis and Koch, 1977). Table 2 shows
the original labels of assessor 1 in comparison to the labels of the second
observer.
From this data, a kappa coefficient of 0.73 was calculated, which
indicates a substantial agreement of both observers (Landis and Koch,
1977). In order to determine the effect of ambiguous human labels on
the networks predictions, performance of the developed method was
evaluated considering this double labeling of the test dataset. First, the
plumage condition scores predicted by ChickenNet were compared to
the original assessments of one human annotator. In a second evalua
tion, deviations of the predictions from the ground truth were measured
considering only those annotations where both annotators agreed.

For the recorded depth images, the absolute distance values were
normalized so that the minimum distance of each image corresponded to
0 while the maximum distance value was 255.
2.1.4. Training, validation and test sets
Assignment of the images to the training, validation and test dataset
was not purely random. Instead, three rules were followed:
1. Complete sequences only: All image data was obtained from video
sequences leading to multiple consecutive images of a certain hen.
Therefore, all images of one recorded sequence were used if the
sequence was picked to guarantee that a hen from one dataset was
not included in another dataset.
2. Temporal distribution: For each dataset, image sequences from all
recording days were selected. Considering the influence of the bird’s
age on the plumage condition, this was done to reduce the imbalance
of plumage condition scores in the datasets as good as possible.
3. Split ratio: Following the restrictions of rule 1 and 2, images were
randomly assigned to the training, validation and test set in order to
obtain an 80–10-10-split.

2.2. Chicken detection and plumage-condition scoring
In this study, a deep convolutional neural network, ChickenNet, was
developed as an extension of Mask R-CNN (He et al., 2017). The network
was then trained to detect laying hens and assess their plumage condi
tion. The following sections describe the extended network as well as the
training procedure we used on our collected image data.
2.2.1. Network architecture
Fig. 3 illustrates the network architecture of ChickenNet for RGB-D
input images. The original Mask R-CNN consists of a backbone
network for feature extraction from an RGB input image, a region pro
posal network (RPN) to propose regions of interest (ROI) and a detection
head including a mask prediction branch in parallel with a branch for
classification and box regression that process the proposed ROIs to
perform instance segmentation (He et al., 2017). As a starting point for
algorithm development, we used the open source Mask R-CNN imple
mentation of Matterport (Abdulla, 2017). Our proposed method adds an
additional output layer for the prediction of the feather score, as well as
an additional input dimension to use RGB-D data as input. The modifi
cations to the original architecture are described in detail in the
following section.

This procedure resulted in 1221 training images, 137 validation
images and 185 images for testing.
2.1.5. Ground truth labeling
The manual labelling of the images was conducted using the V7
Darwin Image Annotation Tool1. For each visible hen in front of the
feeding line, an individual segmentation mask was drawn and a plumage
1

po − pe
1 − pe

V7 Darwin Image Annotation Tool. https://www.v7labs.com/darwin
3
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Fig. 1. Example of a recorded scene with white hens on a tier in the aviary system. (a) RGB image. (b) Depth image.

three different classes. However, this would ignore the ordinal rela
tionship of the plumage condition scores. The scores are related to each
other and should therefore not be seen as independent classes. In this
case, the order information would have been ignored, meaning that for
instance a plumage score of 2 is closer to score 1 than it is to score 0.
Therefore, we formulated the plumage condition assessment as a
regression problem using an additional output layer in our model. After
generation of region of interest (ROI) proposals through the region
proposal network (RPN), RoI alignment is applied following the usual
structure presented in (He et al., 2017). This results in fixed-size feature
maps for each region of interest. Subsequent to these feature maps, the
original Mask R-CNN comprised two branches, one for classification and
bounding box regression and one for predicting the segmentation mask.
The former branch contains two fully connected (FC) layers followed by
the output layer for classification and the output layer for box regres
sion. The classification layer consists of two neurons, one for the hen
class and one for background class, while the regression layer consists of
four neurons for bounding box prediction. To predict a score label for
each detected target, we extended this branch with an additional FC
output layer in parallel to the existing ones. This layer consists of a single
neuron and receives the same input as the classification- and box layers.
A smooth ReLU activation function is applied on the layer’s output to
make sure the predicted score is positive. To compute the score loss of
each prediction while only considering training examples with known
plumage condition, two cases were differentiated. For all cases with
known plumage score, we used a smooth L1 loss. If a hen’s plumage
condition was not clearly assessable and therefore labeled with a ground
truth score of − 1, the loss of this example was set to 0, independent of
the predicted score. Let x denote the error between predicted value and
ground truth and y denote the ground truth condition score. The score
loss l was calculated as follows:

Fig. 2. Cross-section of the aviary system with the image acquisition setup.

RGB-D input data: In our approach, each input image was first
resized to a fixed n × n resolution with an aspect ratio of 1:1. In the
experiments n was set to 384, 512, 896 and 1216. To obtain a squared
form, the original 2208 × 1242 pixels images were resized and zeros
were used for padding of blank areas. As feature extraction network, a
ResNet-50 was used, which is the combination of a residual neural
network and feature pyramid networks with 50 layers (He et al., 2016).
To incorporate depth data of the four-channel RGB-D images, an addi
tional input channel was added to the first convolutional layer of the
backbone network. Thus, depth information was treated as an additional
input similarly to the three color channels. In contrast to the original
Mask R-CNN implementation, we also changed the number of anchors
per image generated from the RPN to 128 instead of 256 in order to
speed up the processing. This could be done since the images contained a
small number of birds per image. For the same reason, we reduced the
number of maximum detections to 20. If the model was trained without
using depth information, the first convolutional layer of ChickenNet was
identical to the original Mask R-CNN implementation.
Score regression: Intuitively, the score prediction that is based on a
three-point scale could also correspond to a classification problem with

Table 2
Confusion matrix of original score labels and second assessment labels for a total
of 255 hens in the test dataset.
Assessor 1 (Original)
Assessor 2

0
1
2

Agreement(%)

0

1

2

84
5
0

12
57
12

0
17
68

87.5
72.15
85.0

Table 1
Distribution of score annotations among the datasets.
Dataset

Score 0 annotations

Score 1 annotations

Score 2 annotations

“Undecided” cases

Total

Training
Validation
Test

746
119
89

371
113
81

691
29
85

658
93
115

2466
354
370
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Fig. 3. ChickenNet architecture. The model extends Mask R-CNN by an input channel for depth information and an additional output layer for the plumage con
dition score.

{
l(y, x) =
{
sL1 (x) =

0,
ify = − 1
sL1 (x), otherwise

(2)

if|x| < 1
0.5x2 ,
|x| − 0.5, otherwise

(3)

different animal poses is important. Therefore, orientation, scale, and
brightness of the training images were varied using the parameters listed
in Table 3. For each image, between one and three of the listed aug
menters were randomly chosen and combined.
Further, to avoid focus on unintended features in the background of
an image for the plumage condition score, images with hens only were
created in addition to the original training images. Based on the
manually annotated segmentation masks, the birds were cropped from
the original image. Background information was removed from the RGBchannels (Fig. 5) and from the depth channel. These images were added
to the training set. Note that during validation and testing, only the
original images with background were used.
Prior to training, the model was initialized with weights obtained
from pre-training the Mask- R CNN network on the Microsoft Common
Objects in Context (COCO) dataset (Lin et al., 2014). Due to the fact that

By using this case distinction, it was avoided that undetermined
plumage conditions of training examples negatively influenced the loss
value and thus the score prediction. For all other outputs of the network,
the standard Mask R-CNN losses were used. The total loss was then
calculated as the sum of the score loss, the losses corresponding to the
class-, box, and mask heads as well as the RPN bounding box loss and
RPN class loss.
Fig. 4 illustrates a sample output of our algorithm for an image of a
single hen and for multiple hens. For better visibility, only RGB channels
without the depth channel were visualized. In both images, each indi
vidual hen was segmented and correctly classified while indicating the
probability score of the class prediction. Likewise, the predicted
plumage condition score for each hen was assigned to the corresponding
segmentation mask.

Table 3
Image augmentation parameters that were used during training.

2.2.2. Training procedure
All images from the training dataset were augmented during training
in order to increase the generalization performance and robustness of
the algorithm. Considering the applicability in a non-controlled farm
environment, especially robustness to varying light conditions and

Augmentation parameter

Parameter change and description

Reflection
Scale

50% probability (horizontal reflection only)
Uniformly random selection from range
[-50%, 50%]
Uniformly random selection from range
[-40%, 40%]

Brightness (multiplication of pixel
values)

Fig. 4. Output images including masks, class labels, class probabilities, and plumage condition scores. (a) Example with a single hen. (b) Example with multiple
hens. Different mask colors were used to visualize different individuals in each image.
5
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Fig. 5. Training image examples. (a) Original RGB image. (b) RGB image without background.

an additional channel for the depth information and an additional head
were built, which differs from the original architecture, weights of the
modified first convolutional layer and the scoring head were randomly
initialized using Xavier Initialization (Glorot and Bengio, 2010). In the
same way, weights of the classification head were initialized, since our
model predicts only a single class (hen), while the COCO dataset con
tains 80 different classes. During training, the weights of the networks
were optimized simultaneously using stochastic gradient descent (SGD)
as optimizer. We used a learning rate of 0.02, weight decay of 0.0001
and momentum of 0.9 and trained our model for 100 epochs with a
batch size of 1 on our training dataset while validating it on the vali
dation dataset once per epoch. After training, the model was set into
inference mode using the network weights that minimized the total loss
on the validation set. This model was then evaluated on the test dataset.

correctly and the prediction is marked as a true positive (TP). If the IOU
was below this threshold, the detection was marked as false positive
(FP). If the algorithm did not detect a hen corresponding to a ground
truth mask, this mask was marked as false negative (FN). Based on the
number of TP, FP and FN, the precision p and recall r were calculated
following equations (4) and (5). Precision indicates which proportion of
detections was actually correct, while the recall is the proportion of true
hens that was detected by the network.
p=

TP
TP + FP

(4)

r=

TP
TP + FN

(5)

Both metrics are dependent on the selected confidence threshold of
the predictions. A confidence threshold considers all predictions with a
confidence level larger than or equal to this value. Thus, precision and
recall usually have a trade-off relationship.
The mean average precision (mAP) and the F1-Score were used as
measures that combine precision and recall to comprehensively evaluate
both aspects. The mAP (Everingham et al., 2015); (Everingham et al.,
2010) , is the mean of Average Precision (AP) obtained for each class. As
our model includes only one class, mAP is defined as:

2.3. Experimental setup
In our experiments, we investigated the capability of automated
plumage condition assessment. Also, we examined the influence of
image resolution and the addition of depth information in order to
determine the required complexity of the image acquisition system.
2.3.1. Experiment
The experiments were conducted using images with and without
depth information. First, ChickenNet was trained and validated using
the RGB-D images from our datasets as described in Section 2.2.2. This
procedure was repeated four times while varying image resolutions
between 384 × 384 pixels, 512 × 512 pixels, 896 × 896 pixels and 1216
× 1216 pixels in order to examine the effect of changes in the input
image resolution. After each training, detection and plumage condition
assessment were evaluated on the images from the test set.
Second, the input channel modifications as described in Section 2.2.1
were reversed in order to exclude all depth information and only use the
RGB-channels of the images. Thus, random initialization of the first
convolutional layer was not needed and pre-trained weights could be
used for this layer as well. Then, training and validation were repeated
for the different resolutions compared in stage one. Detection and
plumage condition assessment were evaluated using our test data
without depth information.

mAP = AP =

K
∑
(rk+1 − rk ) pinterp (rk+1 )
k=0

pinterp (rk+1 ) = max p(r)
r≥rk+1

(6)

Here, p(rk ) denotes the precision value at a given recall value rk
considering all K confidence levels.
As shown in equation (7), the F1-Score is defined as the harmonic
mean of precision and recall.
F1 =

2⋅p⋅r
p+r

(7)

For our evaluation, the confidence threshold that optimized the F1score on the validation set was selected.
2.3.2.2. Plumage condition scoring. Further, we evaluated the accuracy
of the plumage-condition scores predicted by ChickenNet. We wanted to
determine how accurately the predicted scores match the manually
assigned scores. Since the score prediction of our model is a regression
problem, we evaluated how close the prediction is to the ground truth
score, using the root mean square error measure (RMSE) and coefficient
of determination (R2 ). The assessment was analyzed for the true positive
detections. Birds with unknown plumage condition (ground truth score
= -1) were excluded from the analysis. In the following equations, the
number of remaining detections will be defined as N.

2.3.2. Evaluation methods
ChickenNet was evaluated on two tasks. First, the instance segmen
tation of the hens and second, the prediction of the plumage condition.
These two evaluations are described in more detail below.
2.3.2.1. Hen detection. To determine if a segmentation of a hen was
correct, the intersection over union (IOU) between the ground truth
mask and the predicted mask was used. In our evaluation, an IOU larger
than the threshold of 0.5 indicates that the algorithm segmented the hen
6
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Let yi denote the ground truth score, y the average of the ground
truth plumage scores and ̂
y i the predicted plumage condition score by
ChickenNet, we can compute the RMSE and R2 as follows:
√̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅
√
N
√1 ∑
(8)
RMSE = √
(yi − ̂y i )2
N i=1
∑N
(yi − ̂y i )2
R2 = 1 − ∑i=1
N
2
i=1 (yi − y)

resulted in the highest mAP (98.59%) and F1-Score (97.29%) while
RGB-D images in a resolution of 896 × 896 pixels had the lowest mAP
(96.84%). The lowest F1-Score was obtained from RGB-D images with a
resolution of 1216 × 1216 pixels. It was observed that, except from the
latter setting, all performance differences among the resolutions were
less than three percentage points. Comparing images of the same reso
lution, the maximum difference between images with and without depth
information was 1.18 and 2.44 percentage points for mAP and for the
F1-Score, respectively. It should be noted that neither color-only images
nor color and depth in combination performed consistently better than
the other configuration. Fig. 7 shows predictions of the compared
methods for a sample image. While the predicted plumages scores
matched among all compared configurations, differences in the detec
tion performance were visible. For this example, only the 512 × 512
RGB-D setting resulted in a correct detection of all hens in the image.
In Fig. 8, the precision-recall curves for the compared methods are
shown. Except from the RGB-D images with a resolution of 1216 × 1216
pixels, all settings had similar precisions as the recall increased. None of
the evaluated resolutions outperformed the others at all levels of recall.
Similarly, the incorporation of depth information did not result in a
better overall performance for all settings. However, all evaluated
combinations in our experiments achieved a maximum precision of at
least 99% and a maximum recall of at least 97%.

(9)

To match the traditional 3-point scoring system used by the ground
truth assessment, we also evaluated the classification accuracy of our
method. To do this, we introduced score classes. The score class ̂s i of
each predicted score ̂
y i was calculated as
⎧
if̂y i < 0.5
⎨ 0,
̂s i (̂
y i < 1.5
y i ) = 1, if0.5 ≤ ̂
(10)
⎩
2,
if̂y i ≥ 1.5
The accuracy a for the score prediction is thus defined as the pro
portion of correct score classifications where a score classification is
denoted as correct if ̂s i (̂
y i ) = yi .
a=

n
1 ∑
c(̂s i (̂
y i ), ̂y i )
N i=0

{
c(̂s i (̂
y i ), ̂y i ) =

1,
0,

yi) = ̂
if̂s i (̂
yi
otherwise

3.2. Plumage condition scoring

(11)

In our experiments, the plumage condition assessment of ChickenNet
was evaluated for the different resolutions and depth settings. As
described in 2.1.5, predicted plumage condition scores were compared
to the original assessments of the first manual observer as well as to the
manual assessments where both observers agreed. Considering both
ground truth labels, Fig. 9 presents RMSE, R2, and the accuracy for each
of the evaluated settings.
Except for the experiments with a resolution of 1216 × 1216 pixels,
an improved assessment performance was obtained with increasing
image resolution. For both RGB-D and RGB images, the RMSE of the
predicted plumage condition score decreased and R2 as well as the ac
curacy increased.
Furthermore, an improved assessment performance was observed if
only those hens were considered where both human observers agreed
about the plumage condition score. Among all evaluated settings, per
formance metrics were equal or better than the ones based on annota
tions of the single observer. The lowest RMSE of 0.26 was reached with
RGB and RGB-D images in a resolution of 896 × 896 pixels. Compared to
the evaluation based on labels of one observer, the accuracies in this case

Also, we analyzed the predicted classes using a confusion matrix, in
which the ground truth scores were compared to the predicted score
classes.
3. Results
The following section describes the results of our experiments. The
hen detection performance as well as the plumage assessment perfor
mance of ChickenNet are presented.
3.1. Hen detection
The hen detection performance of our method, independent of the
assigned score, is given in Fig. 6. The table presents mAP and F1-scores
for four different image resolutions and using input with (RGB-D) and
without (RGB) depth information.
The mAP among all tested settings was on average 97.72%, the
average F1-Score was 95.78%. Using 512 × 512-pixel RGB-D images
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Fig. 6. Detection results (mean average precision mAP and F1) of hens for four resolutions and depth configurations.
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384
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896
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Fig. 7. Predictions for an example image for four camera resolutions with and without depth information. The number of correctly detected hens varied among the
configurations.

increased from 84.25% to 90.38% (RGB-D) and from 85.43% to 91.83%
(RGB).
In the experiments, adding depth information did not improve the
general scoring performance. While the incorporation of the additional
depth channel resulted in a lower RMSE for a resolution of 384 × 384
pixels, the RMSE was higher for resolutions of 512 × 512 pixels and
1216 × 1216 pixels and equal to the RMSE obtained from RGB images
for a resolution of 896 × 896 pixels.
For the resolution of 896 × 896 pixels, which showed the best
assessment performance, the individual predictions with and without
depth information were further analyzed. In Fig. 10a, the normalized
confusion matrices of the predicted score classes for both settings are
shown against the ground truth annotated by observer 1. Fig. 10b shows
the evaluation considering only the matching score annotations of both
observers. The diagonal elements in the matrices show the percentage of
correctly predicted scores and each row sums up to 100%.

Most wrong predictions occurred when severe plumage damages
(score 2) were recognized as light damages (score 1). Considering the
ground truth labels of one annotator, this was observed in 22.35% of
cases using depth information and in 28.24% of cases without depth
information. Score classes 0 and 1 were confused less frequently. There,
12.35% (RGB-D) and 7.41% (RGB) of the score 1 annotations were
identified as score 0 while 6.82% (RGB-D) and 4.55% (RGB) of the score
0 annotations were identified as score 1. Differences of more than one
score between ground truth and prediction were very rare during the
experiments. The only occurrence was observed in the RGB setting when
1.14% of the score 0 annotations were predicted as score 2. We also
noted that the proportion of birds without any plumage damages (score
0) that were correctly identified as such was 93.18% and 94.32% for
RGB-D and RGB respectively.
If only the matching annotations of both observers were considered,
the percentage of correctly predicted plumage conditions increased for
8
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Fig. 8. Precision-Recall curves for the different resolutions and depth settings.

radiology findings based on images showed best results at resolutions
between 256 and 448 pixels per dimension. Higher and lower image
resolutions decreased detection performance. This was reasoned to be
caused by a tradeoff between the detection of small features in the im
ages and the generalization capability of the model. In general, receptive
field coverage of the convolutional layers reduces as the image resolu
tion increases which results in capturing less high-level information
(Jerubbaal et al., 2019). This leads to a drop in accuracy beyond a
certain resolution. The observation that detection performance was
much less influenced by image resolution during our experiments might
be explained by the recorded scenarios. While the assessment is often
based on small image features that are not visible in lower image reso
lutions, detection focuses the full bird which is much larger in size. In
addition, there was a clear contrast between birds and background in the
recorded images and no other objects similar to a hen were around. This
makes the detection task considerably simpler compared to the plumage
condition assessment.
Further, our experiments showed that neither the detection of laying
hens nor the individual plumage condition assessment were clearly
improved by using depth information in addition to conventional color
images. Even though previous studies have shown that depth informa
tion can increase object detection performance (Eitel et al., 2015; Lenz
et al., 2015), others also revealed that this benefit was not observable for
all types of objects and dependent on the way that color and depth in
formation were fused (Ophoff et al., 2019).
For instance, improved object detection through the usage of depth
information might be achieved if depth is not treated as an additional
channel but processed in a separate CNN-branch. Studies revealed that
the perceptual structures of RGB and depth images are different so that
geometric silhouettes of objects hidden in depth data may not be fully
revealed if used as an additional channel along with the color channels
(Bo et al., 2011; Zhu et al., 2020). In addition, the use of RGB-images in
our experiments already resulted in a minimum mAP of 96.84% over all
evaluated image settings, providing little potential for improvement.
This could explain the observed deviations in detection performance
between RGB and RGB-D images that were less than three percentage
points and in both directions.

ground truth scores 0 and 2. Birds without any plumage damages were
correctly identified as such in 98.8% (RGB-D) and 97.59% (RGB) of
cases, respectively.
For birds with severe plumage damages, 88.24% (RGB-D) and
86.76% (RGB) of the predictions were correct. The proportion of score 1
annotations that were identified as score 2 increased for both RGB-D and
RGB, which resulted in a slightly reduced percentage (-0.78 for RGB-D
and − 0.65 for RGB) of correctly classified birds with light plumage
damages. Visualized examples for false assessments are given in Fig. 11.
The results given in Fig. 10 indicate that false score predictions were
mainly due to the determination of the plumage damage severity and
not due to the distinction between hens with plumage damages and
those with intact plumage. Therefore, Fig. 12 shows the normalized
confusion matrices of the predicted score classes if the damageindicating scores 1 and 2 were combined. Results based on one
observer are presented in Fig. 12a while results based on matching an
notations of both observers are presented in Fig. 12b. For both settings,
RGB-D and RGB, misclassifications were significantly reduced compared
to the original evaluation. Using ground truth labels of one observer,
hens with any plumage damage (so score 1 or 2) were correctly identi
fied in 93.98% (RGB-D) and 96.39% (RGB) of the cases. If only matching
labels of two observers were considered, this proportion increased to
95.2% (RGB-D) and 96.8% (RGB), respectively.
4. Discussion
4.1. Influence of input image characteristics
The results showed that the influence of the image resolution was
stronger on the plumage condition assessment than on the detection.
Hens could be reliably detected in all evaluated resolutions for which a
minimum mAP of 96.84% was observed. Regarding the assessment
performance, the RMSE of the score predictions and the score class ac
curacies improved up to the optimal resolution of 896 × 896 pixels, after
which the performance decreased again. This drop in accuracy is
consistent with the results of studies such as (Sabottke and Spieler,
2020) and (Shao et al., 2020) in which it was found that increasing
image resolution for CNN training improves performance of the network
only up to a certain level. For instance, identification of different
9
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Fig. 9. Plumage condition assessment results. RMSE, R2 and accuracy were evaluated for the ground-truth scores annotated by observer 1, as well as for the groundtruth scores where observer 1 and observer 2 agreed.

4.2. Plumage condition scoring

Results of the plumage condition assessment in our experiments
showed a better performance of ChickenNet for hen plumages labeled
with a score of 0, while more confusion was observed for ground truth
labels 1 and 2. A cause for this variation might have been ambiguous
human scoring of the plumage conditions. This was indicated by the
inter-observer variations test in which a kappa coefficient of 0.73 for the
test dataset was calculated. While annotating the ground truth labels,
borderline cases occurred, meaning that for some plumage damages is

Considering annotations where both observers agreed, it was
revealed that 91.83% of all plumage score predictions were correct and
an RMSE of 0.26 was observed using the optimal image configuration
with RGB-images in a resolution of 896 × 896 pixels. This experiment
resulted in an R2 of 0.91, which indicates that 91% of the variance in the
ground truth scores is explained by the predictions of ChickenNet.
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Fig. 10. Confusion matrix of predicted score classes against the ground truth for RGB images with and without depth information. (a) Evaluation based on score
annotations from observer 1. (b) Evaluation based on matching annotations of both observers.

Fig. 11. Examples for false score predictions including class predictions, class probability, predicted plumage scores and ground truth scores. For better visibility,
masks were disabled and detections were cropped.

was hard to manually distinguish between light or severe. In contrast,
hens with completely intact plumages were easier to recognize as such
which led to more reliable ground truth labels. This finding is in line
with the assessment evaluation which distinguished between birds an
notated by one human observer and those with matching annotations of
two observers. Disagreement of the two observers indicates an unreli
able plumage score annotation. In this case, ChickenNet cannot be ex
pected to agree with the annotation in this case. In contrast, if both
observers agreed about the plumage condition, the ground-truth is ex
pected to be more certain. It was assumed that the reduction of unreli
able annotations in the test data would increase the assessment
performance of ChickenNet. Results showed this to be true as pre
dictions of ChickenNet matched better with the annotations where both
observers agreed than with the ones based on annotations of the single
observer. For the optimal configuration using RGB images in a resolu
tion of 896 × 896 pixels, accuracy was increased from 85.43% to
91.83% compared to the evaluation based on annotations of a single
observer.

4.3. Practical applicability
As this study aimed to provide an approach for automated plumage
condition assessment that can be applied in a practical farm scenario,
the feasibility and benefit of the developed method need to be consid
ered while discussing the results.
In our experiments, similar performances for RGB and RGB-D images
were observed. As discussed in 4.1., processing depth data in a separate
CNN-branch might increase the benefit of this information.
However, this approach would result in higher computing power as
color and depth images are processed in two parallel network branches.
Considering the already high detection performance of our model, this
additional complexity would be contradictory to a simple on-farm
application without providing significant performance improvements.
In contrast, using RGB only avoids the additional input channel of the
neural network and allows the application of traditional color images.
This reduces camera and computation costs as well as data processing
which is required to calculate depth data from recorded images.
Further, our approach was developed in order to support farmers by
11
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Fig. 12. Confusion matrix of predicted score classes with summarized classes 1 and 2. (a) Evaluation based on score annotations from observer 1. (b) Evaluation
based on matching annotations of both observers.

providing continuous information about plumage conditions in the
flock. This particularly requires the detection of changes on flock level.
For instance, a suddenly increasing proportion of birds with severe
plumage damages in the farm needs to be identified. In our experiments,
ChickenNet was able to predict the correct plumage condition of indi
vidual birds with an accuracy of up to 91.83% over all plumage condi
tion classes. Most false predictions were due to the confusion of plumage
condition scores 1 and 2. However, a reliable differentiation between
hens with (score 1 and 2) and without (score 0) plumage damages would
already provide a benefit for the identification of an increasing number
of plumage damages in a flock. Considering only these two plumage
condition states, accuracies of ChickenNet were even higher. Using RGB
images in a resolution of 896 × 896 pixels, 97.59% of birds with intact
plumage and 96.8% of birds with feather damages were correctly
identified. Provided that enough birds from a flock are being recorded,
ChickenNet is able to support the plumage condition assessment on flock
level.

During training, birds were manually annotated and these unclear cases
were marked. However, as ChickenNet predicts a score for all detected
hens, occluded and unrecognizable plumages would compromise the
assessment in a practical farm application. To reduce these cases, mul
tiple cameras with multiple perspectives might be considered to capture
different views of one hen. An alternative to address this issue might be
the alteration of the model architecture to additionally determine the
suitability of each detection for plumage condition assessment.
Currently, our approach is designed as an end-to-end solution that de
tects, segments and assesses hens simultaneously. Although this is an
efficient design, it does not allow the identification or filtering of de
tections that are inadequate for assessment. Separating detection and
assessment using a two-stage approach would allow filtering prior to
assessment. Furthermore, as we observed that an accurate detection of
the hen is feasible using lower resolutions, detection and filtering could
be executed using low input resolution and a less complex model. In a
second step, the plumage condition of the filtered hens could be assessed
using a more sophisticated model. Also, to further evaluate the general
applicability of the presented method, extending the experiments to
hens of other colors is essential.

4.4. Future improvements
To provide a reliable tool for the assessment of a whole flock, the
assessed birds need to form a representative sample of the flock. Over
representation of certain birds in the recordings have to be avoided. This
could be obtained by either using a mobile recording system which can
be moved within the barn, or by re-identification of individual animals.
In this case, plumage condition assessments could be assigned to the
individual which would indicate that a bird has already been assessed.
Another future improvement is related to ambiguous and unknown
plumage conditions. In the experiments it was observed that even for
humans, it may be hard to manually assess the hens’ plumage score
based on single images. Some bird detections might be not suitable for
plumage condition assessment, meaning that birds can be occluded or
plumage conditions might be unclear due to the pose of the animal.

5. Conclusions
In this study, we presented ChickenNet, a deep convolutional neural
network that detects and segments hens while simultaneously providing
a holistic assessment of the plumage by computing a plumage condition
score for each detected hen.
The best overall performance in our experiments was obtained using
RGB images in a resolution of 896 × 896 pixels. This configuration
resulted in a mAP of 98.02%, while 91.83% of all score predictions were
correct with an RMSE of 0.26. We revealed that using color information
only was sufficient to fulfill the task of hen detection and assessment, as
no relevant improvements were obtained through incorporation of
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depth information. In our experiments, detection performance was
barely influenced by the image resolution. Among the evaluated reso
lutions, differences in assessment accuracy were less than three per
centage points. Assessment performance was more dependent on the
image resolution and the plumage assessment improved as the image
resolution increased until 896 × 896, with a small decrease for 1216 ×
1216 pixels. Errors in the prediction of the condition score were mainly
due to the determination of the plumage damage severity (differentia
tion between score classes 1 and 2) and less to the distinction between
hens with plumage damages and those with intact plumage (class 0 vs.
class 1 and 2). Finally, we conclude that ChickenNet provides a basis
that can be used to establish automated plumage condition monitoring
of white laying hens in commercial farms.
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