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Abstract

Data play an indispensable role in facilitating informed decision making and accountability across all fields and disciplines. In the field of landuse management
(LUM), expanses in optical remote sensing are leading to rapid increases in the
amount of open data available to researchers and practitioners. This has the potential to enable vastly improved decision-making across a range of sustainable
development fields closely tied to LUM, such as climate change mitigation, agricultural intensification, and pollution control. However, the capacity to utilize
the data effectively is limited by the lack of technical expertise amongst policy
makers and other key decision-makers. This thesis explores methods to more efficiently and accurately assess optical remote sensing data, in order to augment
the role that it can play in monitoring and facilitating sustainable development.
In Chapter 2, the thesis identifies a method for improving landuse classification in
data sets from multiple sensors and image resolutions with convolutional neural
networks (CNNs). In Chapter 3, the thesis applies a well known task in the field
of computer vision, visual question answering (VQA), to directly extract information from optical remote sensing data in an automated fasion. Through these two
contributions, this thesis supports improved access to remote sense data for LUM,
with the objective of expanding its potential for effective use by non-technical
decision makers across the public and private sectors.
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Introduction

2.1

Motivation

Motivation Data play an indispensable role in facilitating informed decision making
and accountability across all fields and disciplines. In the field of land-use management (LUM), expanses in optical remote sensing are leading to rapid increases in
the amount of open data available through for example, the Sentinel, Landsat and
Planet Laboratories constellations (Sentinel-2 ),(Landsat),(Planet Laboratories).
This newly available data has the potential to enable more evidence-based and
timely decision- making across a range of sustainable development fields closely
tied to LUM, including climate change mitigation, agricultural intensification, and
pollution control. Indeed, in 2016, the United Nations established the Sustainable
Development Goals (UN SDGs) to guide the global community towards a more
sustainable world by 2030; 10 of the 17 goals are closely tied to sustainable land
management – a testament to the central role of land in economic development and
natural resource management. Optical remote sense data can play a pivotal role in
effectively benchmarking the current status and monitoring progress towards the
SDGs by providing accurately and timely, data on land degradation, biodiversity,
deforestation, watersheds, migration trends, and other key indicators.
However, the capacity to utilize the data effectively is limited by the by the effort
required to extract useful information from it and the lack of technical expertise
amongst policy makers and other key decision-makers, which limits their ability
to interpret it. Without major improvements in data accessibility, data will fail
to achieve its potential in facilitating evidence-based and timely decision-making,
and holding global governments to account for progress against the global goals.
This thesis seeks to identify new methods to more efficiently and accurately assess
optical remote sensing data, in order to augment the role that it can play, for
example in sustainable land management and achievement of the SDGs.
3

Chapter 2. Introduction

2.2
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Learning Objectives

In addition to the technical areas that were investigated as part of this thesis,
several personal learning objectives were established as part of the of the work:
• Deep Learning:
The primary learning objective of this thesis was to gain experience employing deep learning concepts for the processing and analysis of remote sensing
imagery.
• Professional Academic Research:
As I am interested in pursing a PhD upon the completion of my master, I
wanted to gain experience working and conducting research as a member of
an academic research group and to contribute in publishing academic work
to peer reviewed journals and technical conferences.

2.3

Thesis Structure

The remainder of this thesis is organized as follows: Chapter 3 describes the work
that I contributed in investigating the concept of injecting scale equivariance into
CNNs within a deep neural network to improve results in the task of landuse
classification. Chapter 4 describes the work that I contributed in creating a an
automated dataset and VQA model for the direct extraction of quantitative information from remote sensing imagery . A brief summary of the results of my work
and the learning objectives that were achieved within this thesis are described in
5.
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Land-use Classification in multiscale Remote sensing data with
Scale Invariant CNNs

This Chapter is based on:
J. Murray, D. Marcos, D. Tuia (2019). Zoom In , Zoom Out: Injecting Scale Invariance
into Landuse Classification CNNs. In Proceedings of the GRS/IEEE International
Geoscience and Remote Sensing Symposium (IGARSS)

ZOOM IN , ZOOM OUT: INJECTING SCALE INVARIANCE INTO LANDUSE
CLASSIFICATION CNNS
Jesse Murray1 , Diego Marcos1 , Devis Tuia1
1

Laboratory of GeoInformation Science and Remote Sensing, Wageningen University, The Netherlands
{jesse.murray,diego.marcos,devis.tuia}@wur.nl

ABSTRACT
We propose a Convolutional Neural Network (CNN), which encodes local scale invariance and equivariance in a multiresolution, multi-sensor image classification task. We show that the locally scale invariant model achieves results that are
in line with state-of-the-art. The scale invariant and equivariant models also prove to be more robust to reductions in training
data and number of filters used in each convolutional layer. These results demonstrate the benefit of disentangling scale within
the learned features of CNNs, in particular when processing multi-resolution imagery. This is beneficial in the two studied
cases: when training data is limited, or when the number of model parameters must be kept to a minimum.
Index Terms— Land use classification, multi-resolution imagery, scale invariance, scale equivariance, Convolutional Neural Network (CNN)
1. INTRODUCTION
Data produced for Earth Observation analysis has advanced rapidly, and become available at multiple scales, from global
(Modis, Landsat and Sentinel) to meter and sub-meter imagery (Planet Labs and unmanned aerial systems (UAS)) [1]. These
diverse data sources are being combined to improve the accuracy and efficiency of geo-spatial analysis in areas such as land
surveying [2], forest carbon density assessment [3], land-cover classification, water quality and vegetation assessment [4].
However, the different spatial and temporal scales that are represented in multi-modal data sources make developing generalized mechanisms for their analysis challenging. Such challenges have been addressed by recent advances in the fields of
deep-learning and computer vision, which have become the new standard of remote sensing image analysis [5]. Despite the
success of deep-learning based approaches, most available resources are very demanding in terms of training data and computational resource needs, which limits the size and capacity of networks used to implement them. These challenges are especially
critical when analyzing more complex, multi-resolution imagery. Recent studies [6, 7] have demonstrated good results through
processing images in a dataset at multiple scales and storing all object features identified – unique or not – across scales in the
parameters of the model. This enables the model to discriminate characteristic features within the imagery independent of the
input resolution. Other works approach the multi-resolution classification problem by considering invariance to scale within
the structure of their models. In [8], authors employ spatial pyramid pooling (SPP) and locality constrained affine subspace
coding (LAS). A drawback of the above approaches is that the feature layer to which the multi-scaled input parameters are
added increases in size by a factor of the number of input scales that are considered. Processing this large feature layer in the
prediction phase increases the time and computational resources required in the prediction phase and makes hyper parameter
tuning more challenging.
In this paper we study the effectiveness of convolutional filters that encode scale invariance. We follow the logic of [9]
to learn a CNN propagating information of the maximally activating scales across layers. Experiments on aerial land use
classification show the benefits of scale invariance, especially when the number of labels or the network size matter.
2. SCALE INVARIANT AND EQUIVARIANT DEEP FEATURE LEARNING
The goal of a scale invariant CNN is to produce results in line with state of the art, while minimizing the number of parameters,
training time, and computational resources required to do so. We investigate the effect of injecting scale equivariance into the
The authors acknowledge the Swiss National Science Foundation (no. PP00P2-150593).

deep features of a CNN [10] for specific classes where the local scale of features is heterogeneous: for these cases, we expect
that encoding the relative scale of the image features in the model parameters adds predictive capacity.
2.1. Scale Invariant Feature Learning
Given sufficient training examples, convolutional filters enable CNNs to discriminate features from data even if variations in
scale are present. In this study we inject scale invariance in the learned features of a CNN to achieve the same level of feature
discrimination in multi-resolution data with fewer parameters and less training data. We apply scale invariant (sinv) convolutional filters as proposed by [9]. In this approach, convolutions are applied to each network layer at multiple scales of the input
layer. To minimize the size of the network required to learn relevant features, only the activations of the maximally activating
scaled input are passed to the next layer. This eliminates uninformative feature parameters from the network and enables the
model to be invariant to the input scale and maximize its descriminative power. Figure 1 shows one sinv convolutional operation.
In this case, only the maximal activation values across scales (shown in blue) are passed to successive layers.
2.2. Scale Equivariant Feature Learning
In cases where the presence of variably scaled objects has an impact to the final prediction, it might be relevant to additionally
encode scale equivariance, i.e. not only propagating the maximal activation across scales, but also information about the scale
itself. To do so, we follow the authors in [10] where they enrich the output of each convolutional layer with information
regarding the local scale factor that produced the local maximal activation. The activations and scale factor are encoded in
a 2D vector in Cartesian coordinates, where the length is the magnitude of the maximum input activations and the angle is
proportional to the associated scale factor. This vector field is convolved by applying two standard convolutions, corresponding
to each orthogonal component in the vector fields, and summing the results [11]. We will refer to this modified convolution
filter as the scale equivariant (seq) convolutional operator. Figure 1 illustrates one seq block, where the output is a 2D vector
field (shown in red and blue) of the maximal activations across scales and the associated local scale factors.
3. EXPERIMENTS
The effect of injecting scale invariance and equivariance into a CNN was tested by comparing the performance of three models,
each with the same architecture and using standard 2D (base), sinv, and seq convolutional operators, respectively.
3.1. Data and setup
Setup. In all experiments, we use a model with eight layers, each with one convolutional, max-pooling, activation (ReLU), and
batch normalization layer. Each convolutional layer uses 3 × 3 kernels and padding and stride of one. The cross-entropy loss
function is used to calculate the losses, and Adam optimization is used to update the model weights. The base architecture uses
64 filters in the first layer. Each successive layer is scaled by a factor of [2, 2, 4, 4, 8, 8, 8] respectively (i.e., 64 · 8 = 512 filters
in the last layer). The last convolutional layer is followed by two fully convolutional layers using 1 × 1 kernels and drop-out
of 0.5. The output of the second fully connected layer is mapped to predict the class scores. Both the sinv and seq operators
downscale the input to three smaller scales, each using a scale factor of 1.5 (second layer in Figure 1).
Data. The NWPU45 data set [12] contains aerial orthoimagery of 45 land use classes (Table 1) with 700 examples per class.
The dataset contains significant inter-class variability and intra-class similarity as well as a variable spatial resolution from 30m
to 0.2m. These characteristics make it particularly well suited to test the effect of injecting scale invariance and equivariance
into our models.
3.2. Results
Sensitivity to the number of filters. We trained our models with a 10%-90% train-test ratio to compare our results to those
in [12]. Results are displayed in Figure 2a: we observe that at low filter numbers (< 32) the sinv and seq models outperform
the base model. As the number of filters increases to 64, the base model begins to outperform both models. This indicates that
injecting scale invariance or equivariance into the model enables the models to more efficiently learn discriminative features
with fewer model parameters. As the number of filters increases further, the seq model decreases in performance. This could
be due to the additional convolutional operations that are executed in the seq model due to the use of vector fields.
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Max value
across scales

Original
image
Image resized to
multiple scales

Activation maps
at multiple scales

Activation maps
interpolated to
original size

Activation maps
stacked
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across scales

Fig. 1: Scale Equivariant Convolutional Block. Multiple scaled versions of the input (original image or a feature map) are
computed by interpolation. The same convolutional filter is applied to each of them, producing an activation map for each
scaled input. Those activation maps are re-interpolated to the original scale and stacked. The maximum value across scales
is selected on the invariant model, while the equivariant model incorporates the argmax, i.e. the scale level at which this
maximum has been found as well.

(a)

(b)

Fig. 2: Overall accuracy (%) for models trained varying (a) the number of convolutional filters in each block and (b) the quantity
of train data.
Sensitivity to the amounts of training data. All models were trained with 1, 3, 10 and 20 percent of the dataset. The same
test set corresponding to the remaining 80% of examples is used in all experiments. Results in Figure 2b show that, at lower
ratios of training data, the sinv and seq models outperform the base model. However as the training data ratio increases beyond
10%, the base model surpasses the performance of the sinv and seq models.
Per class analysis. These results show that injecting scale invariance and equivariance into CNNs improves their discriminative
capacity when limited data or capacity are at hand. Given the wide variety of spatial scales and features represented in NWPU45,
it is also valuable to compare the performance of the models for specific classes. Figure 3 shows the precision of each class
for the three model variants in the case, where 3% of the data are used for training: the seq and sinv models show superior
performance for the majority of classes. To gain additional insight on these results, we report results for two specific classes
showing different behaviors:
Mountain (class # 25, Figure 4): for this class the seq model performs best. In the bottom line of the figure, we see that
Table 1: NWPU45 Classes and Indexes
Class

ID

Class

ID

Class

ID

airplane
airport
baseball diamond
basketball court
beach
bridge
chaparral
church
circular farmland
cloud
commercial area
dense residential
desert
forest
freeway

0
1
2
3
4
5
6
7
8
9
10
11
12
13
14

golf course
ground track field
harbor
industrial area
intersection
island
lake
meadow
medium residential
mobile home park
mountain
overpass
palace
parking lot
railway

15
16
17
18
19
20
21
22
23
24
25
26
27
28
29

railway station
rectangular farmland
river
roundabout
runway
sea ice
ship
snow berg
sparse residential
stadium
storage tank
tennis court
terrace
thermal power station
wetland

30
31
32
33
34
35
36
37
38
39
40
41
42
43
44

Fig. 3: Precision per class for all models using 3% of the training data.

Base
sinv
seq
Fig. 4: Test images with the highest scores for the mountain class. Top row: base model. Middle row: invariant model. Bottom
row: equivariant model. Correct predictions are highlighted in green and errors in red.
the seq model tends to prefer the ”rugged” texture associated with mountains, characterized by fractal patterns, while the base
model (top row) has a tendency to confuse the desert and chaparral classes, where patterns are less fractal, for mountains. We
hypothesize that the base and ,to some extent, the sinv models have a tendency to respond to patterns that are averaged across
scales, while the seq model learns scale specific features that can be applied at multiple scales.
Tennis court (class # 41, Figure 5): for this class most errors occur at lower resolution. There, the object of interest can
occupy a relatively small area of the image and be confounded by surrounding objects. Here, both the sinv and seq models
perform substantially better than the base model. The highest scoring images in this class do indeed prominently display tennis
courts, and the errors display basketball courts (which have a similar appearance). The base model, on the other hand, tends to
fixate on low resolution images, where the tennis court looks relatively small, and thus confuses classes where no sports court is
present at all, but are rather related to sparse residential areas where tennis courts are more common. This further supports our
hypothesis that the sinv and seq models more efficiently learn scale specific class features that can be discriminated at multiple
scales.
4. CONCLUSION
We tested the effect of injecting scale invariance and equivariance in CNNs on image classification in a series of experiments
using the NWPU45 dataset, which aims at discriminating land use classes on a per patch basis. We showed that for the analysis
of multi-resolution imagery, injecting scale invariance or equivariance into the model improves performance for tasks where
training data is limited and the number of model parameters must be kept low. In particular, we have observed that both
scale invariance and equivariance help for classes that are characterized by objects, such as tennis courts, that appear to have
different sizes when captured a different resolutions. A standard CNN model in this case tends to have a preferred object size,
and thus systematically miss-classifies images of other resolutions. In classes such as mountain, where multi-scale properties
are important within a single image and fractal patterns are dominant, the equivariant (seq) model performs best, as the other
models seem to respond to an average pattern across scales instead of to the simultaneous activation of the same pattern at
multiple scales. In future work we will test the effect of injecting scale invariance and equivariance into CNNs on multi-label
classification and semantic segmentation tasks. For such tasks, we assume that the relative scale between image features will be
more heterogeneous, thus giving the opportunity for the equivariant model to make better use of this relative scale information.
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VISUAL QUESTION ANSWERING FROM REMOTE SENSING IMAGES
Sylvain Lobry, Jesse Murray, Diego Marcos, Devis Tuia
Laboratory of Geo-Information Science and Remote Sensing
Wageningen University, The Netherlands, {firstname.lastname}@wur.nl
ABSTRACT
Remote sensing images carry wide amounts of information beyond land cover or land use. Images contain visual and structural
information that can be queried to obtain high level information about specific image content or relational dependencies between
the objects sensed. This paper explores the possibility to use questions formulated in natural language as a generic and accessible
way to extract this type of information from remote sensing images, i.e. visual question answering. We introduce an automatic
way to create a dataset using OpenStreetMap1 data and present some preliminary results. Our proposed approach is based on
deep learning, and is trained using our new dataset.
Index Terms— Visual Question Answering, Deep Learning, Natural Language, Remote Sensing, OpenStreetMap
1. INTRODUCTION
Visual Question Answering (VQA) is a relatively new task in the computer vision community, aiming at answering free-form
and open-ended questions formulated in natural language about a given image. It has been introduced in its current form in
[1]. As it deals with open-ended questions, it has the potential to provide a generic solution to many widely-studied tasks in the
remote sensing community, as well as to answer very specific problems as illustrated in Figure 1.
While many studies have been dedicated to extracting information from remote sensing images, they are generally restricted
to a specific problem (which means that extracting slightly different information will require in the case of supervised methods
a drastically different approach trained with new labeled data) and are hardly usable without advanced image processing or
coding skills. VQA holds a great promise: starting from a question formulated in natural language, a model can understand it
and provide an answer (also in natural language). A working VQA system for remote sensing data would give an opportunity
to enable information extraction from remotely-sensed images by entities not able to finance studies for a specific question as
well as lifting the technical barriers that some interested users can face.
Thanks to the recent advances in deep learning, it is now possible to accurately predict answers to questions relating to
images. An example of an application of VQA is to help visually impaired people [2]: through VQA they can ask questions
about things that they see only partially and obtain clarifications helping them navigate or making choices. Similarly, remote
sensing images could be more used by non-specialists if it was possible to query their content on demand and by questions
formulated in natural language. The purpose of this article is to introduce a first database which can be used to train and
evaluate VQA models focusing on remote sensing information and to present some preliminary results. To our knowledge,
this is the first work adapting this idea to remote sensing data. This database has been created automatically by leveraging
volunteered annotations from OpenStreetMap (OSM) and using Sentinel-2 images.
We present the procedure used to create the dataset in section 2. In section 3, we present a simple VQA model trained using
our dataset and discuss first results achieved by our model.
2. THE DATASET
As discussed in the introduction, VQA is generally tackled using deep learning methods. Hence, the dataset is of prime
importance, as it will be used both for the training and the evaluation of the methods. To develop our dataset focused on
answering questions from remotely sensed data, we leveraged the geo-localized annotations from OSM. In this section we
present how we constructed the dataset and analyse its structure and content.
1 www.openstreetmap.org

Problem
Classification
Detection
Counting
Mix

Example question
”Is it a rural area?”
”Is there a river?”
”How many buildings are there?”
”Is there a building next to the river?”

Fig. 1. Examples of questions corresponding to classical tasks and a mix of tasks
2.1. Creation of the dataset
The dataset generation approach we followed is inspired by [3], which built a synthetic VQA dataset in an automated way. For
a given image (in our case, acquired by Sentinel-2), the first step is to extract geo-localized OSM features that intersect with its
extent. The questions are then generated solely based on these ground-truth features using the two main components detailed
in the following paragraphs.
Component 1: construction of objects
To construct questions, we first need to define the objects of interest. An object of interest is the topic the question will be about:
it is an urban element (e.g. ”a road”, ”a building”), possibly filtered by some attributes (e.g. ”a large building”) or positional
statements (e.g. ”a road at the right of a field”).
To construct an object, we first select a layer from OSM, among the following: roads, water areas, buildings, and land use.
In the cases of land use and buildings, we use one of the possibilities in the ”type”2 field of the OSM feature. In summary,
the base objects used to create the question objects can either be ”road”, ”water area” or a specific type of building (e.g.
”supermarket”, ”industrial building”, ...) or of land use (e.g. ”forest”, ”residential area”).
The second step to create an object is to filter the base objects defined above. Three filters are used:
2 The

”type” field is used in the OSM layers to define the building usage or the type of land use of a given instance

• Area: we filter objects based on their area. In the current version, we used hard thresholds to define ”small” (less than
3000m2 ), ”medium” (less than 10000m2 ) and ”large” (more than 10000m2 ) objects.
• Shape: we filter objects based on shape attributes (square, rectangular, circular), which are defined using basic geometrical properties (e.g. area-to-perimeter ratio).
• Relative location: we also implemented a way to filter objects based on their location relative to one another. 5 relations
are defined (”at the top of”, ”on the right of”, ”at the bottom of”, ”on the left of” and ”next to”). In the current database
creation workflow, we select two different base objects. The first base object is filtered according to the relation. The
centers of the bounding boxes enclosing the two objects are used to establish the relations. The specific case of ”next to”
is implemented as a hard threshold (less than 1000m away).
At the end of this filtering step, we obtain an object (e.g. ”small industrial buildings next to a road”) and the number of
corresponding instances in the image (e.g., five).
Component 2: construction of questions
The questions are then constructed based on these objects and question templates. We define four types of questions of interest:
presence, count, comparison, rural/urban classification.
In the first two cases, defining the answer is trivial from the number of instances of the object of interest obtained above.
In the case of comparison, two different objects are created, and the number of instances is compared; in this case, three
subquestions are used: ”less”, ”more”, ”equal”. Finally, we decided to answer the rural/urban classification based on a hard
threshold on the number of buildings.
The generation of the questions is a stochastic process: the objects (both for the base objects and filters) are randomly
selected, as well as the questions. However, we make sure that the rural/urban classification question is asked exactly once per
tile.
2.2. Discussion
The proposed methodology allows to efficiently leverage open-access data to build a large dataset. From 9 Sentinel-2 images,
we extracted 772 tiles of size 256 × 256 on which 77‘232 question/answer couples are derived automatically. An advantage
of the proposed method is that it allows us to easily control (via the distributions in the stochastic process) the distribution
of the questions: we decided to have a similar amount of questions about objects’ presence/absence and quantity (29.6% and
29.9% respectively), while the majority of questions dealt with comparisons (39.5%). Finally, 1% of the questions are about
urban/rural classification of the area (a single question of this type is asked for each image). Controlling the distribution of
question is less straightforward in the traditional approach (where humans freely asked questions about a given image). In this
case, our approach limits the variety in the questions: the type of questions is fixed beforehand.
For similar reasons, we have a limited set of answers compared to traditional VQA datasets. Most of the questions (around
70%) can either be answered by ”yes” or ”no” (questions about the presence and the comparison of the number of objects),
rural/urban classifications are answered by one of the two while the rest of the questions should be answered by numbers. As
this create a huge imbalance problem, we decided to cluster numerical answers to five ranges: 0; between 1 and 10; between 11
and 100; between 101 and 1000 and more than 1000, giving a set of 9 possible answers.
Finally, we decided to use Sentinel-2 images, making the dataset easily shareable. However, this means that the images
have a resolution of 10m, making some features (such as roads or small buildings) present in OSM data hard to distinguish.
Even though the dataset is based on Sentinel-2, the methodology presented in this article could be applied to any geo-localized
remotely sensed images in future works.
3. EXPERIMENTS
We experimented using a simple model on our dataset. The model is described in subsection 3.1, while the results are in
subsection 3.2.

Feature extraction

Fusion

Classification

CNN

yes
no
0

"Is there a farmland?"

RNN

MLP

...

⊙

urban

Fig. 2. Visual Question Answering model. In our experiments, the CNN is a ResNet-50 model [4] with a two layers fullyconvolutional network to produce the feature vector, the RNN is a skip-thoughts model [5] and the fusion is a simple point-wise
multiplication.
Type
Presence
Count
Comparison
Rural / Urban
Average
Overall

Accuracy
87.02%
69.68%
83.78%
80.52%
80.24%
80.55%

Table 1. Accuracy of the proposed method
3.1. Model
VQA models, in their simple form, extract visual features from the image as well as textual features from the question separately.
These features are then merged to perform a classification between the possible answers [6]. The visual feature extraction is
generally based on a Convolutional Neural Network (CNN) and the textual feature extraction on a Recurrent Neural Network
(RNN). This architecture is shown in Figure 2.
In our experiments, the CNN is based on a ResNet-50 model [4] which has been pre-trained on ImageNet [7] followed by
two fully-connected layers (from size 8192 to 2048 and from 2048 to 1200). The RNN is the pre-trained skip-houghts model
[5] followed by a fully-connected layer (from size 2400 to 1200). The fusion is a simple point-wise multiplication between the
two feature vectors and the classification is done by two fully-connected layers (from size 1200 to 256 and 256 to the number
of class, i.e. 9 using the proposed dataset). We used a dropout of 0.5 for the fully-connected layer during the training of the
model.
We train the model using the Adam optimizer [8] with a learning rate of 10−5 for 150 epochs.
3.2. Results and discussion
We report the accuracy of our model (given by the ratio of correct answers) for the different categories of questions in Table 1
as well as the confusion matrix in Figure 3. We also show some visual results in Figure 4. The proposed model achieves about
80% accuracy (both overall and average), indicating that visually answering questions based on remote sensing data is possible,
even though there is definitely room for improvement. The visual examples of Figure 4 show that our VQA model can answer
non-trivial questions, but tends to struggle on questions dedicated to small elements, possibly due to the resolution of Sentinel-2
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Fig. 3. Confusion matrix of the answers provided by the proposed model on the test set (logarithm scale). Dashed lines group
answers by type (”Yes/No”, numbers and ”Rural/Urban”).

Question
Prediction
Ground Truth

What is the number of farmlands?
Between 10 and 100
Between 10 and 100

Is there a small forest?
Yes
Yes

Is a medium building present?
No
Yes

Fig. 4. Sample questions from the test set.
images. When looking at the accuracy for the different types of questions (in Table 1), it is quite clear that the most difficult
task is the one of counting, even though we simplified it (see subsection 2.2). This is not surprising as the task of counting
is notoriously hard for VQA models [9]. The confusion matrix presented in Figure 3 shows that our model tends to provide
logical answers even when committing mistakes (e.g. not answering ”no” to ”How many ...”). Despite this being encouraging,
it might also be explained by the rather limited variety of questions types present in the dataset.
4. CONCLUSION
We created the first dataset for Visual Question Answering from remote sensing images as a first step towards a generic and
easy information extraction tool from satellite data. Preliminary results show encouraging results (80% accuracy) suggesting
that there is promise for the application of such systems in the future. Future work should be dedicated to improving the dataset
to include more variety in the questions, with potentially high-resolution data. The presented method for dataset creation can
be adapted to achieve this objective. There is room for improvement concerning the model, for instance using an attention
mechanism [6], which could improve both the performances and the interpretability of the results, or introducing modular
components to improve performances on tasks where our current model performs the worst (e.g. for counting, a CNN as
proposed in [10] might be used instead).
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5

Conclusion and Objectives

5.1

Conclusion

I this thesis two novel deep learning methods were investigated with the goal to
improve the efficiency and accuracy of the automated analysis of optical remote
sensing data. In 3, it was observed that the relative scale of objects and textures
within remote sensing images plays a significant role in how accurately those objects can be classified when dealing with data from different spatial resolutions.
The scale equivariant CNN that was proposed shows that it improves the accuracy
and efficiency of a deep CNN image classification model and in particular for cases
where training data or computational resources are limited. In 4, it was shown that
an automatic question/ answer database using open data could be built to train
a VQA model for the direct extraction of quantitative information from remote
sensing data. In future work if this method is applied to larger spatial extents
and with more discrete and diverse training data, this concept could be extended
to serve as an easily accessible global monitoring tool for a broad range of applications in LUM. The results presented in this thesis prove that optical remote
sensing data serves as a great source from which information can be harvested in
an automated manner and supports the potential it has to extend the decision
making capacity of governments and law makers and to contribute toward solving
broad global challenges such as the SDGs.

5.2

Learning Objectives

Several personal learning objectives were established in the context of this thesis.
A summary of the achievements for these objectives is as follows:
• Deep Learning:
The primary learning objective of this thesis was to gain experience employing deep learning concepts for the processing and analysis of remote sensing
imagery. This goal was achieved through my work in both of the projects
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presented. Through direct experience working with preexisting models and
contributing toward developing new models, I was introduced to the fundamental concepts of deep learning. The implementation of the models and
the in-depth analysis of the results in both projects allowed me to gain experience in the practical application of deep learning concepts and build a
solid foundation upon which to improve.
• Academic Research:
As part of this thesis and to serve my future goals of furthering my career
in academia and research, I wanted to gain experience working within an
academic research group. The opportunity to work in the multimodal remote
sensing group within the department of geoinformaiton science and remote
sensing at Wageningen University provided an excellent opportunity to do
so. Through the projects I worked on with the group and that form the
basis of this thesis, I gained invaluable insight which informed my research
and enhanced my learning capacity and educational experience. My work in
the group also provided the opportunity to contribute to the writing of two
conference paper contributions. Through this process, I learned what it is
like to work and collaborate as part of a team within an academic research
project. I was also introduced to the proper approaches to present work in
an efficient and meaningful way to ensure that it is effectively communicated
and well understood by a reviewing committee.
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