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Abstract:
Protein-Protein Interactions can be studied to gain more understanding about the underlying
functions of the cell. The way these proteins interact is largely hidden because of a lack of
structural data information, which would give a much clearer picture why certain proteins
interact and how they fit together. We turn our attention to a sequence based machine
learning approach: Convolutional Neural Networks (CNN).
This technique has shown amazing results in analysing image data. Their main advantage is
that they combine local areas before looking at the global structure of an image. In this
project we encode protein-pairs as a grid of all possible amino acid pairings with one-hot
encoding. These protein-images are then used as input for various iterations of CNN
architectures. In this project we made use of simulated data for the sake of speed and to
more easily identify what has been learned by the network.
A baseline architecture was chosen and a grid search of hyper parameters to tune this
architecture was done, this produced a network with a prediction accuracy of 86.2%. Then a
new set of architectures was trained and examined in detail to learn how the CNNs have
learned to make their predictions. The top networks were able to identify 5 different highly
specific motif pairs and discriminate between interacting and non-interacting protein pairs
with over 95% accuracy. The networks also learned
Overall we think the technique is not yet ready to handle real data, due to the simplicity of the
representation we have chosen, but can definitely provide greater understanding of PPIs
from sequences alone. In future work more architectures could be tested and a solution for
the protein length being a limiting computational factor will need to be found.
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Introduction
In order for a living cell to perform most of it functions, it needs proteins. Eukaryotic cells can
have tens of thousands of different types of protein active at any time (Lodish et al., 2000)
and for most of these to function properly, they need to interact with other proteins. Such
Protein-Protein Interactions (PPI) can be studied to gain more understanding about the
underlying functions of the cell. These interactions can be transient or stable forming protein
complexes. The interactions can be between similar proteins, different proteins, or could
even have varying amounts of proteins. The way these proteins interact is largely hidden
because of a lack of structural data information, which would give a much clearer picture why
certain proteins interact and how they fit together.
Due to the increasing amounts of genetic sequence data becoming available, but a much
slower rate of protein structure data acquisition (Muir et al., 2016) computational methods are
needed that can learn the most from these sequences. This should be combined with
keeping in mind the structural reality of what proteins actually look like and do in vivo.
Artificial Neural Networks (ANN) are one such method, a type of machine learning algorithm
that has recently had great success in problems commonly thought of as solvable to humans
only. Problems like image and video recognition, or recommender systems, (van den Oord,
Dieleman, & Schrauwen, 2013) natural language processing, (Collobert & Weston, 2008)
and even speech recognition (Graves, Mohamed, & Hinton, 2013).
The way they work loosely mimics the way biological neurons work, as each node of the
ANN is connected to many other nodes and links between these nodes can be strengthened
or inhibited based on new information. For image data a more advanced technique called
Convolutional Neural Networks (CNN) (LeCun et al., 1989) is used, where not every single
data point, in this case pixels, is fed into the network as a series, but rather local areas of the
picture that have first been ‘convolved’ with a kernel function that is also learned through the
back-propagation algorithm. This kernel can learn to pick up any sort of feature, from cat’s
whiskers to a school bus as shown by Google’s ImageNet classification. (Krizhevsky,
Sutskever, & Hinton, 2012)
Neural networks have been used in biological machine learning problems before, such as the
Deep Neural Network classifier for cell type specific enhancer predictions (Kim et al., 2016).
Another example is the “DeepChrome” artificial neural network, which was designed for
predicting gene expression from histone modifications (Singh, Lanchantin, Robins, & Qi,
2016). An earlier implementation of Neural Networks on PPI’s which looks at structural
protein data for the prediction of PPIs was made by Ofran & Rost from 2007, which focused
on transient interactions between two non-identical chains of two different proteins. It was
designed to look for interface hotspots in protein-sequences, where if that residue was
mutated to alanine it would no longer allow for interaction between the proteins. Another
example of an ANNs being used for predicting PPIs that only works on sequence information
and claims 87.5% prediction accuracy uses an ensemble of small neural networks and many
physicochemical-based features reduced by PCA. In this case the model tries to predict
whether or not a given pair of proteins interacts or not (You, Lei, Zhu, Xia, & Wang, 2013). As
far as we are aware, convolutional neural networks have not yet been applied to the problem
of predicting PPIs nor on doing inference on the parameters that are being learned. The
research question of this project is then: Can convolutional neural networks provide insight
into interactions between proteins and their interfaces?
The main approach of this research project was to develop a convolutional neural network
algorithm that can learn to predict whether or not a pair of proteins will interact. This was
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done using generated data, when accuracies reach a certain threshold we also want to know
why it is learning and what it is learning. When we have a good idea of what is going on
inside the model we can then move on to seeing how what we learned from generated data
may apply to real data and what the challenges are in trying to predict real PPIs.

Methods
Data
In order to make sure the technique suggested in this project will
actually work on real sequences, a simpler problem will be tested
first. The data for this simpler problem must be generated in a
specific way to make sure the pattern we are looking for can be
retrieved with high accuracy, allowing us to more easily elucidate
what has actually been learned by the network.
In this research project we consider a protein pair as an image, by
creating a matrix with protein sequence 1 on one axis and protein
sequence 2 on the other axis each position of that matrix can be
represented as a pair of amino acids from A and B, see Figure 2:
.

Figure
1:
Protein
image
showing the all-to-all amino
acids represented as a grid
which was the way the input
data was encoded.

Pair-generation
Since each pair was generated from scratch a number of decisions had to be made about
what the dataset used for training would look like. The first decision involves whether the pair
will be interacting or non-interacting, then what 5 Amino Acid motif will be inserted into which
protein of the pair. If there is an interaction the other protein of the pair will always have the
corresponding motif. Given that the rest of the sequence is generated randomly, labels were
assigned after the entire pair was complete, thus making sure no unwanted noise entered
the data. This is represented in a
decision tree in Figure 2.
Another iteration of the project required
a dataset where multiple specific motif
pairs would be responsible for the
distinction between interaction and noninteraction. In the generation of this
dataset the same process was used as
the single-motif case, as shown in
Figure 2. However, another decisionlayer was added before the decision
Figure 2: Data Generation scheme showing the probabilities
which protein of the pair had a motif.
of a ‘Protein Pair’ being of a certain class. Note that motif
Namely, the decision from which pair a
insertion happens randomly within every protein and label
motif originated. Every protein pair was
assignment happens at the end to prevent accidental motif
appearances leading to unwanted noise.
generated by the Cython package,
version 0.25.02, the Pandas package
version 0.19.1, and the Numpy package version 1.11.3.
Over the course of the project a number of datasets was generated and used, a detailed
analysis of these can be found in Supplemental Table 6. All accuracies displayed in this
report are testing accuracies from data the neural network has never seen during training.
Testing size is by default 10% of the data, which was by default a dataset of 30.000 pairs.

4|Page

Sequence generation for Filter-interpretation
While investigating the learned filters of the highest performing networks, custom sequences
were generated to evaluate what the filters are giving as output around motifs or randomly
generated sequences. These sequences give both the interacting-motif pair and the randommotif pair in isolation, i.e. they are flanked by as many zero values as needed to make sure a
single position between two motifs will always evaluate to zero. Or the interacting-motifs are
interspersed with sequences that resemble the motifs as little as possible.

Network Architectures
Figure 3 shows the inner workings of the CNN23 architecture. Before the protein pair can be
tested for interacting it is encoded as a 3D array of numbers using concatenated one-hot
encoding. Then in step 1 every valid area in this protein-pair image is convolved with a
convolutional filter, which produces a lower-depth “Feature map”. After the addition of a bias
term and the application of a Rectified Linear activation Unit: ReLu (Krizhevsky et al., 2012).
In step 2 this feature map is then reduced using a max pooling operation. Finally in step 3
every point in the reduced feature map is matrix multiplied with a learned matrix that converts
the reduced feature map into a set of logits for every protein pair in the batch. These logits
are then converted to probabilities for the interaction or non-interaction class using a sparse
softmax function (McCaffrey, 2014). After a batch of protein pair samples has passed
through the network, the predictions that are made are compared to the true labels and the
gradient for each learned parameter calculated using Batched Gradient Descent (Snyman,
2005). In all cases the bias terms are learned, the convolutional filters and the output matrix.
When the entire dataset has been seen by the network, an “Epoch” has taken place, the data
is shuffled and the training data are shuffled and a new epoch is started. All code of this
project was made with the python language, version 2.7.12. Data was visualized using the
Matplotlib package version 1.5.3. Architectures were built using the TensorFlow package
version 0.12.0-rc1.
Variations
The CNN23 architecture was not the only architecture utilized in this project. After the initial
development stages the CNN24 architecture was developed. This architecture was the baseline for this project. Compared to CNN23 there is only a single convolution step with a single
filter of 5x5x40 dimensionality, rather than two separate 5x5x20 dimensional filters that are
concatenated to form the 5x5x40 filter needed for convolution, in both AB and BA format.
This means that in the AB case on the third axis position 0-20 would be filled with the
parameters from variable A and position 21-40 with variable B, and vice-versa for the BA
case.
In the CNN26 architecture there are also two separate variables A and B like in CNN23, but
the output matrix is removed and only the maximum value from the reduced feature map is
used as a logit for the calculation of interaction/non-interaction prediction.
This project involved a number of architecture variations, and a certain naming scheme.
Architecture names starting with CNN2_ were made to retrieve a single motif pair, as to
where CNN3_ were made for retrieving multiple motif pairs from a single data set. The main
difference is that there are as many parallel convolutional filters as there are motif-pairs
present in the data. In this case the A variable would for example be of 5x5x40x8
dimensionality in the case that there 8 motif pairs in the data. For further details about the
naming conventions see Supplemental Table 4.
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Schematic representation of CNN23

Figure 3: Visual explanation of the single case architecture: CNN23. A sequence pair is first encoded as a 3D object as explained above. These “data-blocks” are then convolved to a
single-layered Feature map in Step 1. Then a max pooling operation is performed, taking the maximum value given a certain filter-size (unlike the convolution step, this does not overlap)
in Step 2. Finally a probability score for whether the pair is interacting or not interacting will be calculated based on the matrix multiplication of the Max Pooled Feature map with the
weight matrix and another bias term added on in Step 3. The result of this is then passed to the “sparse_softmax_cross_entropy_with_logits” function which calculates the cross entropy
between the logits from the neural network and the given traing labels. Based on this a set of gradients for each Variable (A, B, Convolution_Bias, Weight Matrix, and Output_Bias.) are
calculated and individually multiplied with the learning rate and this is then used to update these variables for another batch of training.

Results
Hyper Parameter Importance
We started this project with the CNN24 architecture, which was tested on the
“ToyData_IRECF_to_VGVAP” data file (see Supplemental Table 6: Data analysis of the various
data sets that were used for training the CNN's. for details). For this architecture a number of
hyper parameter combinations were tested (see Supplemental Table 5). In total 63 different
combinations of hyper parameter values were tested. Figure 4 summarizes the results of this
analysis. Each boxplot shows all hyper parameter configurations tested, but plotted as a
particular hyper parameter range against the final testing accuracy obtained after 300
epochs.
Learning Rate
From plot (a) in Figure 4 it can be observed that the Learning Rate hyper parameter has the
largest impact on final accuracy as the runs with learning rate of 0.05 plot show consistently
higher accuracies than the others with the exception of one run with learning rate 0.01.
However due to the consistency of learning rate at 0.05, it was taken to be the default
learning rate value in further experiments.
Max Pooling filter size
The filter size of the down sampling step is another important hyper parameter referred to as
the “Max Pooling Size” or “MPS”. Plot (c) of Figure 4 shows a higher mean and higher 75%
quartile value for MPS 4, and MPS 8 has a lower Maximum than the others. Because of the
generally higher mean of MPS 4 it was taken as the default MPS value for further
experiments.
Batch size
As can be seen in plot (b) of Figure 4 the batch size parameter did not seem to have much of
an effect on final testing accuracy. This could be because in the end the same amount of
data was seen. A batch size of 300 was taken as the default value for further experiments.
a

b

c

Figure 4: Hyper parameter exploration plot for
CNN24 trained for 300 epochs on the same data
set. Each figure shows all 63 data points
plotted as their final testing accuracy against
(a) the learning rate, (b) the batch size, and (c)
the max pool size.
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Architecture experimentation
Given the baseline accuracies and hyper parameter results another set of experiments was
performed in which the architecture itself was modified, with a stable set of hyper
parameters, where applicable. Table 1 and Table 2 show the final testing accuracy of all
architectures on two datasets:
“ToyData_IRECF_to_VGVAP” and “ToyData_KHYER_to_MHWHV_WHPWE_to_...” (see Supplemental
Table 6: Data analysis of the various data sets that were used for training the CNN's. for
details), hereafter referred to as the “single motif” and “multi motif” datasets, respectively.
Table 1: Architecture accuracy comparison, each of the architectures was run for at least 200 epochs, a
max pooling filter size of 4, a learning rate of 0.05, and a batch size of 300. All architectures were tested
on the single motif dataset.
Note *: referred to in the code as “swapped_filter_CNN24”

Single motif dataset: ToyData_IRECF_to_VGVAP_.csv
Learned Parameters
Architecture
name

Final Testing
Accuracy

Convolutional Layer
Filter

CNN23

CNN26

CNN24

Separate Filter
CNN23*

Output layer
Total

Bias

Weightmatrix

Bias

94.2%

5 by 5
20
2
1000

filter-size
channels
filters x
parameters

1

36

2

1039

92.9%

5 by 5
20
2
1000

filter-size
channels
filters x
parameters

1

0

0

1001

86.2%

5 by 5
40
1
1000

filter-size
channels
filter x
parameters

1

36

2

1039

95.2%

5 by 5
40
2
2000

filter-size
channels
filters x
parameters

1

36

2

2039

Retrieving a single motif
When retrieving a single, specific interacting motif pair both the CNN23, and the CNN26
models showed over 90% accuracy on never before seen testing data. This indicates that
either one could be used to retrieve a single, highly specific, highly prevalent motif from
protein interaction data.
The “Separate Filter CNN23” case was an initial attempt at sharing the A and B parts of the
filter for both the AB and BA convolution steps, as explained in the methods section. After
testing it turned out that these two variables were only being initialized in the same way, and
were effectively still different variables leading to AB and BA being two completely different
convolution steps. The accuracy is slightly higher than the CNN23, but it needs almost twice
as many learned parameters to reach it, showing that the shared-filter implementation in the
CNNx3 series provides a definite benefit to testing accuracy, as it does outclass the best
learning CNN24 implementation with just as many total learned parameters.
The application of the architectures CNN23 and CNN26, which were designed to retrieve
only single motifs, on datasets with multiple motif pairs showed accuracies around 75%.
However, they have not been able to reach higher accuracies, using only the hyper
parameter set obtained from the CNN24 hyper parameter grid search.
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By modifying these architectures to specifically handle the problem of multiple motif pairs
causing interaction the CNN33 and CNN36 architectures were created and tested. The
CNN33 architecture showed the highest performance and the best ability to retrieve multiple
motifs from a single data set. This would indicate that the approach is actually feasible and
could even be scaled up by further parallelizing the A and B variables in the Convolutional
Layer. The CNN36 architecture reached peak performance at 73.5% accuracy, indicating
that it lacks the capacity to reliable predict interaction based on multiple motif pairs possibly
being responsible for that, in a single dataset.
Table 2: Architecture accuracy comparison, each of the architectures was run for at least 200 epochs, a
max pooling filter size of 4, a learning rate of 0.05, and a batch size of 300. All architectures were tested
on the multi motif dataset.
Multiple motif dataset:
ToyData_KHYER_to_MHWHV_WHPWE_to_YGYWW_QFVPL_to_IDMNW_VWTHP_to_PTDET_FMCSD_to_L
LCRN_.csv
Learned Parameters
Architecture
Final Testing
Convolutional Layer
Output layer
name
Accuracy
Total
Bias
WeightBias
Filter
terms
matrix
terms
5 by 5 filter-size
20 channels
36 x 5 =
2 x 5
5
5195
CNN33
95.2%
2 by 5 filters x
180
= 10
5000 parameters
5 by 5 filter-size
20 channels
5
0
0
5005
CNN36
73.5%
2 by 5 filters x
5000 parameters
5 by 5 filter-size
20 channels
CNN23
1
36
2
1039
76.3%
2 filters x
(single filter)
1000 parameters
5 by 5 filter-size
20 channels
CNN26
1001
1
0
0
73.3%
2 filters x
(single filter)
1000 parameters

Filter interpretation
When looking into the three-dimensional array of the convolutional weight variables A and B
of the CNN23 network, we might expect to find that the elements corresponding to the index
of the “hot” values of the motif pair are generally higher than other positions. Upon evaluating
this we found it not to be the case. To further investigate the learned filters we performed
another round of experiments, to take trained filters and convolve them with custom
sequences and inspecting the intermediate outputs.
CNN23
For the single motif case we looked into architecture “CNN23” where both filter variables A
and B were learned to identify a single motif-pair that would cause interaction. In general
terms Figure 5 visualizes the output of the convolutional step of the network, around the motif
parts and around completely non-similar sequences. It visualizes these for both ordercombinations of the A and B variables. After training the CNN23 network the A and B
variables are retrieved and combined together to form the AB and BA filters and these are
then convolved separately over every valid area of a custom protein pair that is built up in the
manner described in the Methods section:
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Sequence generation for Filter-interpretation. This means that any activation not in the centre
of a junction point of two sequences will be partly gapped and thus will most likely have
values closer to zero. This way of visualizing the data does allow us to see what the output of
the convolutional filter is around the expected “hot spots” of a particular input sequence. The
“Feature Map” produced by this procedure is then plotted such that a value of zero
corresponds to white, highly positive values to red colours and highly negative values to blue
colours. Note that neither the bias nor the ReLu activation function have been applied to this
data.

Figure 5: Visualization of the convolution step in CNN23. The A and B convolutional filters retrieved after
training and combined into AB and BA. These weights are then convolved with a custom sequence pair
made up of the interaction causing motif-parts and 2 randomly generated sequences with zero values in
between, the colours indicate the intensity of the activation at a particular location.

The main point of Figure 5 is that when the motif is not present there appears to be a positive
output of the filters when convolving with the sequence. Figure 6 shows the results the
addition of the bias term and the application of the ReLu activation function, and separately
after application of the max pooling step. The main point of this figure is that in this case a
learned motif will propagate a zero
signal to the output layer.

Figure 6: A deeper look into what the network has learned. On the left
are the protein feature maps after convolving the trained weights of
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CNN23 with a custom sequence containing the motifs (top) or not
(bottom) with addition of the negative bias term and ReLu activation
function. On the right are the outputs after a max pooling layer step of
size 4x4. Relevant motifpair is IRECF and VGVAP.

A possible explanation for the
results seen in Figure 6 is that a
lack of motif A to motif A and B to B
examples, the following has been
learned: if motif_A or motif_B is
present (in the figures IRECF and
VGVAP respectively) then output
will be low, then due to taking the
maximum of AB and BA if output for
either is high there will be a nonmotif match, as seen in lower right
corner of Figure 5 where a motif
matches with a non-motif, where in
BA there might be a zero-signal
coming through, because of the
positive value in AB there will be a
positive signal, indicating a higher
chance of this particular protein pair

being non-interacting. Then because of the max pooling filter size being set to 4 this means
that perfect motif hits of 0 will not completely be filtered out. But if 1 letter of the motif pair is
not correct, a positive signal will propagate and the area will show activation.
If the down sampling layer’s filter size is 8, then this effect cannot occur, thus my hypothesis
is that the maximum potential testing accuracy is never far above 75% (see boxplot and data
generation probability) the 1.6% accuracy above 75% seen is likely due to the output layer
making use of randomly occurring small inequalities in data generation.
In Figure 6 the output of the convolution operation, after bias has been added and ReLu
activation applied, are visualized using a custom sequence pair. These images show that low
activation does indeed propagate at the locations of the motif. In the two right images max
pooling has been applied, which shows that given a filter smaller than the motif this zerosignal can propagate and lead to a particular prediction.
CNN26
In the case of CNN26 it seems that both of the shared
weights learn the exact same half of the motif pair as
can be seen in Figure 7 where the convolution with a
custom sequence the activation is highest at the
location where a specific part of the motif pair meets
that same motif part. This appears to already be
sufficient for the prediction of whether the sample is
interacting or not.

Figure 7: CNN26 convolutional layer output. This
image clearly shows high activation of the IRECF
motif, to any other motif, with no clear difference
being given to the other motif VGVAP.

CNN23 output layer interpretation
The output layer of any architecture is initialized as a weight matrix of [batch size] by 2
dimension-wise, with every position’s value set to 1. When looking at what has been learned
in the CNN23 architecture after training. In Figure 8 we can see that the frequency
distribution of values aiding in the prediction has shifted from the initial values towards a
mirrored distribution with low values for the interaction prediction and higher values for the
non-interaction prediction. Because of the summation step of the matrix multiplication the
model learns that a cumulative effect is needed for a large effect on the interaction
prediction. This large effect makes the distinction in the calculation of the final weights more
easily separable, leading to a lower cross-entropy between predicted values and true labels.
Figure 8 also shows the locations of these values spread out over the matrices as a bar plot,
split over the side that is used in the calculation of the non-interaction class logit, and the
interaction class logit. This is likely due to the generated data having no specific preference
for motif placement.
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a

b1

b2

Figure 8: CNN23 output layer inspection. This figure shows graphs of (a) the binned frequency and (b)
location of the output layer weights. (b1) shows the values used for the prediction of a non-interacting
protein-pair, while (b2) shows the values used for the prediction of an interacting protein-pair.

Conclusions and Perspectives
In this project we explored a simplified version of protein-protein interactions and what can
be understood from the learned parameters in the model. If tuned right, the technique can be
used to interpret protein-pairs such that relevant motifs can be learned and under the right
circumstances retrieved. We have seen that choice of hyper-parameter is important and we
have found a set that works for this particular case, but we cannot say that other choices in
optimizer function or architecture would benefit from this same set of parameters. We also
saw that application of this set of hyper parameters worked on similar architectures. We
gained understanding how the CNN23 and CNN26 architectures learn the motif pair signal,
and saw how architectural choices such as the addition of max pooling layers can have an
effect on how the network learns to separate interacting from non-interacting protein pairs.
The overarching goal of this project was to combine high amounts of easily accessible
information to make predictions and gain insight into why these predictions were made.
One major issue of this project has been the need for generated data and the small protein
lengths used. When using larger protein lengths the computation time for learning a certain
motif simply became intractable. This will definitely need to be solved for this method to have
any hope at elucidating PPIs and retrieving amino acid motifs necessary for interactions to
occur.
As a final conclusion we would argue that the technique is not yet ready to handle real data,
due to the simplicity of the representation we have chosen, but can definitely provide greater
understanding of PPIs from sequences alone.
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Appendix
Supplemental Table 3: Hyper parameter default values and descriptions. Default values were obtained
after an initial round of experiments and partly based on TensorFlow defaults (Abadi et al., 2016).

Flag Name

Default
Value

num_epochs

250

batch_size

100

max_pool_size

2

learning_rate

0.05

dropout

1

Description
Number of times the entire training data set should be
looped over (after each the training data set is shuffled).
Number of samples used for updating the trainable
variables based per step.
Size of the max pooling layers filter
(Scherer, Müller, & Behnke, 2010).
Learning rate of the gradient descent optimizer, i.e. what
fraction of the calculated gradient to apply each step.
Keep probability for training weights, a commonly used
regularization technique
(Hinton, Srivastava, Krizhevsky, Sutskever, &
Salakhutdinov, 2012).

Supplemental Table 4: Architecture naming conventions adopted in this project.

x.1

x.2

2 Convolutional filters -> 1 MaxPool -> 2 FC -> 2
output nodes, based on Phillip Winkler’s bachelor
thesis.
One FC layer less

x.3

Two FC layers less

x.4

No dual filters

x.5

No Max Pool
(Springenberg, Dosovitskiy, Brox, & Riedmiller, 2014)
Constant conv-out to label weights, but does have
shared dual filters

x.6

2.x
3.x
4.x

An architecture with just 1 filter channel
An architecture with as many filter channels as there
are motif pairs in the data.
An architecture that convolves both sequences
separately and then combines them with a MaxPool.
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Supplemental Table 5: Hyper parameter searches done over 4 sessions on different servers. Note the
duplication of the [0.05 Learning Rate, 0.7 Dropout] runs. And the correlation between 0.05 and 0.7 due to
extra runs.

WATERMAN
Learning
Rate:

Max Pool
Size:

Batch
Dropout: Size:

0.001

2

0.5

0.05

4

600

0.1

8

900

Total
Runs

Run Counts

300

3

3

1

3

27

SMITH
Learning
Rate:
0.001

Max Pool
Size:
2

0.05

Batch
Dropout: Size:
0.7

300

0.9

600

0.1

Total
Runs

Run Counts
3

1

2

WATERMAN
LR 0.01
Learning
Max Pool
Rate:
Size:
2

Batch
Dropout: Size:
0.7

600

8

900

2

Batch
Dropout: Size:
0.7

300

4

600

8

900

Total
Runs
1

3

1

3

Run
Counts

9

Total
Runs
1

3

1

OVERALL RUNS:
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45

Run
Counts

300

4

WATERMAN
LR 0.05
Learning
Max Pool
Rate:
Size:
0.05

18

900
OVERALL RUNS:

0.01

3

3

9

18

Supplemental Table 6: Data analysis of the various data sets that were used for training the CNN's.
Short Single
ToyData_IRE
CF_to_VGVA
P_.csv

LONG Single
ToyData_MGPIQ_
to_NHAWG_long.
csv

Short Multi
ToyData_KHYER
_to_MHWHV_WH
PWE_to_YGYWW
_QFVPL_to_IDM
NW_VWTHP_to_
PTDET_FMCSD_t
o_LLCRN_.csv

motifs

['IRECF',
'VGVAP']

['MGPIQ',
'NHAWG']

Number of unique
proteins, pre-pairs
gen
Number pairs
Interacting pairs
Non interacting
pairs
Number proteins
Number 100%
unique proteins
Average lengths
Number of proteins
with motif
Number of duplicate
rows
Number of rows
containing either
motif
Number of Noninteracting pairs
containing motif
Counts of m1 in
SeqA
Counts of m2 in
SeqA
Counts of m1 in
SeqB
Counts of m2 in
SeqB
Total multi motif
count in SeqA
Total multi motif
count in SeqB

20000

20000

['KHYER',
'MHWHV',
'WHPWE',
'YGYWW',
'QFVPL',
'IDMNW',
'VWTHP',
'PTDET',
'FMCSD',
'LLCRN']
20000

30000
15000
15000

30000
15000
15000

60000
34680

full filepath

Long Multi
ToyData_LKNEV_
to_ACEHC_DGS
RM_to_YCNTG_
GDMGP_to_FWD
SQ_QVMWW_to_
SYPTI_KVISG_to
_HVQCH_long50
00.csv
['LKNEV',
'ACEHC',
'DGSRM',
'YCNTG',
'GDMGP',
'FWDSQ',
'QVMWW',
'SYPTI', 'KVISG',
'HVQCH']

Small Single
EDAAR_Logs'
/ToyData_EDAAR
_to_QNFMM_300
0pairs.csv

3333

2000

30000
15001
14999

5000
2501
2499

3000
1500
1500

60000
34985

60000
46658

10000
7818

6000
1706

28
37499

600
37495

28
33100

600
5544

28
663

0

0

0

0

12

22499

22492

22555

3754

2286

7499

7492

7554

1253

786

9344

9401

NA

NA

966

9387

9339

NA

NA

960

9432

9318

NA

NA

986

9336

9437

NA

NA

976

NA

NA

1

0

NA

NA

NA

5

0

NA
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['EDAAR',
'QNFMM']

